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Chapter 1

Introduction

1.1 Motivation

Change is something ubiquitous. We can reason about change during
a series of actions and events, such as playing or investing; understanding
how to express occurrence of events and how to predict their effects is a
central issue in temporal reasoning. The time and nature of any particu-
lar change is influenced by many factors which are, themselves changing.
Changes could be unusual and uncertain, indeed predicting the future and
understating the past are challenging tasks. Particular interest can be ad-
dressed to making decision in presence of uncertainty or to planning and
diagnosis dynamic domains where changes occur and uncertainty is in-
volved. A typical situation where uncertainty comes into play is when the
exact state transition dynamics are unknown and only limited or no expert
knowledge is available and/or affordable. In order to better underline the
importance of taking decision under uncertainty, consider real-life artificial
intelligence applications that need an efficient way to reason about time.
These applications include robotics, scheduling, intensive care monitoring
systems, telephone networks and troubleshooting. For example, consider a
particular clinical scenario in which a patient is like a complex and dynamic
system, the variables that compose the system are the conditions of the pa-
tient, a clinician does not know all the states of the variables, so he acts

in presence of uncertainty. In particular, suppose to know the state of few



1. Introduction

observable variables, like the values of blood pressure or heart frequency,
the clinician has to decide the best treatment or consider the probability of
having a myocardial infarction. He has to answer the following questions:
what kind of support does he/she can use? What kind of probabilistic mod-
els can he/she consider to solve the decision problem? All these questions
involve the concept of probabilities” distributions over time. There are a lot
of probabilistic methods able to model dynamic systems. This dissertation
places in this research topic and in particular it concerns the inference prob-
lems and decision making mechanism in the framework of the Continuous
Time Bayesian Networks, an extension of the Bayesian Networks [Pearl,
1988] proposed by Nodelman [Nodelman et al., 2002]. Modeling, learning
and reasoning about these complex dynamic systems is an important task
and a great challenge.

Medical tasks, such as diagnosis and therapy, are by nature complex
and not easily amenable to formal approaches. Medical knowledge is in-
herently uncertain and incomplete. Likewise, patient data are often ridden
with uncertainty and imprecision, showing serious gaps. In addition, they
could be too voluminous and at a level of detail that would prevent direct
reasoning by a human mind. The computer-based performance of medi-
cal tasks poses many challenges. As such it is not surprising that Artifi-
cial Intelligence researchers were intrigued with the automation of medical
problem solving from the early days of Artificial Intelligence. The technol-
ogy of expert systems is largely founded on attempts to automate medi-
cal expert diagnostic reasoning [Combi et al., 2010]. Physicians and other
medical professionals, are required to perform various task such as diag-
nose the cause of a problem, predict its development, prescribe treatment,
monitor the progress of a patient and overall manage a patient. The biggest
challenge was the modeling of knowledge for the purpose of supporting
tasks such as diagnosis, therapy and monitoring. In all cases time consid-
erations arise. Time plays a major role in medical information systems: in-
deed, it is an important and pervasive concept of the real world and needs
to be managed in several different ways: events occur at some time points,
certain facts hold during a time period, and temporal relationships exist
between facts and/or events [Ozsoyoglu and Snodgrass, 1995|]. Time has

10



1. Introduction

to be considered when representing information within computer-based
systems, when querying information about temporal features of the repre-
sented real world and when reasoning about time-oriented data [Montanari
and Pernici, 1993].

1.2 Overview

In this chapter, we review the state of art concerning the probabilistic
graphical models and the methods to model, learn and reason about struc-
tured stochastic processes.

The next chapter is about the background on Bayesian networks, dy-
namic Bayesian networks, and continuous time Markov processes.

In Chapter 3, the Continuous Time Bayesian Network framework is pre-
sented, covering representation and semantics. It begins with the definition
of conditional Markov processes, which form the building block of CTBNs.
It then defines the CTBN representation and gives two alternative seman-
tics.

Chapter 4 contains notions regarding the inference task in CTBN; both
exact and approximate inference, together with stochastic simulation have
been presented.

The contribution of this thesis begins with Chapter 5, covering the de-
signed and implementation of the CTBN toolbox in Matlab. A new syntax
for the specification of the model has been described. The proposed soft-
ware is unique and provide a powerful tool in order to make inference with
this probabilistic framework.

Chapter 6 shows how Continuous Time Bayesian Networks can be used
to diagnose the cause of cardiogenic heart failure and to anticipate its likely
evolution. Three case studies related to cardiogenic heart failure are pre-
sented. The model predicts the occurrence of complicating diseases and
the persistence of heart failure according to variations of the evidence gath-
ered from the patient. Predictions are shown to be consistent with current
pathophysiological medical understanding of clinical pictures [Gatti et al.,
2011].

11



1. Introduction

Chapter 7 provides a powerful and general overview of the decision
theory with particular interest on the structured decision problems. The
framework of the Influence Diagrams has been used in order to propose a
new approach for approximate representation of optimal strategies [Jensen
and Gatti, 2010].

Chapter 8 concludes the thesis with a summary and further research

directions.

1.3 State of art

1.3.1 Temporal Reasoning

The formalization of temporal reasoning proved to be a great task as the
literature in logic, philosophy, linguistics, Artificial Intelligence and Com-
puter Science testifies. There are then many perspectives and many options
to consider at the stage when one is trying to define what the basic layer
of a temporal system should be. We are not aiming here at covering all
the aspects and will instead focus very shortly in a subset of them from the
perspective of medicine. The reader is addressed to [Chittaro and Mon-
tanari, 2000] [Augusto, 2001] for lengthier descriptions of the basic con-
cepts as well as a description of the main trends of temporal reasoning in
Al [Augusto, 2005]. The explicit representation and reasoning about time
is an important problem in many areas of artificial intelligence. Over the
last 10-15 years, it has been attracting the attention of many researchers.
Several temporal reasoning systems, differing in design issues related to
ontology of time, underlying temporal logic, temporal constraints used
and algorithms employed, have been developed [Pani et al., 2001]. The
literature refers to the Situation Calculus [Hayes and McCarthy, 1969], a
first-order predicate calculus theory for reasoning about change and some
extended variants in continuous time [Pinto and Reiter, 1995]. In addic-
tion there is the McDermott’s theory [McDermott, 1982] which is based
on first order logic and uses discrete time. An important element of this
formalism is a tree structure called chronicle tree. It represents different

possible futures as branches. The tree establishes a relation between the

12
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logic and possible world semantics. In the topic of the temporal reasoning
an important contribution had been proposed by Allen [Allen, 1984]. He
proposed an interval-based temporal logic theory; the formalism defines
a logic for events and actions but it cannot represent uncertain events or
events with probabilistic consequences. The temporal reasoning problem
can also be formulated as a constraint satisfaction problem [Beek and Cohen,
1990]]. Allen’s relationships represent the possible constraints on time inter-
vals. Temporal knowledge allows finding relationships between intervals.
The problem of identifying the temporal relationships between intervals
is called the minimal labels problem. The problem is NP-complete [Vilain
et al., 1989] and heuristic algorithms can solve the constraint satisfaction
problem. This representation has been implemented in systems such as
Tachyon [Stillman et al.,, 1993] and is particularly popular for scheduling
applications [Henke, 1994].

1.3.2 Probabilistic Approaches

The next paragraphs deal with probabilistic representation of uncer-
tainty, emphasizing both its strong theoretical basis and its possibility to
be applied to the study of phenomena in fields such as engineering, man-
agement science, the physical and social sciences, and operational research.
Any realistic model of a real-world phenomenon must take into account the
possibility of randomness. That is, more often than not, the quantities we
are interested in will not be predictable in advance but, rather, will exhibit
an inherent variation that should be taken into account by the model. This
is usually accomplished by allowing the model to be probabilistic in nature.
Such a model is, naturally enough, referred to as a probability model [Ross,
2007]. Probabilistic reasoning systems reason with uncertainty according
to the laws of probability theory. The main advantage of such systems over
systems that use qualitative logics for inference is that they are able to reach
conclusions even if the available information is not enough to prove any
conclusion. The inability of qualitative logic to deal with real world impre-
cision and uncertainty is sometimes called brittleness. The underpinning

of the probabilistic approaches is the Bayes’ theorem. It forms the fun-
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damental tool for belief revision, and ‘Bayesian networks’ can be formed
by superimposing a probability model on a graph representing qualitative
conditional independence assumptions. The resulting structure is capable
of representing a wide range of complex domains [Cowell, 1999]. There are
many good reasons to choose probabilistic networks as the framework for
solving inference and decision problems under uncertainty. As indicated
above, these include:

1. Coherent and mathematically sound handling of uncertainty,
2. Normative decision making,
3. Automated construction and adaptation of models based on data,

4. Intuitive and compact representation of cause-effect relations and

(conditional) dependence and independence relations, and

5. Efficient solution of queries given evidence [Kjaerulff and Madsen,
2007].

In the probabilistic approaches, uncertainties are characterized by the prob-
abilities associated with events. An event corresponds to any of the possible
states a physical system can assume, or any of the possible predictions of
a model describing the system. For example in the study of environmen-
tal pollution, the situation where the contaminant concentration exceeds a
regulatory level can be an event. Similarly, in case of mathematical model-
ing, the situation where the model outputs fall in a certain range, is also an
event. In short, any possible outcome of a given problem, such as experi-
mental measurement of contaminant concentration or mathematical mod-
eling of a physical system, is an event. The probability of an event can be
interpreted in terms of the frequency of occurrence of that event. When
a large number of samples or experiments are considered, the probability of
an event is defined as the ratio of the number of times the event occurs to
the total number of samples or experiments. Examples of experiments or
samples include a large number of independent measurements of contami-

nant concentration, or a large number of simulations using a mathematical

14
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model with randomly varying parameters. All these aspects touch on a
wide variety of issues; they are all questions about distributions of events
over time. Standard ways of approaching such questions like event history
analysis [Blossfeld and Hamerle, 1992, Blossteld and Rohwer, 2002] and
Markov process models [Aalen, 1975, Andersen and Borgan, 1985, Duffie
et al., 1996, Lando, 1998 work well, but there is a limit regarding the di-
mension of the state space. A number of methodologies have been devel-
oped to handle temporal reasoning using the Bayesian Networks, Tawfik
and Neufeld [Tawfik and Neufeld, 1994] proposed Temporal Bayesian Net-
works which allow time to be modelled both discrete or continuous. Prob-
abilities are represented as functions of time. With this type of probabilis-
tic framework is possible only to calculate the distributions over the state
at a given time and not distributions over time. Arroyo-Figueroa and Su-
car [Arroyo-Figueroa and Sucar, 1999] present Temporal Nodes Bayesian
Networks (TNBNSs) this approach is based on time intervals; the events
can only happen in one of the intervals. Tawfik and Neufeld [Tawfik and
Neufeld, 2000] give an overview of techniques used for modelling time
with Bayesian networks.

Unfortunately, including more factors in such models comes at the price of
an exponential increment in the size of the state space. The explosion of
the state space makes the reasoning task more difficult. New approaches
based on continuous time models over structured state space need to be in-
troduced. A section of the state of art will include also the overview of the
CTBN framework. The approach is based on the framework of homoge-
neous Markov processes, but utilizes ideas from Bayesian networks to pro-
vide a graphical representation language for these systems. In particular,
the graphical structure encodes conditional independences in the distribu-
tion over the evolution of the system. Moreover, this framework explicitly
represents temporal dynamics and allows us to query the network for the
distribution over the time when particular events of interest occur [Nodel-
man et al., 2002].

15
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1.3.3 Event history analysis

Event history analysis is a term commonly used to describe a variety of
statistical methods that are designed to describe, explain or predict the oc-
currence of events. Outside the social science, these methods are also called
survival analysis, owing to the fact that they were originally developed
by biostatisticians to analyze the occurrence of deaths. But despite their
biomedical origin, these same methods are perfectly suitable for studying a
vast array of social phenomenas such births, marriages, divorces, job termi-
nations, promotions, arrests, migrations and revolutions. There is a broad
class of related methods we refer to as event history analysis though other
terms - e.g., survival analysis, hazard models, failure analysis, duration
analysis, etc. [Blossfeld et al., 1989] [Andersen et al., 1993]. In general an
event can be defined as qualitative change that occurs in some particular
point in time. To apply event history methods you need event history data
- a longitudinal record of when events occur to some individuals or sample
of individuals. For example if you ask a human resource office to report
the job terminations dates of all the employers, you will get a set of event
history data that will allow you to analyze the occurrence of job termina-
tions. Of course if you want to do causal or predictive analysis, you would
also want to measure possible explanatory variables. Some of these may be
constant over time while others may vary with time [Allison, 2004] [Yam-
aguchi, 1991].

The purpose of event history analysis is to explain why certain individ-

uals are at a higher risk of experiencing the event(s) of interest than others.

1.3.4 Markov models

The Markov process models are a class of methods used for continuous
time modeling. In [Aalen, 1975/|Andersen et al., 1993] the counting process
model has been presented; specifically, the event can be repeated and the
focus is to calculate the distribution over how many times the event has
occured. In the well known queueing theory [Lipsky, 1992] the events are
two, denoted with ‘arrival to” and 'departure from’ the queue. The amount

of time between the arrival and the departure events can be computed.
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1.3.5 CTBN context

This paragraph concerns the overview of the CTBN framework, the con-
tributions of researchers in the last few years will proposed in order to bet-
ter underline the segment of research area in which this dissertation is in-
troduced.

Recently, Nodelman et al. [Nodelman et al., 2002]] presented continuous
time Bayesian networks (CTBNs), which provide a structural representa-
tion of continuous-time, finite-state, Markov processes. A CTBN factorizes
a multi-variable Markov process into local variables using a graphical rep-
resentation. Each variable is modeled as an inhomogeneous Markov pro-
cess whose dynamics depend on the current value of a set of variables in
the system. Since we use a continuous-time model, each variable is an in-
homogeneous Markov process. The dynamics of each variable depend on
the current instantiation of a set of other variables in the model. These
dependencies are represented using the arcs in the graph. By doing this,
CTBNs explicitly represent the temporal dynamics in continuous time and
exploit the dependencies among stochastic variables using a structured rep-
resentation. Thus, exponential explosion in the representation is avoided,
and queries can be answered using distributions over continuous time. Be-
cause of these advantages, CTBNs have been applied to various real world
systems, including human-computer interactions [Nodelman and Horvitz,
2003], server farm failures [Herbrich et al., 2007], robot monitoring [Ng
et al., 2005[], network intrusion detection [Xu and Shelton, 2008, and social
network analysis [Fan and Shelton, 2009] . Kan and Shelton [Kan and Shel-
ton, 2008] exploited the CTBN representation and presented an approach
to solve structured continuous-time Markov decision processes.

The key idea is that a central task in many applications is reasoning
about processes that change over continuous time, in this direction Contin-
uous Time Bayesian Networks are a general compact representation language
for multi-component continuous-time processes. However, exact inference
in such processes is exponential in the number of components, and thus
infeasible for most models of interest. Inference for CTBNss is the task of es-
timating distributions given some observations and Nodelman [Nodelman

17
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et al., 2005] proposed an algorithm that uses message-passing in a cluster
graph, a variant of the Expectation Propagation algorithm. It takes compu-
tational advantage of the conditional independences and the explicit tem-
poral model. Nodelman provided algorithms for learning CTBN [Nodel-
man et al., 2003] parameters from complete data, including maximum like-
lihood and Bayesian approaches. Gopalratnam showed how to model arbi-
trary transition time distributions in CTBNs using Erlang-Coxian approx-
imations, while maintaining tractable learning [Gopalratnam et al., 2005|].
He suggested a general method for reasoning about negative evidence, by
introducing updates that assert no observable events occur over an interval
of time. He demonstrated that interval evidence updates can significantly
improve the accuracy of filtering and prediction.

The CTBN framework and its algorithms for approximate inference have
been deeply used by El-hay et al. [El-Hay et al., 2006]. They proposed an al-
ternative representation language Continuous Time Markov Networks that
represents a different type of continuous-time dynamics, particularly ap-
propriate for modeling biological and chemical systems. Sampling proce-
dures have been implemented by Fan and Shelton [Fan and Shelton, 2008,
Fan et al., 2010]. They presented a sampling algorithm for continuous time
Bayesian networks based on importance sampling. An extension to contin-
uous time particle filtering and smoothing algorithms has been proposed.
The three algorithms can estimate the expectation of any function of a tra-
jectory, conditioned on any evidence set constraining the values of subsets
of the variables over subsets of the time line. Gibb sampling procedure has
been applied for the inference of CTBN by El-Hay et al. [El-Hay et al., 2008].
El-Hay developed a novel Gibbs sampling procedure for multi-component
processes. This procedure iteratively samples a trajectory for one of the

components given the remaining ones.

1.3.6 Temporal information systems in Medicine

In the medical-informatics field, temporal data modeling, temporal main-
tenance, and temporal reasoning have been investigated, to support both
electronic medical records and medical decision support systems [Kohane,

18
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1987] [Kahn et al., 1991]] [Combi et al., 1995]. It is important to provide a
kind of definition for the meaning we assign to the expression "temporal
information system’: temporal information systems in medicine are information
systems able to store, manage, query, and support different inference tasks on time-
oriented clinical data. Temporal information systems in medicine can be dis-
tinguish from the technical tasks, they concern with. For example, there are

applications in:

e managing of time-oriented data stored in medical records of ambula-

tory or hospitalized patients;
e predicting of future values of clinical data, given past trends;
e abstracting of time-oriented clinical data;

e time-oriented knowledge-based decision support, such as for systems
supporting diagnosis, monitoring , or therapy planning [Chittaro and
Montanari, 2000] ;

There is a second important perspective concerning the medical tasks that
need to deal with temporal aspects of clinical data. The literature proposed

the following systems:

e diagnosis [Bichindaritz and Conlon, 1996, Keravnou and Washbrook,
1990];

e therapy administration and monitoring [Kahn and Marrs, 1995];
e protocol and guideline-based therapy [Das and Musen, 1994];

e patient management [Combi et al., 1995].

19



Chapter 2

Background of CTBNs

2.1 Bayesian Networks

A Bayesian network (BN) [Pearl, 1988], also known as a belief network
or a Bayesian belief network, is a graphical model for probabilistic relation-
ships among a set of variables. For over a decade, expert systems use BNs
in domains where uncertainty plays an important role. Nowadays, BNs
appear in a wide range of diagnostic medical systems, fraud detection sys-
tems, missile detection systems, etc. BNs can handle incomplete data sets
and allow one to learn about relationships between variables; it is possible
to combine expert knowledge and data into a BN. Using Bayesian meth-
ods, the overfitting of data during learning can be avoided relatively easy.
Furthermore these graphical models are able to model causal relationships
between variables. BNs have a qualitative and a quantitative component.
The qualitative component is represented by the network structure and the
quantitative component is expressed by the assignment of the conditional
probability distributions to the nodes. A Bayesian network is a graphical
model for a joint distribution of random variables. The qualitative part is
defined as an acyclic directed graph (DAG) whose nodes represent random
variables and edges represent dependencies among variables. The nodes in
the BN represent discrete or continuous random variables. If an arc points
from node A to C then A is a parent of C' and C is a child of A. A par-
ent directly influences its children. The parents of a generic node X are

20



2. Background of CTBNs

Figure 2.1: An example of Bayesian Network

denoted by Pa(X). Furthermore, every node has its own local probability
distribution. All these components together form the joint probability dis-
tribution (JPD) of the BN, the so called quantitative component of the BN.
The joint probability distribution of a generic node X follows from apply-

ing the chain rule on the network structure:

n

p(X1, . Xn) = [ [ p(Xi| Pa(X5)) (2.1)
i=1

Indeed, the joint distribution of the variables is specified by describ-
ing prior probabilities for the root nodes and conditional probabilities for
each variable that is not a root of the graph. For example, in the network
of Figure one would need the conditional probabilities P(C|A) and
P(D|A, B) and the prior probabilities P(A) and P(B). The chain rule of
Bayesian networks states that the joint distribution of the random variables
is given by the product of the conditional probabilities, i.e., P(A, B,C, D) =
P(A)P(B)P(C|A)P(D|A, B) [Jensen and Nielsen, 2007].

Bayesian networks are used for calculating new probabilities when you
get new information, called evidence. The evidence e is expressed as an
instantiation of some variables in the BN. Given a generic node X and the
evidence e p(X|e) needs to be calculated. The two rules that are needed
for inference are Bayes’ theorem and the expansion rule (2.1). Inference can
be best explained by an example. In the network of Figure 2.1| variables A
and B are independent if the state of D is not observed. Thus, without any

21



2. Background of CTBNs

additional evidence, observing the state of variable A does not affect the
distribution of variable B, and vice versa. Similarly, the variable C' and the
rest of the network are independent if the state of variable A is observed,
and thus the distribution of variable C' does not need to be updated after
observing additional evidence. Suppose A is observed (A = true) and the
observer wants to know what is the probability of C' = true, given A =
true. Thus, P(C = true) needs to be calculated. C is called a query variable
and A is called an evidence variable. The calculation comes down to:

PAIC) - P(C).

p(XJe) = p(C14) = P

(2.2)
Exact inference of large, multiply connected BNs becomes very complex.
In fact, it is NP-hard [Cooper, 1990]]. Because of this intractability, approx-
imate inference methods are essential. In general, randomized sampling
algorithms, also called Monte Carlo algorithms, are used.

For exact inference, variable elimination algorithms or junction tree algo-
rithms can be used. Variable elimination uses a smart way to rewrite the
inference calculations by choosing a specific elimination order of the vari-
ables, making computation more efficient. Junction tree algorithms con-
vert the multiply connected BNs to junction trees, after which inference can
be performed using variable elimination (Shafer-Shenoy algorithm) [Shafer
and Shenoy, 1988] or belief propagation [Lauritzen and Spiegelhalter, 1988]|.
Of course, this conversion can be very complex as well, so it is not suit-
able for every BN. A third technique that can be used to reduce complexity
of the inference computations is called relevance reasoning [Druzdzel and
Suermondt, 1994]. This is a preprocessing step that explores structural and
numerical properties of the model to determine what parts of the BN are
needed to perform the computation. Relevance reasoning reduces the size
and the connectivity of a BN by pruning nodes that are computationally
irrelevant to the nodes of interest in the BN.

Special algorithms that take advantage of conditional independences
have been developed for probability updating. There exists numerous com-
puter software using these algorithms for efficient creation and analysis of
Bayesian network models, e.g., Hugin and GeNle [Hug, 2010] [Gen, 2010].
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2.2 Dynamic Bayesian Networks

The Bayesian Network framework is a very efficient language for mod-
eling static problem domains. In such a situation, every variable has a sin-
gle and fixed value. Unfortunately, this static assumption is not always
sufficient, as many examples of the real life show. Dynamic Bayesian Net-
works (DBNs) are directed graphical models of stochastic processes. They
generalize hidden Markov models (HMMs) and linear dynamical systems
(LDSs) by representing the hidden (and observed) state in terms of state
variables, which can have complex interdependencies. The graphical struc-
ture provides an easy way to specify these conditional independences, and
hence to provide a compact parameterization of the model. It is assumed
that the model structure in a DBN does not change, but the term DBN
has become entrenched. We also normally assume that the parameters do
not change, i.e., the model is time-invariant. A Dynamic Bayesian Network
(DBN), which is the natural extension of the BN framework, used to model
time-dependent phenomena [Dean and Kanazawa, 1989]. A DBN is a BN
composed of time slices, each of which describes the variables and condi-
tional probabilities at a given time instant, and temporal links between the
time slices. Obviously the direction of the temporal links is set to be con-
sistent with the direction of time. A dynamic Bayesian network (DBN) is
a way to extend Bayes nets to model probability distributions over semi-
infinite collections of random variables, X,X>,...X,,. We only consider
discrete-time stochastic processes, so we increase the index t by one every
time a new observation arrives. [Murphy, 2002] (The observation could rep-
resent that something has changed making this a model of a discrete-event
system.) Note that the term ‘dynamic” means we are modeling a dynamic
system, not that the network changes over time. A DBN is defined to be a
pair, (B1,B —), where B; is a BN which defines the prior P(X;),and B — is
a two-slice temporal Bayes net (2TBN) which defines P(X;|X;_1) by means
of a DAG (directed acyclic graph) as follows:

N

P(X;|X;1) = [[ P(X]|Pa(X})) (2.3)
=1

23



2. Background of CTBNs

where X/ is the i'* node at time ¢, and Pa(X}) are the parents of X} in
the graph. The nodes in the first slice of a 2TBN do not have any param-
eters associated with them, but each node in the second slice of the 2TBN
has an associated conditional probability distribution (CPD), which defines
P(X}|Pa(X})) for all t > 1. The parents of a node, Pa(X}), can either be in
the same time slice or in the previous time slice, i.e., we assume the model is
tirst-order Markov. However, this is mostly for notational simplicity: there
is no fundamental reason why we cannot allow arcs to skip across slices.
The arcs between slices are from left to right, reflecting the causal flow of
time i.e. see Figure 2.2. The arcs within a slice are arbitrary. Intuitively,
directed arcs within a slice represent ‘instantaneous’ causation. It is also
useful to allow undirected arcs within a slice, which model correlation or
constraints rather than causation; the resulting model is then called a (dy-
namic) chain graph.

o Intra-time-slice arcs are allowed between the variables within a time
slice.

o Inter-time-slice arcs are allowed from a variable in one time-slice to
any variable. in the next time slice

The semantics of a DBN can be defined by "unrolling” the 2TBN until we
have T time-slices. The resulting joint distribution is then given by

T N

P(Xyr) = [[T] P(xi1Pa(x)). (2.4)

t=11i=1

2.2.1 Inference in DBN

A graphical model specifies a complete joint probability distribution
(JPD) over all the variables. Given the JPD, we can answer all possible
inference queries by marginalization (summing out over irrelevant vari-
ables). Assuming to have n nodes, with cardinality 2, the JPD has size O(2")
and hence summing over the JPD takes an exponential time. Some efficient
methods have been proposed in literature for this kind of task, for example

variable elimination or dynamic programming.
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2. Background of CTBNs

Figure 2.2: a)Simple DBN model. Labeled circles within a dotted oval represent
our variables in one time slice. Formally, arcs connecting variables from
one time slice to variables in the next have the same meaning as in a
BN, but they intuitively carry a stronger implication of causality. b)
Example of unrolled DBN.

The most common types of inference are given in Figure 2.3 and discussed

next.

e With filtering (or monitoring), the current belief state is computed
given all evidence from the past. To achieve this, p(X¢|yi+) needs
to be calculated. Filtering is used to keep track of the current state
for making rational decisions. It is called filtering, because noise is
filtered out from the observations.

e With prediction, a future belief state is computed given all evidence
from the past. This means p(X;14|y1:t) needs to be calculated for some
h > 0. Prediction can be used to evaluate the effect of possible actions
on the future state.

e With smoothing (or hindsight), a belief state in the past is calculated
given all evidence up to the present. So, p(X;_;|y1.+) is calculated for
some fixed time-lag ¢ > 0. Smoothing is useful to get a better estimate
of the past state, because more evidence is available at time ¢ than at

time ¢ — {. In figure 2.3, two types of smoothing are given: fixed-lag
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filtering

f

t
prediction

At

fixed-lag

smoothing [N

t i
fixed interval | !
smoothing I
(offline) :
Viterbi

f

Figure 2.3: The main types of inference. The shaded region is the interval that
contains evidence. The arrow represents the time of inference. t is the
current time, and T is the sequence length

smoothing, which is the type of smoothing given above, and fixed-
interval smoothing, which is the off-line case in which p(X;|yi.7) is
calculated forall1 <t < T.

e The final inference method to be described here is Viterbi decoding
(or most likely explanation). This is a different kind of inference, but
it is used very often nonetheless. With Viterbi decoding, one wants to
compute the most likely sequence of hidden states given a sequence
of observations. That is: argmax,1.4p(x1.¢|y1.+) needs to be calculated.

2.3 Continuous Time Markov Processes

Continuous-time Markov process allows us to realistically model and
reason about these dynamic systems using continuous time. However, the
size of the state space of a continuous-time Markov process grows expo-
nentially with the number of variables in the system, which makes this
method infeasible for large systems. One solution for such state space ex-
plosion is to use models with structured state spaces in which the dynamics
of each local variable can be represented more efficiently. In this section,
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2. Background of CTBNs

we provide the background material about continuous-time Markov pro-
cesses [Norris, 1997]. We first give the definition for a continuous-time,
finite-state, homogeneous Markov process, and then discuss how to reason
about continuous-time Markov processes.

2.3.1 Representation

Let X be a continuous-time, finite-state, homogeneous Markov process.
X has n states {1, x2, ..., x, }. X(t) is the finite state of the system at time ¢.
The collection of random variables { X (¢)|t € R+} composes the process. X
satisfies the Markov assumption. That is,

P(X(t+s) = xj|X(s) = 24, X(r) = ) = P(X(t+s) = 2| X (s) = 2;) (2.5)

for all s, t such that s < ¢t < oco. In other words the future of a process is
independent of its past given its present.

The initial distribution P} = P(z(0)) is a multinomial distribution over N
states of X. The transient behavior of X is described by the initial distribu-
tion PY = P(z(0)) and the transition model which is often represented by

the intensity matrix:

¢ di2 o din
1~ Gy
Qx =
v A2 AN
N
where ¢ = }_ ¢}, can be interpreted as the instantaneous probability to leave
i#j

the state z; while ¢;; gives the instantaneous probability to transition from
state x; to state x;. The diagonal elements ¢ and the off-diagonal elements
q;; define the instantaneous transition probabilities of X. More precisely,

lim P(X(t+ At) = 2| X(t) =2;) = Aliglo Gij At + O(A1),i # j

At—0
- o C = T 1 — o 2
AI%I—I:O P(X(t+ At) = 2| X(t) = ;) A11151_130 1 — g At + O(At?). (2.6)
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The intensity matrix () x is time invariant. Given () x, the transient behav-
ior of X can be described as follows: X stays in state z; for an amount of
time f and transitions to state x;. t is exponentially distributed with param-
eter ¢g*. That is, the probability density function f and the corresponding
distribution function F for X(t) remaining equal to ¢} are given by:

f(t) = qiexp(—qit),t > 0. (2.7)

F(t) =1—exp(—qjt),t > 0. (2.8)

The expected time of transitioning is 1/¢;". Upon transitioning, the prob-
ability that X transitions from state z; to z; is

i/ q; - (2.9)

Example 1. Assume we want to model the behavior of a computer activity A(t)
which has three values (Val(A(t)) = a, = of f,a1 = stand — by, as = on). We
could represent the dynamics of A(t) using the above intensity matrix:

15 1.2 0.3
Q.=| 05 -1 05
08 22 -3

If we set the time unit to one minute, this means that we expect the computer
changes his status in 1/3 = 0.334 minutes if its current status is on. When the
activity is changing, with probability 0.8/3 = 0.267 the new status will be off and
with probability 2.2/3 = 0.734 the new status will be stand-by.

Often, the system dynamics we are trying to model contain more than
one variable. To model a multi-variable system, we first combine all vari-
ables into a single joint variable by ordering and enumerating all possible
states of the variables. If the system has N variables X; (i=1, ..., N), and
each variable contains s; states, the total number of states of the joint pro-
cessisn = Hfil si; and the size of the intensity matrix for the joint process

is n x n. As the number of variable increases, the size of the intensity matrix
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grows exponentially.

Example 2. Assume that in the previous example, we also need to consider the ef-

fect of the electricity E(t) which has two values (Val(E(t)) = {ep = stop, e; = running}.
To model the dynamics of this system, we first list all the possible values of the joint
variable:

(607 aO)v (607 a1)7 (607 a2)7 (617 ao), (617 al)v (617 CL?)

We then write the transition intensity of each pair of values into the joint intensity
matrix:
€0ap €pa1 €pdz €149 €141 €102
epag { —5.5 1.7 1.3 2.5 0 0
epa; | 1.3 —43 1.5 0 1.5 0
epaz | 39 1.7 —65 0 0 0.9
eiap | 2.6 0 0 -4.9 22 0.1
eray 0 025 0 035 -075 0.15
e1a9 0 0 2 1.5 1.5 -5

Notice that elements representing E(t) and A(t) changing simultaneously are all
zeros. This means that we assume any two variables cannot change their state at
exactly the same time. Since we are modeling a continuous-time dynamics, this is
a natural assumption.

2.3.2 Query of Markov Process

Given the intensity matrix @ x and the initial distribution P;X of a con-
tinuous time homogeneous Markov process X, there are a number of ques-
tions we can answer. Commonly we wish to calculate the conditional prob-
ability P(X (t) = x| X (s) = x5), where z; is the value of X at time ¢ and z; is
the value of X at an earlier time s. If X has n states x4, ..., z,, all the condi-
tional probabilities can be represented using an n x n matrix P(X ()| X (s)),
where the i row vector is the conditional distribution over the value of X
at time ¢ given X (s) = z;. P(X (¢)|X (s)) can be calculated as:

P(X(D)]X(s)) = eap(Qx (t - 5)). (2.10)
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Let Px(t) be a row vector representing the distribution over the values of
X at time ¢. This distribution can be calculated as:

PX(t) = PYexp(Qxt). (2.11)

where the initial distribution PY is represented as a row vector. The func-
tion exp() denotes the matrix exponential, which is defined as follows for a

matrix Q:
exp(Q) = Z R (2.12)
k=0
though the matrix exponential is defined with this equation, it is not gen-
erally a good way to compute it - Moler and Loan [Moler and Van Loan,

2003]. For general real matrices, the matrix exponential can only be calcu-

lated numerically.
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Chapter 3

CTBN model

Dynamic Bayesian Networks describe the state of the dynamical system
at discrete time points, but do not model time explicitly. Therefore, "since
DBNSs slice time into fixed increments, one must always propagate the joint dis-
tribution over the variables at the same rate" [Nodelman et al., 2002]. Thus, if
the system consists of processes which evolve at different time granularities
and/or the obtained observations are irregularly spaced in time, the infer-
ence process may become computationally intractable. Continuous Time
Bayesian Networks (CTBNs) [Nodelman et al., 2002] have been proposed to
overcome the main limitations of DBNs. CTBNs explicitly represent tempo-
ral dynamics and allow us to recover the probability distribution over time
when specific events occur. CTBNs are based on homogeneous Markov
processes, while they exploit BNs to provide an intuitive language to de-
scribe complex dynamical systems. CTBNs have been used to model the
presence of people at their computers together with the specific application
they are using (e.g., email, word processing, web browsing, etc...) [Nodel-
man and Horvitz, 2003]. They have been used for dynamical systems relia-
bility modeling and analysis [Boudali and Dugan, 2006|], network intrusion
detection [Xu and Shelton, 2008] and for modeling social networks [Fan and
Shelton, 2009]. The semantics of CTBNs can be understood in two terms.
The first is based on viewing the entire system as a composite intensity ma-
trix describing a homogeneous Markov process over the joint entire state
space via an amalgamation operation which combines all the local CIM
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to produce the Joint Intensity Matrix. The evolution of the CTBN is then
completely specified by this Joint Intensity Matrix. The other is based on
a generative perspective where the CTBN is viewed as defining a genera-
tive model over a set of events which correspond to variables in the system

taking on certain values at specific times [Nodelman, 2007].

3.1 Conditional Markov Processes

A Continuous Time Bayesian Network (CTBN) is a graphical model
whose nodes are associated with random variables whose state evolves
continuously over time. As a consequence the evolution of each variable
depends on the state of its parents in the graph. To overcome the main lim-
itation of Markov processes the notion of conditional Markov process has to
be introduced. This is a particular kind of inhomogeneous Markov process,
in the sense that, for any given random variable, the intensities are a func-
tion of the current values of a particular set of other variables, which also
evolve as Markov processes. Therefore, intensities vary over time but not as
a direct function of it. To clarify how the conditional Markov process is de-
scribed, let X be a random variable whose domain is Val(X) = {z1, ...,z }
and assume that it evolves as a Markov process X (¢). Furthermore, assume
that the dynamics of X (¢) are conditionally dependent from a set V' of ran-
dom variables evolving over time. Then the dynamics of X (¢) can be fully
described by means of a Conditional Intensity Matrix (CIM), which can be
written as follows:

- (V) aia (V) o g (V)

Qv g (V) =g (V) . qg (V)
X|V N cee ces cen .ee

g (V) (V) o —qp (V)

A CIM is a set of intensity matrices, one intensity matrix for each instan-
tiation of values v to the set of variables V. Using the BNs terminology,
the variables belonging to the set V' are called the parents of the random
variable X. This set is usually denoted pa(X), while in the case where the
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parent set pa(X) is empty, the CIM is simply a standard intensity matrix.

3.2 The continuous time Bayesian network model

Conditional Intensity Matrices (CIMs) allow us to model local depen-
dencies between random variables, which is a fundamental aspect of both
BNs and CTBNs. Given a set of CIMs they can be put together to obtain a
single structured model which fully describes the aspects of the evolution of
a multivariate probability distribution. A CTBN consists of two main com-
ponents: i) an initial probability distribution and ii) the dynamics which
rule the evolution over time of the joint probability distribution associated
with the CBTN.

Definition 1. [Nodelman et al., 2002|] Let X be a set of local variables X1, ..., Xy,
Each X; has a finite domain of values Val(X;). A continuous time Bayesian net-
work N over X consists of two components: The first is an initial distribution PY,
specified as a Bayesian network B over X. The second is a continuous transition
model, specified as

e A directed (possibly cyclic) graph G whose nodes are X1, ..., Xy; pa(X;)
denotes the parents of X; in G.

e A conditional intensity matrix, Q x, pa(x,), for each variable X; € X.

CTBNs allow, differently from BNs, cycles in the graph G. Indeed, an
arc directed from node X to node Y in the graph implies that the dynamics
of the random variable Y”’s evolution in time depends on the state of the
random variable X. Thus, there is no motivation why the dynamics of the
random variable X’s evolution cannot simultaneously depend on the state
of the random variable Y. This dependency is analogous to a DBN model
where we have an arc directed from X (¢) to Y (¢ + 1) and an arc directed
from Y (¢) to X (¢t + 1).

Example 3. Figure[3.1|shows the graph structure, i.e. the qualitative component,
for a simple CTBN model consisting of three nodes, X, Y and Z, associated with
three binary random variables. In this model we have pa(X) = Z, pa(Y) = X
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and pa(Z) =Y and thus a cycle such that X influences Y, Y influences Z which
in turns influences X. The quantitative component of the CTBN model consists of

Figure 3.1: An example of CTBN over three variables: X, Y, Z

the initial distribution P(OX,Y’ 7z Which we assume to be uniform and the following
CIMs:

[ 9 o] 1 1
Qx|z=2 = 44 Qx|z=2 = 0 _o

1 1] -5 5
Qyix=z; = 5 3 Qyix=z = [ 4 4 ]

6 6| 9 9

In the case where we view units for time as hours, the CIM Q x| z—, , associated
with the random variable X in the case where its parent Z is in state z1, means that
if X = w1, then we expect that X will transition to state xo on average in 5 hours.
While, in the case where its parent is in state zo, the CIM Q X|Z=2, Means that if
X = x, then we expect that X will transition to state x1 on average in & hours.

By using the graphical model, CTBNs not only provide a structured rep-
resentation language for multi-variable Markov processes, but also describe
the independences (and dependencies) among variables. Since a CTBN rep-
resents continuous-time dynamic systems, the independences specified by
a CTBN are between distributions over entire trajectories of the variables.
Similar to a Bayesian Network, each variable X; in a CTBN is separated
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from all the other variables by its Markov blanket. The Markov blanket
of variable X; is defined as the parents of X;, the children of X;, and the
children’s parents. In a CTBN, X; is independent of all the other variables,

given the entire trajectory of the Markov blanket of a variable X;.

3.3 Amalgamation semantic

In order to describe the behavior of the CTBN we need to construct a
single homogeneous Markov process. At the aim of combining the quanti-
tative components of multiple variables, we need an operation on the CIMs.
This operation is called amalgamation [Nodelman et al., 2002]. This calcu-
lation combines two CIMs to produce a single, larger CIM. The new CIM
contains the intensity’s taxes for the variables in S conditioned on those of
C. As mentioned before, a basic assumption is that, as time is continuous,
variables cannot transition at the same instant. Thus, all intensities corre-
sponding to two simultaneous changes are zero. As we will be discussing
the structure of single matrix over multiple variables, we need a function
to map rows of the larger matrix to instantiations of the variables. To do
this we use an ordering of the variables which, in turn, defines a unique
sequence of instantiations to the set. With that, we will be able to define the
expansion of a CIM (defined as a set of matrices) into a single matrix over a
larger set of variables. Then we will describe the amalgamation operation
which leads to the joint intensity matrix, that expresses the behavior of a
CTBN as a homogeneous Markov process. If each variable X; in the CTBN
N has n; states, the number of states of the joint Markov process is n = [ [ n;
and @ is an n x n matrix. We generate the joint intensity matrix @) by three
steps:

e Let i and j be any pair of states in the joint Markov process where
there is only one variable whose value is different between them. Let
X be that different variable and V' be the set of parents of X. Let v be
the instantiation of V' in state < and j. The value of the off-diagonal

element ¢;; in @ is set to be the corresponding intensity in the CIM

QX|v'
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o All the other off-diagonal elements are zero since two variables cannot

transition at exactly the same time in a CTBN.
e The diagonal elements are computed to make each row sum to zero.

The mapping between row or column numbers and instantiations of the
variables is provided by a variable ordering [Nodelman, 2007]. Before the
amalgamation we need an expansion of the considered CIM into an ex-
panded state space which is a joint state space. We can now define the

amalgamation operation in terms of the expanded form for CIMs.

Definition 2. [Nodelman et al., 2002] Amalgamation is an operation which takes
two CIMs Qsg,|c,, Qs,|c,, and forms the new CIM Qg where S = Sy U Sy and
C = (C1UCy)/S. Given a fixed ordering {s ¢, we expand Qg |c, and Qg,|c,
into single matrices over S x C and then define the amalgamated matrix as the
sum Qgjc = Qs,10, + @sy/0,-

Definition 3. [Nodelman, 2007] The inverse of amalgamation is computed by
matrix subtraction.

3.4 Generative semantics

In this section, we report the semantics of CTBNs by specifying a gen-
erative process, a procedure that takes the initial distribution and the de-
scription of each local variable and randomly samples a trajectory for the
system. The trajectory means a set of instantiations of the variables. The
procedure, as Nodelman proposed [Nodelman, 2007] is shown in Algo-
rithm (I); it takes in input an end time and returns a sampled trajectory o
ending at that time. For each variable X € X, it maintains x(t) - the state of
X at time ¢, and Time(X) - the next potential transition time for X. We will
use ux (t) to represent the instantiation to parents of X at time ¢. The initial
distribution is defined by the Bayesian network B. For every X € X and
every x € Val(X), the parameters of the multinomial distribution, 6,

are set such that:

q$$’|ux /
Oriifuy = =————, & # (3.1)
zz!|lux Zm’ me/|ux
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Algorithm 1 CTBN-Sample

Require: ;4.

1.t 0,0+ O
2: for each variable X € X do

3:  Choose state z(0) according H%W B(X)"
4: end for
5: loop
6:  For each variable X such that Time(X) is undefined:
7. Choose At for next X transition from an exponential dist. with pa-
rameter qu(;)|ux(t)-
8:  Define Time(X) <t + At
9:  Let X =arg minyex[Time(Y)]
10. ift =t.,q then
11: return o
12 end if
13:  Update t < Time(X)
14:  Choose z(t) the next value of X from the multinomial with parame-
ters 9m(t)|uX(t)
15 Add < X « z(t),t = too.
16: end loop

17: Undefine Time(X ) and Time(Y") for all variables Y for which X € Uy..
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Chapter 4

Inference in Continuous Time

Bayesian Networks

In this chapter an overview of the inference methods used in continuous
time bayesian networks is offered. Given a CTBN model, composed by the
qualitative and quantitative components, we would like to use it to answer
queries conditioned on the available observations. Or in many situations,
we would like to estimate the parameters of a CTBN model based on some
partially observed evidence. All these tasks refer to the so call inference
in CTBNs. In particular, the excursus covers the exact inference procedure
proposed by Nodelman [Nodelman et al., 2002] and a series of queries to
which we can answer. Unfortunately, exact inference has some computa-
tional limits, well known in Bayesian Networks and even worst in CTBN.
This limitations suggest to use approximate inference which can take com-
putational advantages of the independences encoded in the factored CTBN
representation. In the following sections a variant of the Expectation Propa-
gation algorithm is described [Nodelman et al., 2005]. Another way to per-
form approximate inference in CTBNs is to use sampling procedures. Sam-
pling has several advantages; it is easy to implement and does not require
complex numeric computations. It is an anytime algorithm: we can stop at
any time and use the obtained samples to compute the answer. The Gibbs
Sampling algorithm has been proposed by El-Hay [El-Hay et al., 2008]; to-
gether with the Fan’s contribution [Fan and Shelton, 2008] they constitute
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the state of the art of the sampling procedure for CTBN inference.

4.1 Queries and exact inference over CTBN

As we mentioned in the chapter concerning the CTBN model, the un-
derpinning of this probabilistic framework is based on joint homogeneous
Markov processes. Regarding this aspect, it is possible to use a CTBN to
answer any query that we can answer using an explicit representation of
a Markov process. Evidence for a CTBN is usually a partial trajectory, in
which some values or transitions are missing for some variables during
some time intervals. There are two common types of observations: point ev-
idence and continuous evidence. Point evidence represents the observation
of the value of some variables at a particular time instant. Continuous
evidence provides the behavior of some variables throughout an interval
[t1,t2) [Fan and Shelton, 2009]. When continuous evidence is available dur-
ing the inference task, it is possible to avoid to explore a part of the full joint
intensity matrix; this aspect is an advantage from the computational point
of view.

In [Nodelman et al., 2002] it has been shown that a CTBN N is a factored
representation of a homogeneous Markov process described by the joint

intensity matrix defined as

Qv = ] Qxppey (4.1)

Xex
Therefore, the CTBN X can be used to answer any query which can be an-
swered by using an explicit representation of a Markov process. Indeed,
given the set of CIMs Qx,,(x), X € X associated with the nodes of the
CTBN model X it is always possible to form the joint intensity matrix Qy
and then to answer queries just as we do for any homogeneous Markov
process. Given the joint intensity matrix Qy and the initial distribution P,

many questions can be answered about the homogeneous Markov process
R(2).
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The, distribution over the value of X(t) is given by
Py (t) = PR exp (Qut) (4.2)

while the joint distribution over any two time points can be computed as
follows:
Pu(s,t) = Py (s)exp (@u (t—5), £ (4.3)

Example 4. Consider the Example 1 of Chapter 3, and assume that from time
t = 0 to time t = 1 the states of the random variables are unknown. Then, from
t = 1tot = 2 we observe that the random variable X is in state x1, from t = 2
till t = 3 no evidence is available, while from t = 3 to t = 4 we observe that the
random variable Y is in state yo. A possible query over the CTBN model, consists
of computing the marginal probability for the random variable Z over the entire
time interval from t = 0 to t = 4. The posterior probability, over the time interval
[0,4], for states X = x1, Y =y and Z = z is plotted in Figure[d.1|

The posterior probability over time in Example#|has been computed by
implementing amalgamation, which as described in [Nodelman et al., 2002]
and reported in section 3.3. Then the evidence is incorporated into Q as fol-
lows. We reduce the joint intensity matrix @Q to Q; for each interval [¢;, t; 1)
by zeroing out the rows and columns of Q which represent states that are
inconsistent with the evidence. Additionally, let Q; ; be the matrix Q with
all elements zeroed out except the off-diagonal elements that represent the
intensities of transitioning from non-zero rows in @Q; to non-zero columns
in Q. If evidence blocks i and j differs only in which variables are ob-
served (no transition is observed between them), then Q, ; is the identity
matrix instead.

exp(Q;(tiy1 — t;)) represents the transition matrix for interval [¢;,t; 1)
and Q, ;;, corresponds to the transition probability density between two

consecutive intervals at time #;, 1.
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Figure 4.1: Posterior of X, Y, and Z over time for the CTBN of Example 3.1
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4. Inference in Continuous Time Bayesian Networks

4.2 Approximate inference: Expectation Propagation

Exact inference in a CTBN requires generating a single joint intensity
matrix over the entire state space and calculating the exponential of the
matrix Equation (.2). This step requires a number of parameters which
grows exponentially with the size of the network. Hence, exact inference is
intractable for large networks. Therefore, approximate inference method is
used.

Since a CTBN model uses a graphical representation, inference meth-
ods based on message passing can be applied. Nodelman [Nodelman et al.,
2005] proposed an algorithm that uses message passing in cluster graphs, of
which clique tree algorithms are a special case. In cluster graph algorithms,
the nodes of the graph correspond to clusters of variables, and messages
between these clusters pass in order to produce an alternative parameter-
ization, in which the marginal distribution of the variables in each cluster
can be read directly from the cluster. There are several forms of message
passing algorithm. The variant of the expectation propagation (EP) [Minka,
2001] proposed by Nodelman [Nodelman et al., 2005] is based on multiply-
marginalize-divide scheme by Lauritzen and Spiegelhalter [Lauritzen and
Spiegelhalter, 1988]. Expectation Propagation addresses the problem where
messages can be too complex to represent and manipulate by using approx-
imate messages, projecting each message d;_,; from C; to C; into a com-
pactly representable space so as to minimize the KL-divergence between
di—; and its approximation Si_,j. In a prototypical example [Minka, 2001],
the cluster potentials and therefore the sepset marginals are mixtures of
Gaussians, which are projected into the space of Gaussian distributions in
the message approximation step. For messages in the exponential family,
argming,_, . D(d;—; | Ig\i_,j) can be obtained by matching moments of the
distribution. EP can be applied to clique trees or to general cluster graphs.
In order to improve the quality of approximation the iterative EP algorithm

for message propagation has been proposed.
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4. Inference in Continuous Time Bayesian Networks

4.2.1 Expectation propagation for segments

We first consider the message propagation algorithm for one segment of
our trajectory, with constant continuous evidence [Nodelman et al., 2005]].
The first step consists in the construction of the cluster tree for the graph G.
This procedure is exactly the same as in Bayesian networks; keep in mind
that cycles can be treated in CTBN. Moralization of the graph, connection
of all parents of a node with undirected edges, and then linkage all the re-
maining edges undirected are the actions. If there is a cycle, it simply turns
into a loop in the resulting undirected graph. Then it is possible to select
a set of clusters C;. These clusters can be selected in order to produce a
clique tree for the graph. Let A; C Cj be the set of variables whose factors
we associate with cluster C;. Let N; be the set of neighboring clusters for
C; and let S; ; be the set of variables in C; N C; . We also compute, for
each cluster Cj;, the initial distribution P&, using standard Bayesian net-
work inference on the network B. After initialization, the procedure of the
algorithm proposed by Nodelman is:

Algorithm 2 Procedure CTBN-Segment EP
Require: (P°,T,e,G,)

: for each cluster C; do

mi < [Ixea, ?(X,Ux,e€)

: end for

: for each edge C; — C; do
pij 1

end for

repeat
Choose C; — C
Send-message(i, j, P¢., T)

: until convergence

O PN ARy

—_
o

It takes the initial distribution over the clusters P°, an amount of time
T, and possibly some continuous evidence e which holds for the total time
T. ¢(-, e) is used to denote the CIM reduced by continuous evidence e if ap-
plicable. The algorithm iteratively selects an edge (i, j) in the cluster graph,
and passes a message from Cj; to Cj;. In clique tree propagation, the edges
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4. Inference in Continuous Time Bayesian Networks

Algorithm 3 Procedure Send-message
Require: (i,j, P°,T)

0
1 Ojyj < marggi ;Z] (73)
52’%]'

i,

3 g (Si_)j

2: T & Ty

have to be selected so as to iteratively perform an upward and downward
pass. Convergence occurs when messages cease to affect the potentials
which means that neighboring clusters C; and C; agree on the approximate
marginals over the variables S; ;. The basic operations are performed as de-
scribed in [Nodelman et al., 2005,Nodelman, 2007]. In particular, let p(-) be
a function taking factors to their CIM parameterization. For the initial po-
tentials, p(7;) is computed by adding the intensity matrices Q x|i7, reduced
by evidence e for X € A;. Also, p(1) is an intensity matrix of zeros. Factor
product is implemented as addition of intensity matrices, and factor divi-
sion as subtraction, so that p(; - %) = p(mj)+ p(di—;) — p(pi ;). Marginal-
ization is implemented by computing the expected sufficient statistics, us-
ing the evidence e, the time period 7', and the initial distribution PY, for

major details see [Nodelman et al., 2005].

4.3 Stochastic simulation

The advantages of sampling procedures have been explored in order
to be implemented as inferential engine for the CTBN. The sampling algo-
rithm generates a trajectory by sampling the transition time and transition
state naturally from exponential distribution, which is very easy to imple-

ment.

4.3.1 Forward sampling for CTBN

When queries are not conditioned on any observation can be answered
by randomly sampling many trajectories and looking at the fraction that
match the query. If we have a CTBN R it is possible to generate a set of
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4. Inference in Continuous Time Bayesian Networks

Algorithm 4 CTBN-Sample

Require: ;4.

1.t 0,0+ 0O
2: for each variable X € X do

3:  Choose state z(0) according 6%

X|paB(X)*
4: end for
5: loop
6:  For each variable X such that Time(X) is undefined:
7. Choose At for next X transition from an exponential dist. with pa-
rameter g, (4)|ux(t)-
8:  Define Time(X) < t + At
9:  Let X =arg minyex[Time(Y)]
10:  if t = t.,q then
11: return o
12:  end if
13:  Update t < Time(X)
14:  Choose z(t) the next value of X from the multinomial with parame-
ters GI(th(t)
15 Add < X « z(t),t = too.
16: end loop
17: Undefine T'ime(X ) and Time(Y") for all variables Y for which X € Uy.

particles D = {o[1], ..., o[M]} where each particle is a sampled trajectory. D
makes possible to estimate the expectation of any function g by computing

)
z
=

[l
= -
NE
Q.
)
3

(4.4)

m=1

The function g(o) might count the total number of times that X transi-
tions from z; to x2 while its parent U has value u;, allowing us to estimate
the expected sulfficient statistic M [z, z2|u1] using the same procedure pro-
posed by Nodelman et al. for the generative semantic [Nodelman, 2007].
The forward sampling procedure is presented by Fan and Shelton [Fan and
Shelton, 2008] and is shown in Algorithm .

For each variable X € X, it maintains z(¢) and Time(X). The tran-
sitions are added one at a time, advancing ¢ to the next earliest variable

transition. When a variable X (or one of its parents) undergoes a transition,
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4. Inference in Continuous Time Bayesian Networks

Time(X) is resampled from the new exponential waiting time distribution.
ux (t) is used to represent the instantiation of the parents of X at time ¢. If
we want to obtain a conditional probability of a query given evidence, the
situation is more complicated. We might try to use rejection sampling: for-
ward sample to generate possible trajectories, and then delete which ones
that are inconsistent with the evidence available. The remaining trajectories
are sampled from the posterior distribution given the evidence, and can be
used to estimate probabilities as in Equation (|4.4). However, this approach
is impractical in any setting involving an observation of a continuous quan-
tity such as time. Suppose it is possible to observe that X transitions from
x1 to z2 at time t. The probability of sampling a trajectory in which that
transition occurs at precisely that time is zero. Thus, if we have evidence
about transitions, with probability 1, none of the sampled trajectories will
be relevant [Fan and Shelton, 2008].

4.3.2 Gibbs Sampling for CTBN

Fan and Shelton [Fan et al., 2010] introduced a procedure that employs
importance sampling and particle filtering to sample trajectories from the
continuous time Bayesian network. Such a stochastic sampling procedure
has anytime properties as collecting more samples leads to more accurate
approximation. However when the evidence is mostly at the end of the rel-
evant time interval, and is of low probability, the procedure requires many
samples. El Hay et al. [El-Hay et al., 2008] proposed a new stochastic sam-
pling procedure for factored Continuous Time Markov Processes. The goal
is to sample random system trajectories from the posterior distribution.
Once multiple independent samples are available from this distribution it is
possible to approximate the answer to queries about the posterior using the
empirical distribution of the samples. The challenge is to sample from the
posterior. Sampling given evidence is not so trivial, as evidence modifies
the posterior probability of earlier time points. The Markov Chain Monte
Carlo (MCMC) procedures proposed by El Hay circumvent this problem
by sampling a trajectory that will eventually be governed by the desired
posterior distribution. A Gibbs sampling procedure for factored CTMPs
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4. Inference in Continuous Time Bayesian Networks

have been developed. This procedure is initialized by setting an arbitrary
trajectory which is consistent with the evidence. It then alternates between
randomly picking a component X; and sampling a trajectory from the dis-
tribution of X; conditioned on the trajectories of the other components and
the evidence. The algorithm proposed by El Hay samples a trajectory for a
single component from a process that is conditioned on trajectories of the
other components. While such a process is Markovian, it is not homoge-
neous as its dynamics depends on trajectories of its Markov Blanket as well
as on past and present evidence. It is possible to perform exact sampling
by utilizing this Markovian property, and the cost of this procedure is de-
termined by the complexity of the current trajectories and the sampled one,
and not by a predefined resolution parameter. This implies that the com-
putational time of the stochastic procedure adapts to the complexity of the
sampled object [El-Hay et al., 2008]. While a single trajectory is defined
over infinite time points, it involves only a finite number of transitions in a
finite interval. Therefore, instead of sampling states at different time points,
the proposed procedure samples a finite sequence of transitions. The proce-
dure starts sampling the first transition time. It then samples the new state
the transition leads to. As this new sample point statistically separates the
remaining interval from the past, we are back with the initial problem yet
with a shorter interval. These steps are repeated until the entire trajectory is
sampled; it terminates once the next transition time is past the end horizon
of the interval. Before sampling the first transition time, it is necessarily to
define the conditional cumulative distribution function F'(¢) that the node
X of the CTBN stays in the initial state for a time less than ¢:

F(t) =1— Pr(XO0 = 3050 5(T) 0.7y (4.5)

The Markov property of the conditional process allows to decompose the
probability that X remains in its initial state until time ¢. The probability of

Y’s trajectory and of X remaining in its initial state until time ¢ is given by:

Pt (t) = Pr(X 00 = 2©, 01200 4, (4.6)
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and the probability of future observations given the state of (X}, Y;) is:
pLHe(t) = Pr(a(®), 01X O = g, y0), 1)

Consequently, it is possible to define the probability of X is in state 2(°)

until time ¢:

prastt) - plat e (t)
pfuture (0)

20

Pr(xX04 = 50)]50) HT) 01Ty _ (4.8)

For details concerning the computation of p***(¢) and pi uture () see [El-
Hay et al., 2008].
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Chapter 5

CTBN toolbox

In this chapter a software toolbox for inference in Continuous Time
Bayesian Networks is proposed. The system implements exact and approx-
imate inference. Exact inference requires full amalgamation of conditional
intensity matrices, described in the previous chapters. Therefore this type
of inference quickly becomes intractable and has been implemented for
comparison purposes only. Approximate inference is implemented through
the expectation propagation algorithm. The software environment is imple-
mented in Matlab to exploit its numerical efficiency on matrix operations
which are the core of exact and expectation propagation algorithms. Point
evidence, usually available also in Dynamic Bayesian Networks, and inter-
val evidence, which is one of the main modeling advantages of Continuous
Time Bayesian Networks, are available. The output consists of posterior
probability values through time for each non observed node.

5.1 The Matlab CTBNs Environment

The toolbox has been implemented in Matlab. Each CTBN model can be
specified by two files namely, model file and evidence file. These files are the
input to the Matlab CTBNs environment which offers two algorithms for
forward inference: the CTBN full amalgamation and the Expectation Prop-
agation (EP) algorithm. Both algorithms allow to cope with point and inter-

val evidence and output a Matlab figure associated with each node of the
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5. CTBN toolbox

CTBN model. Each figure depicts the temporal evolution of the probabil-
ity values associated with each state of the considered node. Furthermore,
the algorithms save these results to a structured and highly readable excel
".csv’ file. To better describe the main components of the software toolbox
we use the drug effect network introduced by Nodelman et al. [Nodelman
et al., 2002]. This CTBN model consists of the following nodes; Hungry,
Eating, Full-Stomach, Uptake, Concentration, Barometer, Joint-Pain and Drowsy.
All nodes are binary except Barometer which is ternary. The qualitative com-
ponent of the drug effect network, i.e. the graph, is depicted in Figure It
is worthwhile to mention that in this CTBN model the nodes Full-Stomach,
Hungry and Eating form a cycle.

Concentration

Barometer

Figure 5.1: Drug effect network
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5.1.1 Model file

A particular syntax has been proposed both for the model and the ev-
idence file. The structure of a CTBN model, qualitative and quantitative
components, is specified thought an input file structured into three parts.
The first part allows to define the number of nodes of the CTBN and for
each node to specify its name and cardinality (Figure[5.2).

%) F:\Experiments\Eating_forward.ctbn
File Edit Wiew Text Debug Breakpoints Web ‘Window Help

O & B & & f, 3

G| Hungry Z
7| Eating z
8] Full-3tomach z
9 Uptake Z
10| Concentration z
11| Barometer 3
12| Joint-Pain 2
13| Drowsy z
14 - [

Ln15 colg

Figure 5.2: CTBN model file: node’s name and their cardinality for the CTBN
shown in Figure

The second part is associated with the static BN model. It allows to
describe the directed acyclic graph as well as the conditional probability
table associated with each node of the BN (Figure [5.3(a)). It is worthwhile
to mention that for the drug effect network each conditional probability
table is assumed to implement a binomial or multinomial with uniform
probability for each state of the considered node.

Furthermore, the conditional probability table is structured in such a
way that rows are associated with states of the considered node whereas
columns are associate with joint configurations of its parent nodes. The
third part is associated with the possibly cyclic graph and the CIMs associ-
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5. CTBN toolbox

ated with each node of the CTBN. Given a node of the CTBN, its name is
reported followed by the list of its parents which stops when a ’0” is found.
The CIMs associated with each node are specified as a set of rows. Each row
is associated with a joint configuration of the node’s parents and is sorted
in such a way that subsequent CIM rows are concatenated on a single line
(Figure [5.3(b)).

In particular the node Hungry is binary and has the parent Full-Stomach
which is binary also. Therefore, the node Hungry will be described with two
CIMs, one associated with the configuration Full-Stomach=1 and the other
associated with the configuration Full-Stomach=2. The CIMs are as follows:

-1 1

—20 20
10 —-10

] QHungryIFull—stomach:Z = [ 5 5

QHungryIFull—stomach:I = [
and can be easily identified at the bottom of Figure

5.1.2 Evidence file

The inference process is performed for a given time horizon and de-
pending on the available point and/or continuous evidence. These infor-
mation are specified through the evidence file. Let us assume that for the
drug effect network the following stream of evidence is available: at time t =
0 we know that the patient is hungry (Hungry=1), the concentration (Con-
centration=2) is high and the barometer is low (Barometer= 1), then till time
t = 2 we do not have any evidence while from time t = 2 to time t = 3 we
observe that the patient is eating (Eating=1). The corresponding evidence
file is depicted in Figure The evidence stream:

’. [0.0] () Hungry = 1 Concentration = 2 Barometer = 1’

indicates that the evidence stream is a point evidence (.) and is related to
time 0 ([0.0]), where three (3) nodes are evidenced. The evidenced nodes
are Hungry in state 1, Concentration in state 2 and Barometer in state 1. Each
evidence stream starts with one of the following symbols: ", - and "?".
While ".” is associated with point evidence and ’-” with interval evidence, "?’

is associated with no evidence. The symbols representing the evidence are

52



5. CTBN toolbox

#) F:\Experiments\Eating_forward.ctbn
File Edit Wiew Text Debug Breakpoints Web ‘Window Help

=2 & | i F, E3

14| Hungry 0

16| Eating Hungry 0O

17| Full-3tomach Hungry Eating O

18| Uptake 0

19| Concentration Full-3tomach Uptake 0O
20| Barometer 0O

21| Joint-Pain Concentration Barometer 0
22| Drowsy Concentration 0

23

24| Hungry

25 D0.50 0.50
26

27| Eating

28/ 0.50 0.50
29 0.50 0.50

3| Full-3tomach
33 0.50 0.50 0.50 0.50
33 0.50 0.50 0.50 0.50

Ln1s  Col4

(a) Structure of the BN’s DAG and part of the CPTs

2} F:\Experiments\Eating_forward.ctbn
File Edit Wiew Text Debug Breskpoints ‘Web ‘window Help

0= & & F, b3
53 ~
54| DIRECTED GRAPH

55

86| Hungry Full-Stomach 0

57| Eating Hungry 0

58| Full-Stomach Eating 0

A9 Uptake 0

BO| Concentration Full-Stomach Uptake O
B1| EBarometer 0

B2 Joinc-Pain Concentration Barometer O
63| Drowsy Concentration 0

64

BS

BE| CIM3

67

B8] Hungry

i) -1.00 1.00 l0.00 -10.00
70| -20.00 20.00 5.00 -5.00
bl

72| Eating

73 -0.01 0.01 10.00 -10.00
74 -2.00 2.00 0.01 -0.01
kil »

Ln1s Colg

(b) Structure of the CTBN’s graph and CIMs

Figure 5.3: CTBN model file.
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followed by a bracketed number which specifies the number of evidenced

nodes, whose name and evidence state are listed on the right. The evidence

I

tile terminates with the "*" symbol.

=) F:AExperiments\Eating, forward. evid
File Edit Wiew Text Dsbug Breskpoints Web Window Help

(= = & @ F, ¥ Stadc

|. [0.0] i3) Bungry = 1 Concentration = 2 Barometer = 1 -~
2 [0.0,2.0]

. [2.0] i1} Eating = 1

- [2.0,3.0] (1) Eating = 1

@ e W

Figure 5.4: CTBN evidence file.

5.1.3 Inference engines

Two inference engines are available: CTBN full amalgamation and Ex-
pectation Propagation. CTBN full amalgamation is based on CIM amal-
gamation [Nodelman et al., 2002]. This operation combines two CIMs to
produce a single, larger CIM. The CTBN full amalgamation algorithm con-
sists of amalgamating all the CIMs of the CTBN to get a single intensity
matrix which encodes the probability distribution over the dynamics of the
analyzed system. However, exact inference is intractable even for small
CTBN models and thus we have to consider approximate inference algo-
rithms. Therefore, the CTBNs Matlab software environment makes avail-
able an optimized implementation of the EP algorithm, through the inte-
gration of software code previously designed and developed at the MAD
laboratory (Models and Algorithm for Data and Text Mining laboratory of
the University of Milano Bicocca). Its main software components are the

following;:

o CTBN-initialize-ctbn-model: takes the CTBN model, qualitative and quan-
titative components, and initializes the EP algorithm. It computes the
CTBN clique tree, amalgamates CIMs to compute clique potentials
and sets the initial message associated with edges to one. Then it in-

vokes the CTBN-initialize-data-structure software component;
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o CTBN-initialize-data-structure: initializes all the required EP data struc-
tures as well as all data structures used to record output informations.
It exploits the powerful cell array Matlab data structure which pro-

vides a storage mechanism for different data types;

e CTBN-EP-Filter: implements filtering - forward message passing. It
uses the joint probability distribution over the CTBN at time zero, a
list of times, where each time is associated with point and interval
evidence. For each time interval of constant evidence it invokes the
CTBN-EP-Segment software component;

o CTBN-EP-Segment: takes the initial distributions over the cliques of
the CTBN, an amount of time and some continuous evidence (interval
evidence) lasting for the entire amount of time. It is an optimized ver-
sion of the EP for segments algorithm described in [Nodelman et al.,
2005]. It invokes several times, depending on the required precision,
the CTBN-EP-temporal-propagation software component;

o CTBN-EP-temporal-propagation: takes the CTBN clique tree, the clique
potentials, the available interval evidence and performs approximate
message passing to compute sufficient statistics, posterior CIMs for

each clique and posterior probability for each node;

o CTBN-EP-static-calibration: takes the CTBN clique tree, the clique po-
tentials, and calibrates clique and separating set marginals to obtain a
coherent distribution. Indeed, even if the EP computation converges
two clusters only agree on the projected marginals over their separat-

ing set;

e CTBN-EP-static-propagation: takes the CTBN clique tree, the clique po-
tentials, the available point evidence and performs message-passing

to compute posterior for each node.

The EP engine allows to decide the quality of the approximation by al-
lowing to refine or coarse the choice of segments. This feature is particularly
important to provide the necessary flexibility when dealing with variables
that change rapidly even in the case when evidence remains constant.
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5.1.4 Output interfaces

Inference engines output probability values associated with each node
of the CTBN model for each considered time point. These information are

made available through the following interfaces:

e Matlab figure: shows how probability values for each state of a node
changes over time. Figure 5.5[shows the output for the Concentration
node;

e Excel "csv" file: contains, in a structured format, the informations
concerning the probability values associated with each node. Suffi-
cient statistics are reported thus increasing the amount of information

available to analyze the output of the inferential process.

Concentration
Y s T S L S
2
Iy | : :
s ]
T 04 TR
" “‘- ‘ : s
A {
02 ﬁ . "ﬁ L }.._._r, . - it e o Lin 2 Oi - ({1 o .
| /
|
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o 1 2 3 4 5 6 7 8 9 10 1
Time

Figure 5.5: Concentration posterior probability of both states of the node.
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B..‘

HeartFreq

HeartPump

CardiacOut

Figure 5.6: Toy heart disease network

5.1.5 Performance analysis

This section summarizes the results of a performance analysis task con-
cerning the trade-off between computational time and precision of the EP
implementation. To this extent the drug effect network and a toy heart dis-
ease network have been used.

The heart disease network considered in this section is a toy model to
make inference of the acute myocardial infarction. It consists of nine nodes,
five binary and four ternary. The directed graph is depicted in Figure
where the following two cycles can be easily identified: SS-AVR-BloodPres
and BloodPres-SS-HearthFreq-CardiacOut.

These networks have been queried through an empty scenario, i.e. a sce-
nario without any evidence and by using 4 scenarios with different settings
of point and interval evidence. In Table 5.1 the results of this experiments
are summarized. The number of states (States) represents the number of

elements of the fully amalgamated CTBN model, i.e. the number of ele-
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Time (seconds)

Total | Per Step
’ Model ‘ States ‘ Sc. ‘ St. ‘ Exa ‘ App ‘ Exa ‘ App | MaxAD
2 8.47 | 0.61 423 | 0.31 | 0.0005
7 9.77 | 1.09 140 | 0.16 | 0.0128
Drug 147,456 8 9.09 | 1.15 1.14 | 0.14 | 0.0317
12 12.37 | 141 1.03 | 0.12 | 0.0557
13 8.99 | 1.49 0.69 | 0.12 | 0.0558

1,635.01 | 090 | 81750 | 0.45 | 0.0137
1,629.19 | 0.89 | 814.59 | 0.45 | 0.0027
1,819.01 | 2.95| 259.85 | 0.42 | 0.0483
1,631.05 | 1.64 | 407.75 | 0.41 | 0.0035
1,527.66 | 099 | 763.83 | 0.48 | 0.0003

Heart | 6,718,464

B WIN PO R W N =O

NN NN

Table 5.1: Table of the performance analysis

ments of the resulting intensity matrix. Scenario (Sc.) is associated with
scenarios used to query the CTBN models. Scenario 0 is associated with no
evidence while scenarios from 1 to 4 are associated with different streams
of point and interval evidence. Steps (St.) represents the number of com-
puting steps of the scenario. Total and Per Step times are reported for both
the Exact (Exa) and Approximate (App) inference engines. Furthermore,
the maximum absolute difference between the true probability and the EP
approximated value (MaxAD) is reported.

This chapter describes the Matlab toolbox designed and implemented
for the inference task in CTBNs. Two inference engines modules are avail-
able: exact inference performed through full amalgamation and Expecta-
tion Propagation on CTBN clique tree using the procedure described in
Chapter 4. The performed numerical experiments on the drug effect CTBN
and on the toy heart disease network together with other experiments (re-
sults are not shown) allow to conclude that the precision of the proposed
implementation of the Expectation Propagation algorithm is satisfactory
while the computational time could be further reduced.
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Chapter 6

A CTBN model for Cardiogenic
Heart Failure

This chapter describes how continuous time Bayesian networks can be
used to diagnose the cause of cardiogenic heart failure and to anticipate
its likely evolution. The proposed model overcomes the strong modeling
and computational limitations of dynamic Bayesian networks. It consists
of both unobservable physiological variables, and clinically and instrumen-
tally observable events which might support diagnosis like myocardial in-
farction and the future occurrence of shock. Three case studies related to
cardiogenic heart failure are presented. They include point evidence, usu-
ally available also in dynamic Bayesian networks, and interval evidence,
one of the main modeling advantages of continuous time Bayesian net-
works. The model predicts the occurrence of complicating diseases and
the persistence of heart failure according to variations of the evidence gath-
ered from the patient. Predictions are shown to be consistent with current
pathophysiological medical understanding of clinical pictures [Gatti et al.,
2011].

6.1 Introduction

Recent technological developments in the field of Information and Com-

munication Technology (ICT) offered an extremely important opportunity
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to operational health care management [ICTBIO, 2008]. Because of that,
Decision Support Systems (DSSs) are becoming increasingly attractive for
physicians, as they can offer great benefits without necessarily dare to re-
place human judgment [Lipscombe, 1989, Sim et al., 2001, Garg et al., 2005]].
However, medical decisions are based on potentially uncertain informa-
tion while the contribution of DSSs in health care has been far-reaching and
still evolving as evidenced by the large number of references that appear
in PUBMED, a widely used health care search engine. Increasing health
care costs make it imperative for hospitals and physicians to make optimal
decisions to improve the quality and the efficiency of health care delivery.
Recent advances in DSSs for health care [Burstein and Holsapple, 2008]],
provide a prominent and growing role of DSSs in improving clinical as well
as administrative decision making.

Bayesian networks [Pearl, 1988] have become a popular representation
in Al for encoding uncertain knowledge [Hulst, 2006, Rose et al., 2005]].
Several examples exist where they were used for reasoning under uncer-
tainty by medical systems [Xiang et al., 1993]. TakeHeart II, a DSS for
assessing heart attack risk [Hope et al., 2007], QMR-DT [Middleton et al.,
1991] for internal medicine, Pathfinder [Heckerman et al., 1992]] and Intel-
lipath [Nathwani et al., 1990] in pathology, Qualicon [Xiang et al., 1992] in
nerve conduction studies, Myosys [Vila et al., 1985] devoted to diagnose
mono and poly-neuropathies, Myolog [Gallardo et al., 1987] for diagnos-
ing plexus and root lesions, Electrodiagnostic Assistant [Jamieson, 1990]
devoted to diagnose entrapment neuropahties, plexopathies and radicu-
lopathies, Neurop [Besnard et al., 2002] oriented toward neuropathy diag-
nosis, Kandid [Fuglsang-Frederiksen et al., 1989] and Munin [Andreassen
et al., 1989] which allow clinicians to diagnose a complete range of neu-
romuscular disorders. However, in many diagnostic problems the time
duration of events, i.e. patient conditions, is a central element to quickly
reach the correct diagnosis. In such cases Bayesian networks have been re-
placed by their natural extension, i.e. dynamic Bayesian networks [Dean
and Kanazawa, 1989], able to represent the evolution over time of the an-
alyzed system. However, dynamic Bayesian networks themselves suffer

from expressiveness and computational limitations.
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In this chapter a continuous time Bayesian network model is described
for cardiogenic heart failure diagnosis and some prognosis scenarios have
been developed. Acute cardiogenic heart failure remains one of the most
common, costly, disabling and deadly medical conditions encountered by a
wide range of physicians and surgeons in both primary and secondary care.
The understanding of its epidemiology, pathophysiology, diagnosis, and,
especially, treatment has advanced greatly during the past 20 years and
continues to develop rapidly. Between 1% and 2% of the adult population
have heart failure, although it mainly affects people over 65 years old. The
numbers are rapidly increasing because of the aging population. The pro-
posed continuous time Bayesian network overcomes the strong modeling
and computational limitations of dynamic Bayesian networks. It consists
of physiological and clinical variables, some of which are observable while
some others are not. The unobservable variables are the focus of diagnostic
judgment like myocardial infarction and cardiac pump impairment, as well
as prognosis task related to the occurrence of shock and heart failure per-
sistence. Three scenarios showing how the developed model can be used
for early analysis of patients are reported. The described scenarios include
point evidence, usually available also through dynamic Bayesian networks,
and interval evidence, which is one of the main modeling advantages of
continuous time Bayesian networks over dynamic Bayesian networks. The
continuous time Bayesian network model accurately represents the cardio-
vascular system and all mechanisms which have been judged to be relevant

to myocardial infarction modeling.

6.2 The Cardiogenic Heart Failure

There is no universally agreed definition of heart failure. Heart failure
is a syndrome which develops as a consequence of cardiac disease, and is
recognized clinically by a constellation of symptoms and signs produced by
complex circulatory and neurohormonal responses to cardiac dysfunction.
The syndrome may occur as the end-result of damage caused by a number
of disease processes e.g. coronary artery disease, hypertension, valvular de-
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fects, alcohol misuse or viral infection. The presence and severity of heart
failure can be assessed by questionnaires, physical and radiographic exam-
ination, and by measures of ventricular performance and exercise capacity.
All these methods, however, have major limitations when used indepen-
dently. Most diagnostic difficulties arise in individual cases where the syn-
drome is mild.

6.2.1 Heart failure in the medical domain

Heart failure is a disorder in which the heart pumps blood inadequately.
Because heart pumps oxygenated blood into the arterial vessels, while tak-
ing not oxygenated blood from the veins, the consequences of heart failure
are twofold. On one side, it leads to a reduced blood flow with a lower de-
livered oxygen into the peripheral tissues, which in turn induces a reduced
exercise capacity level and fatigue, or even an irreversible condition known
as shock, in which cells become unable to meet their metabolic functional
needs. On the other side, heart failure induces congestion of blood both
in the veins and lungs, leading to shortness of breath and organs’ enlarge-
ment.

In order to understand what heart failure means in physiological terms,
we should refer to the so called circulation theory, introduced for the first
time in Exercitatio Anatomica de Motu Cordis et Sanguinis in Animalibus by
William Harvey in 1628. The right side of the heart pumps blood from the
veins into the lungs. Otherwise, the left side pumps blood from the lungs
out through the arteries to the rest of the body. Blood goes out when the
heart muscle contracts (systole) and comes in when the heart muscle relaxes
(diastole). When blood causes congestion in those tissues, heart failure is
said to be congestive. Accumulation of blood coming into the left side of the
heart causes congestion in the lungs, making breathing difficult.

Accumulation of blood coming into the right side of the heart causes
congestion and fluid accumulation in other parts of the body, such as the
liver and the legs. Indeed, where fluid accumulates depends on the amount
of excess fluid and the effects of gravity. If a person is standing, fluid ac-
cumulates in the legs and feet. The kidneys filter fluid and waste products
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from the blood into the urine, but when the heart cannot pump adequately,
the kidneys malfunction and cannot remove excess fluid from the blood. As
a result, the amount of fluid in the bloodstream increases, and the workload
of the failing heart increases, creating a vicious circle. Thus, heart failure be-
comes even worse.

Heart failure can be caused by factors originating within the heart or
from external factors that place excessive demands upon the heart. When
causes are intrinsic, the condition is labeled cardiogenic heart failure. The
most important cause of cardiogenic heart failure is coronary artery disease.
This disorder reduces the oxygen delivery to the myocardium and, as a
consequence, the strength of the myocardial pump. Another common cause
of heart failure is acute myocardial infarction, often the culmination of a
coronary artery disease.

Symptoms of heart failure may arise suddenly, especially if the cause
is a heart attack, or they develop gradually over days to months or years.
Clinicians usually suspect heart failure on the basis of symptoms alone and
how long they last. The diagnosis is supported by the results of a physical
examination, including a weak, often rapid pulse, reduced blood pressure
and fluid accumulation in the lungs. Several markers can be detected with
the aim to diagnose, e.g. a chest X-ray can show an enlarged heart and fluid
accumulation in the lungs while the presence of cardiac enzymes proves the

occurrence of an acute myocardial infarction.

6.2.2 Time granularity

If we want to represent in a computer system the temporal context as-
sociated with real-word facts and events and we want to reason with them,
we somehow have to devise a formal characterization of time granulari-
ties [Bettini et al., 2000]. The concept of granularity [Hobbs, 1985] is ubiq-
uitous to any temporal system and decisions taken at such level will affect
the functioning of the system. Basically dealing with granularity is about
providing ways to safely convert temporal references provided in differ-
ent units, e.g. from hours to minutes or from minutes to seconds. Using

different time units is regular practice in medicine. Either in management,
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diagnosis, prognosis or treatment, there is always a need to relate processes
that develop at a given granularity to those that may happen at a differ-
ent one. For example a visualization system in a system may allow in a
hospital to track the different events associated with a patient during a
certain period of time. If the patient has been for, lets say, a month it is
probable the patient went through different stages since first diagnosed un-
til the final stages of her/his stay. Views of his evolution throughout one
month may focus on the most relevant aspects, like diagnosis, prescription
and evolution. A view focused on the activities and significant events of
a particular day may focused instead on the patients’ response to specific
drugs and the results on specific analysis. On a different kind of applica-
tion for the concept, sometimes symptoms are identified if a given pattern
has been occurring each day for a week or so on. Other times an occur-
ring pattern that was present during weeks can be associated to a season,
e.g. when diagnosing hay fever. As it can be seen, the problem of han-
dling granularity flexibly and effectively in medicine is quite difficult and
challenging. Although granularity is concerned with decisions taken at the
temporal structure level, it will also be reflected in the reasoning mecha-
nisms. Hence, a system allowing different level of granularities must sup-
plement that with an accordingly granularity-sensitive inferential system.
Since computer system are very fast in making calculations, we may think
that a single time granularity, the finest possible, can be used to represent
and manipulate time and indeed this approach has been taken in many
applications. If we can capture and represent this semantics into the proba-
bilistic framework we can perform effective temporal reasoning and make
inference in order to identify the occurrence of events of interest. In Dy-
namic Bayesian Networks the granularity needs to be selected by the user,
in advance, a design choice which is far from obvious. Consider as an ex-
ample the simple DBN composed by two nodes A and B, A is parent of B;
the first is binary and the second ternary. An example of conditional prob-
ability table (CPT) for the node B is proposed in Table

The quantitative counterpart in a Continuous Time Bayesian Network
is given by the Conditional Intensity Matrix. As we mentioned before, the

intensity taxes of an intensity matrix gives the instantaneous behavior of
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CPT b1 bo bs

a1by | 0.6500 | 0.2000 | 0.1500
a1be | 0.3000 | 0.5800 | 0.1200
a1bs | 0.2100 | 0.5500 | 0.2400
azb1 | 0.2400 | 0.7400 | 0.0200
az2b2 | 0.6000 | 0.3500 | 0.0500
a203 | 0.6000 | 0.3000 | 0.1000

Table 6.1: An example of a Conditional Probability Table in a DBN.

the Markov process which is the underpinning of the CTBN. The specifi-
cation of the transition model induces a probability distribution over the
trajectories. Suppose that the quantities of the CIM of a variable in a CTBN
are exponentially distributed, then:

lim P(X(t+AIX (D) = lim exp(@.A1) o

= lim I+ QA At?
Jim + Q. At + O(At?)

a contribute to this thesis in order to complete the quantities in a CIM is

given by the formula proposed above:

_InP(")

ii = 2
q At (6.2)

with the formula in the intensities taxes to remain in a particular state
i can be determined, the ¢;; quantities of the CIM are calculated using the
normalization after excluding the probability of staying in a determined
state.

Considering a At = 3 minutes, the corresponding CIM for the node B is
depicted in the Table
For example, the P(b1]aib1) = 0.6500 and using the formula (6.2) ¢4, =
—0.1436. In our case, the elicitation of the CPT for a DBN has been proposed

by domain experts.
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[CIM | by bz | bis | bar [ b [ bas [ ba | bz | bss |
a1 | -0.1436 | 0.0821 | 0.0615 | 0.1297 | -0.1816 | 0.0519 | 0.1314 | 0.3442 | -0.4757
az | -0.4757 | 0.4632 | 0.0125 | 0.3230 | -0.3499 | 0.0270 | 0.5117 | 0.2558 | -0.7675

Table 6.2: An example of a Conditional Intensity Matrix for the node B in a simple
CTBN.

6.2.3 The CTBN model for cardiogenic heart failure

The qualitative component of the CTBN model, i.e. the directed cyclic
graph modeling the cardiovascular system, is shown in Figure while
the quantitative component, i.e. the set of CIMs, can be downloaded at the
following URL: www.mad.disco.unimib.it/CTBNProject.

The qualitative and quantitative components have been devised on the
basis of knowledge elicitation from physicians. The CIMs, have been ob-
tained from a DBN model of the cadiovascular system for a time granular-
ity of 10 seconds, a time-step short enough to capture interesting dynamics.
Moreover, this choice of the time-step allows us to neglect the periodical
changes of some physiological variables, thus removing the need to split
them into their systolic and diastolic counterparts. The DBNs graphical
structure provides inferential operators with instructions to reduce the joint
probability of all the variables into a product of local probability distribu-
tions. Therefore, the computational efficiency is increased by exploiting the
Bayes rule which is applied over tables of conditional probabilities. Con-
ditional probabilities can be estimated from data, as long as data on hand
provide enough evidence of most of the contemplated variables” values.
When an adequate sample is not available, subjective probabilities can be
elicited from one or more experts, mirroring their knowledge in the domain
of interest [Twardy et al., 2006]. A systematic approach to elicitation and,
above all, the ability to reduce the local probability distributions to func-
tions based on a less number of parameters, can greatly increase the quality
of the elicited probabilities [Mascherini and Stefanini, 2010]. In the pro-
posed CTBN model, the CIM parameters are not conditional probabilities,
like in DBNs. However, the latter were thought to be easier parameters to
elicit for a medical expert. Thus, for each node, a physician was asked to
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consider the probability of its changes, conditionally on the set of its par-
ent’s values within a fixed time-step equal to 10 seconds. Simple operations
allow to turn these probabilities into the corresponding CIMs parameter
values. To elicit conditional probabilities, the distribution probabilities over
all the parents” combinations for each node are parameterized in terms of
functions like the Noisy-Or-Gate or Gaussian multivariate models. More
complex models are adopted when assumptions behind the correctness of
those functions do not hold, like the lack of interactions or additivity of
continuous effects for the Noisy-Or-Gate or Gaussian multivariate models
respectively. The model in Figure [6.1| allows us to make inference for all
the variables based on a limited set of observations. Some of them are easy
to be collected, like heart frequency (HF) and mean arterial blood pressure
(BP). Others result from the application of either simple diagnostic proce-
dures, like a pleural effusion (PleuEff) by means of a chest x-rays or serum
cardiac enzymes (CardEnz) by means of blood-gas analysis.

The strength of the heart in pumping blood into the vascular system is
represented by the node Pump. With the heart frequency (HF) variable, the
cardiac pump influences both the left and the right cardiac output (LCO
and RCO), as well as the left and right cardiac input (LCI and RCI). How-
ever, the amount of blood coming out from the ventricles is constrained by
the availability of blood arriving in the cardiac chamber. Thus, LCO de-
pends on the blood pressure within the tract between the pulmonary cap-
illaries and the left ventricle (PCtoLVcirc), likewise RCO depends on the
blood pressure within the tract between the capillaries and the right ven-
tricle (CBRVcirc). The amount of blood being input into the left and right
heart does influence the pressure within two tracts, respectively the vessels
between the pulmonary capillaries and the left ventricle (PctoLVcirc) and
the vessels between the capillaries and the right ventricle (CBRVcirc). Two
nodes have been added to represent the amount of fluid exchanged with
the external environment. The first is labeled blood volume (BV), being af-
fected by the balance between the water intake (WI) and the urinary output
(UO). As such, it is supposed to influence the pressure within the systemic
venous tract (CBRVcirc). The second is labeled urinary output (UO), which
in turn depends on the blood pressure occurring in the systemic arterial
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CarChstr

Pump | [CardEnz |

PCtol W eire

[PleuEff | [Dispn|  [O2pa |

Shock

Figure 6.1: CTBN model for the acute myocardial infarction.

tract (LVtoCBcirc). Furthermore, some physiological mechanisms through

which the organism restores the corrupted blood flow were contemplated.

The model already accounts for a decrease in urinary output, where the

arterial blood pressure is dropped to restore the normal pressure within

the systemic arteries (LvtoCBcirc). In addition, the neurovegetative con-
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trol (SS) over both heart beat frequency and the systemic arterial resistance
(VR) have been represented. The node SS is sensitive to arterial blood pres-
sure (BP is regarded as a manifestation of LVtoCBcirc) and it has, in turn, an
impact on both arterial vascular resistance (VR) and heart frequency (HF).
Arterial vascular resistance (VR) might increase the systemic arterial pres-
sure (LvtoCBcirc). A node representing the persistence of symphatic neu-
rovegetative activation (5.S,.-s) has been added to account for the impair-
ment of such a control mechanism when it lasts for too long. As such, S5,
is influenced by the SS node, while it influences the VR node. Some vari-
ables show the status of the cardiovascular system to a medical observer,
specifically, whether some of its tract is stagnant. Pulmonary congestion
(PulmCong) might be the result of stagnation in the pulmonary venous
tract (RvtoPCcirc), whereby peripheral congestion (PeriphCong) might be
the result of stagnation in the systemic venous tract (CBRVcirc). These two
phenomena manifest themselves respectively through shortness of breath
(Dispn) and pleural effusion (PleuEff) on one side, and pedal edema (LPE)
on the other side. The first situation can be directly revealed by a low partial
pressure of arterial oxygen (O2pa), whereas a severe reduction of blood per-
fusion gives rise to a fatal complicating condition known as shock (Shock).
Heart failure is said to be cardiogenic, when it is the cardiac muscle (Pump)
which is primarily impaired. Acute myocardial infarction (AMI) might be
the cause of such damage, although in most instances it is not. As any
other infarction, the condition is due to lack of arterial perfusion of the or-
gan tissues. In the case of AMI, obstruction of coronary arteries (CorObstr)
occurs, whose blood supply comes from the main arterial system (LvtoCB-
circ). One important manifestation of coronary obstruction (CorObstr) is
intense chest pain, called angina pectoris (Angor). Only when obstruction
is severe and lasting is there infarction, it manifests through the increase of
cardiac enzymes (CardEnz) in the blood stream and, in functional terms,
the impairment of the cardiac pump (Pump). In turn, intense pain stimu-
lates the neurovegetative system with an increment of sympathetic activity
and, therefore, of blood pressure (BP) and heart frequency (HF). The num-
ber of states, together with their corresponding meaning, for each node of
the CTBN model for the acute myocardial infarction (Figure is reported
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in Table[6.3l
| Node [NS| MU | 1 2 3
AMI | 2 absent present
Angor | 2 absent present
BP | 3 mmHg low [<80] mid [80-106] high [>106]
BV | 3 mL low [<4.41] | mid [4.41-5.39] | high [>5.39]
CardEnz | 2 absent present
CBRVcirc | 3 mmHg low [<2] mid [2-8] high [>8]
CorObstr | 3 normal low very low
Dispn | 2 absent present
HF | 3 | beat/min low [<60] mid [60-90] high [>90]
LCI| 3 mL/min low [<4.2] mid [4.2-6.3] high [>6.3]
LCO | 3 mL/min low [<4.2] mid [4.2-6.3] high [>6.3]
LPE | 2 absent present
LVtoCBcirc | 3 mmHg low [<80] mid [80-106] high [>106]
PCtoLVcirc | 3 mmHg low [<11] mid [11-23] high [>23]
PeriphCong | 2 absent present
PleuEff | 2 absent present
PulmCong | 2 absent present
Pump | 2 normal reduced
RCI| 3 mL/min low [<4.2] mid [4.2-6.3] high [>6.3]
RCO | 3 mL/min low [<4.2] mid [4.2-6.3] high [>6.3]
RVtoPCcirc | 3 mmHg low [<12] mid [12-16] high [>16]
O2pa | 3 mmHg very low [<60] low [60-80] normal [>80]
Shock | 2 absent present
Ss| 3 parasymphatic normal symphatic
SS-pers | 2 inactive active
uo | 3 um low [<500] mid [500-2,000] | high [>2,000]
VR | 3 dyrs low [<900] | mid [900-1,200] | high [>1,200]
WI| 3 mL low [<500] mid [500-2,000] | high [>2,000]

Table 6.3: Nodes and states for the acute myocardial infarction CTBN.

6.2.4 Inference

The CTBN model of acute cardiogenic heart failure, shown in Figure
has been exploited for the quantitative evaluation of the impact of ob-
servations whose medical meaning is well known and related to heart fail-
ure and acute myocardial infarction. According to the patient’s evidence,

the two disorders may coexist, or they can occur separately. Three scenar-
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ios are described and analyzed to evaluate the model ability to determine
medical conditions according to patient evidence. Likewise any evidence
derived from patient monitoring will be referred in a time interval. In the
following scenarios, only clinical manifestations entered the model, i.e. BP,
Dispn, HF, Angor and LPE. Instead, associated laboratory or imaging ob-
servations, like CardEnz, O2pa, PulmCong and PleuEff, can be predicted
along with future relevant outcomes, like the occurrence of shock (Shock).

Scenario 1

The patient shows low blood pressure (BP=low), an increased heart fre-
quency (HF=high), no chest pain (Angor=absent), shortness of breath (Dispn=present)
and pedal edema (LPE=present). All these manifestations last for 5 hours.
Therefore, the CTBN model is inputted with the interval evidence;

[BP=low,HF=high,Angor=absent, LPE=present, Dispn=present, Wl=mid],

for the time interval from 0 to 5 hours, and the interval evidence [WI=mid],
for the time interval from 5 to 6 hours. The occurrence of pedal edema
(LPE=present) and shortness of breath (Disp=present) would make the doc-
tor keen on the diagnosis of congestive heart failure, involving both the
right and the left heart side. The absence of angor (Angor=absent) would
make a diagnosis of acute myocardial infarction very unlikely. The doc-
tor is aware that such a condition, if left untreated, could lead to shock.
Conditionally on the above interval evidence, the posterior probability of
shock (Shock=present) attains the highest peak at the end of the observa-
tions, reaching a posterior probability value equal to 0.59. A node belong-
ing to the body internal state of the CTBN model for the acute myocardial
infarction (Figure[6.I), i.e. the node Pump shows a reduced pump strength.
Indeed, the posterior probability value associated with Pump=reduced is
equal to 0.97 after one hour from the initial observations. Instead, the
posterior probability value associated with the acute myocardial infarction
(AMlI=present) remains low (<0.01) during the whole period of interest, see
Figure This means that the patient is affected by primary congestive

heart failure, whereas the adjective primary refers to a disease that is not the
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secondary result of another disease.
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Figure 6.2: Posterior for AMI, UO and CardEnz under Scenario 1.

The increased probability value of the low urinary output (UO=low)
(0.22 at the end of the observations) and the likely absence of cardiac en-

zymes (CardEnz=present) (<0.015) reinforces the above diagnosis see Figure
6.31

Scenario 2

The patient shows normal blood pressure (BP=mid), an increased heart
frequency (HF=high) and substernal chest pain (Angor=present). However,
the patient does not show pedal edema (LPE=absent), nor shortness of breath
(Dispn=absent). These manifestations are supposed to last for 45 minutes.

Therefore, the CTBN model is inputted with the following interval evi-
dence:

[BP=mid HF=high,Angor=present, LPE=absent,Dispn=absent, Wl=mid],
for the time interval from 0 to 45 minutes, and the interval evidence [WI=mid],

for the time interval from 45 minutes to 6 hours. Angor persisting (An-
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Figure 6.3: Posterior for Pump and Shock under Scenario 1.

gor=present) for more than half an hour, is a classical marker of acute my-
ocardial infarction. Therefore, the pump strength is expected to be unaf-
fected, since there are no signs of heart failure (LPE=absent,Disp=absent).
The model predicts, even after one hour, a low probability of having shock
(Shock=present) (0.0052). The probability of acute myocardial infarction
(AMlI=present) becomes as high as 0.45 after half an hour of persisting an-
gor, but it decreases after the end of chest pain (from 0.49 to less than 0.02
after 15 minutes). Cardiac enzymes follow a similar evolution. The prob-
ability of a reduced pump strength (Pump=reduced) remains low (<0.10)
during the time interval, likewise the probability of its associated manifes-
tations, e.g. UO see Figure

Scenario 3

The patient shows normal blood pressure (BP=mid), with increased heart
frequency (HF=high) and chest pain (Angor=present). Like scenario 2, the
patient does not show shortness of breath (Dispn=absent) nor pedal edema
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Figure 6.4: Posterior for AMI, Pump, CardEnz and Shock under Scenario 2.

(LPE=absent). However, the manifestations last only for 15 minutes. After
this interval, the angina disappears (Angor=absent) for the next 15 minutes.
Therefore, the CTBN model is inputted with the interval evidence:

[BP=mid HF=high,Angor=present, LPE=absent,Dispn=absent, Wl=mid],

for the time interval from 0 to 15 minutes, the interval evidence

[BP=mid HF=high,Angor=absent, LPE=absent, Dispn=absent, WI=mid],
for the time interval from 15 to 30 minutes, and the interval evidence rela-
tive to node WI [WI=mid], for the time interval from 30 minutes to 6 hours.
Physicians use to regard the occurrence of angor as a threatening condition
because of its association with coronary obstruction, the cause of myocar-
dial infarction. However, from a clinical point of view, when the chest pain
does not persist for at least half an hour, the occurrence of acute myocardial
infarction is unlikely. According to the model, heart failure and shock are
predicted as unlikely events. In the following hour, the posterior probabil-
ity of shock (Shock=present) remains low (<0.005), likewise the probability
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Figure 6.5: Posterior for AMI, CardEnz and Shock under Scenario 3.

of any other abnormal state, see Figure|6.5

6.3 Discussion

The temporal dimension is an essential feature of medical reasoning
and decision making. The diagnosis may take advantage from knowing
the persistence of observations, and therapy may be optimized in the light
of the likely future evolution of the medical disorder, anticipating compli-
cating diseases. However, probabilistic inference in temporal models, es-
pecially Bayesian networks, is known to be excessively demanding, pre-
venting both the assemblage of different sources of evidence in graphical
terms and the exploitation of quantitative predictions while they are re-
garded as the most useful elements for the medical treatment of the pa-
tient. The epidemiological relevance of heart failure and the usefulness of
accurate predictions in the correct management of such an evolving dis-
order is confirmed by other contributions addressed to the formal repre-
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sentation of the disorder. Although methodologically different, they are
all attempts to provide the problem with a quantitative analysis to be ex-
ploited in the medical practice. The Seattle Heart Failure Model is based on
a survival model [Levy et al., 2006]. It is probably the first computer-based
application to translate medications and devices that a heart failure patient
receives into predicted years of survival. Similar considerations apply to
other multivariate statistical models aimed at predicting mortality in pa-
tients with chronic heart failure [Brophy et al., 2004]. Bayesian reasoning
and inference procedures have only recently gained popularity in the fu-
sion of information obtained from different sources. Perhaps, their greatest
potential in the clinical setting is to provide a pathophysiological interpre-
tation of the monitored events. An influence diagram has been proposed
to predict heart contractile power dysfunctions reflected in the condition of
systolic heart failure [Fernandez et al., 2005]. Although the model is already
structured as a decision support system, it is based on a static BN represen-
tation, this way skipping the complexity of inference along the temporal
dimension. In spite of the prevalence of proportional hazards models as
prognostic models in medicine, DBNs have been also proposed to take ad-
vantage of the causal and temporal nature of medical domain knowledge as
elicited from domain experts [van Gerven et al., 2008]. To our knowledge,
there has been only one attempt to model the evolution of heart failure by
means of DBN [Hulst, 2006]. However, it is based on a time granularity of
minutes, rather than seconds like in our application. This limit is likely to
arise from the fact that BNs do not provide direct mechanisms for repre-
senting temporal dependencies, so any DBN representation, resulting from
the assemblage of several BNs for each time of interest, tends to become
rapidly intractable when applied to realistic domains [Kjaerulff, 1995]. The
continuous time Bayesian network framework overcomes most of the diffi-
culties presented above, making it possible to elaborate inference on com-
plex medical problems. As such, it represents a significant improvement
over DBNs. The above scenarios show to what extent the inference per-
formed by a CTBN on a specific medical domain is achievable by means of
ordinary hardware resources, while its consistency with physicians” judg-

ments in the same domain is also shown. The comparison of Scenario 2
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and Scenario 3 allows us to appreciate the impact of evidence known to be
relevant for the occurrence of heart failure, although the reason of failure
could be different. The first case study shows the typical consequences of
a congestive heart failure, whereby the second patient shows symptoms of
one potential cause of heart failure, i.e. acute myocardial infarction. In Sce-
nario 1, the model correctly detects a primitive pump deficit as the cause
of heart failure, anticipating shock as a likely future complication. Instead,
there are no reasons to hypothesize a pump deficit as a secondary conse-
quence of acute myocardial infarction. In Scenario 2, because the proba-
bility of heart failure is low and there are no symptoms of heart failure, the
model correctly shows an uncomplicated acute myocardial infarction as the
most likely diagnosis. Scenario 2 and Scenario 3 show the same set of the
manifestations, but their comparison allows us to appreciate the impact of
duration of pathological events. Physicians are aware that sub sternal chest
pain is a symptom of coronary obstruction, whose impact on the myocar-
dial tissue depends on the persistence of obstruction. Since an interval of
30 minutes is generally regarded as the trade off over which the occurrence
of infarction becomes more likely than a simple angina episode, the model
correctly discriminates the underlying diagnostic explanations of the two

cases.

6.4 Conclusions

In this chapter the first clinical application of the recent developments
in the research area of graphical modeling in continuous time have been
described. This approach allows a direct representation of time and of-
fers a valid computational machinery for medical inference. The predic-
tions emerging from the three scenarios confirmed the heuristic power of
the proposed framework and allowed a quantitative evaluation of the ex-
pected time before each variable changes its state. The proposed model has
then the potential to be used for diagnostic purposes, as well as to develop a
strategic plan to reduce the risk associated with each patient treatment. Ad-

ditional improvements are needed to turn the CTBN on cardiogenic heart
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failure into a practical medical tool. Quantitative parameters might be fur-
ther tuned to achieve posterior probabilities that better fit with expecta-
tions derived from pathophysiological knowledge. This could be achieved
by learning the CIMs directly from clinical data. The relevance of the con-
tinuous time Bayesian network model could be further increased through
the embedding of the CTBN model into a DSS which assists the clinician
to choose and apply the correct therapy. However, any additional features
would preliminarily call for the computability of posterior probabilities of
models as complex as the one presented. Thus, we anticipate the usefulness
of CTBNs in clinical domains where, like in the case of heart failure, there

is growing interest in quantitative predictions.
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Chapter 7

Decision Making under
Uncertainty

We now move from the task of simply reasoning under uncertainty, to
the task of deciding how to act in the world. In a decision-making setting,
an agent has a set of possible actions and has to choose between them. Each
action can lead to one of several outcomes, which the agent can prefer to
different degrees. More simply, the outcome of each action is known with
certainty. In this case, the agent must simply select the action that leads
to the outcome that is most preferred. Even this problem is far from triv-
ial, since the set of outcomes can be large and complex and the agent must
weigh different factors in determining which of the possible outcomes is
most preferred. Even more difficult is the decision-making task in situa-
tions where the outcome of an action is not fully determined. In this case,
we must take into account both the probabilities of various outcomes and
the preferences of the agent between these outcomes. Here, it is not enough
to determine a preference ordering between the different outcomes. We
must be able to ascribe preferences to complex scenarios involving proba-
bility distributions over possible outcomes [Koller and Friedman, 2009].

The framework of decision theory provides a formal foundation for this
type of reasoning. This framework requires that we assign numerical utili-
ties to the various possible outcome, encoding the agent’s preferences. The
principle of maximum expected utility, which is the foundation for decision
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making under uncertainty, is defined. After the description of the basic
concepts of the decision theory, we propose structured representation for
decision-making problems and algorithms that exploit this structure when
addressing the computational task of finding the decision that maximizes
the expected utility. We begin by describing decision trees, a simply and in-
tuitive representation that describes a decision making situation in terms of
the scenario that the decision maker might encounter. This representation,
unfortunately, scales up only to fairly small decision tasks; still, it provides
a useful basis for much of the later developments. We describe Influence
Diagrams, which extend Bayesian Networks by introducing decisions and
utilities. We then discuss an approach for approximate representation of
optimal strategies in influence diagrams.

7.1 Decision Theory

A Bayesian network provides a model of the world that can be used in
making decisions. The typical situation is that we observe some of the vari-
ables in the domain and based on these observations we make an inquiry
to the Bayesian network about some other set of variables (probability up-
dating). The result of the query is in turn used in the subsequent decision-
making process. This type of application of Bayesian networks can be taken
one step further, so that rather than keeping the model separated from the
decision making process, you could combine these two parts. That is, not
only does the final model reveal the structure of the decision problem, but
it can also be used to give advice about the decisions. In the simple situ-
ation in which only a single decision is to be made, the Bayesian network
can readily be extended to reflect the structure of the decision problem; it is
possible to use the model to give advice on the decision D.

The general situation with one decision variable is as described in Fig-
ure There is a Bayesian network structure with chance nodes and di-
rected links. The network is extended with a single decision node D that
may have an impact on the variables in the structure. In other words, there

may be a link from D to some chance nodes. Furthermore, there is a set of
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Figure 7.1: Graphical representation of a decision problem with A, B, C chance
nodes. The variable D is a decision variable. The variable U is the
utility node.

utility functions, Uy, ..., U,, over domains X1, ..., X,,. The task is to deter-
mine the decision that yields the maximum expected utility. Thus, if none of

the utility nodes contain D in the domain, then with evidence e we calculate:

EU(Dle) =Y Ui(X1)P(X1|D,e) + -+ Y _Un(Xn)P(Xn|Dye) (7.1)
X3 Xn

and a state d maximizing EU(D = d|e) is chosen as an optimal decision.
When D is contained in the domain of a utility node, such as U; in Fig-
ure then we should perform the summation only over X; \ {D}, and
accordingly, we should use the probability distribution P(X; \ {D} |D,e).
A requirement of the method described above is that the decision problem
contains only a single decision. The various decisions should be evaluated
on the basis of the usefulness of their consequences. And the usefulness is
assumed to be measured on a numerical scale called utility scale, and if sev-
eral kinds of utilities are involved in the same decision problem, then the

scale have a common unit [Jensen and Nielsen, 2007]].
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7.2 Structured Decision Problems: Decision Trees

A classical way of representing decision problems with several deci-
sions is with decision trees. A decision tree is a model that encodes the
structure of the decision problem by representing all possible sequences of
decisions and observations explicitly in the model. The non-leaf nodes are
decision nodes (rectangular boxes) or chance nodes (circles or ellipses), and
the leaves are utility nodes (diamond shaped). The arcs in the tree have
labels. An arc from a decision node is labeled with the action chosen, and
an arc from a chance node is labeled by a state. A decision tree is read from
the root downward. When you pass a decision node, the label suggests
you what the decision is, and when you pass a chance node, the label tells
you the state of the node. If a chance node precede a decision node, then
the chance node is said to be observed before the decision is made. Hence
the sequence in which we visit the nodes corresponds to the sequence of
observations and decisions. We assume no-forgetting: when a decision is
to be taken, the decision maker knows all the labels on the path from the
root down to the current position in the decision tree. We adopt the short-
hand past for the set of labels from the root to a position in the tree. A
sequence in a decision scenarios is the sequence of observations and deci-
sions that we read on the path from the root to the leaf. A decision trees
must to be complete: from a chance node there must be a link for each
possible state, and from a decision node there must be a link for each pos-
sible action. This also means that a decision tree specifies all the possible
scenarios in the decision problem. The quantitative part of a decision tree
consists of utilities and probabilities. Each leaf has a utility value attached
to it. This utility reflects the utility of the decision scenario identified by
the path from the root to the leaf in question. For the chance nodes, we
associate a probability with each of the links starting from them. As in all
decision problems, a solution to a decision tree is a strategy that suggests
how you should act at the various decision nodes. Strategies are compared
based on their expected utilities, and finding an optimal strategy amounts
to finding a strategy with maximum expected utility; such a strategy is not

necessarily unique. By assigning to each node in the decision tree a value
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corresponding to the maximum expected utility achievable at that node, an
optimal strategy will pick an action leading to a child of maximum value.
Looking at the end of the decision tree, one sees that the value of a leaf node
is simply the utility assigned to that node. If we go one step further up the
tree, then the value of a decision node D is the maximum value associated
with its children/leaves, since D is under full control. For a chance node, its
value corresponds to the utility you can expect to achieve from that point in
the decision tree: the value is the sum of the utilities of the leaves weighted
with the probabilities of their outcomes. If X is a decision node, we assign it
the maximum of the children’s values, and if X is a chance node, we assign
the weighted sum. In order to calculate an optimal strategy and the maxi-
mum expected utility, the procedure known as "average-out and fold-back’
can be applied, starting with nodes that have only leaves as children. If
the node is a chance node A, the expected utility for A is calculated. Each
child of A is an outcome o and has a utility U(o) attached, and the link has
a probability P(A = a). The product U(0o)P(A = a) from each child can be
calculated, and their sum is attached to A. If the node is a decision node
D, each child of D has an (expected) utility attached. Choose a child with
maximal expected utility and attach the value to D. This is done repeatedly
until the root is reached. The resulting value for the root is the expected
utility if you adhere to the strategy of always maximizing the expected util-
ity, and the paths from root to leaves following the visited links represent
an optimal strategy for the decision problem. The expected utility of an op-
timal strategy A is the sum of the utilities of the possible outcomes o (the
leaves in the decision tree) weighted by the probability of the path down to
o under the strategy A:

EU(A) = U(0)P(o|A). (7.2)

In general, this procedure can be used for calculating the expected util-
ity of any strategy; the identification of an optimal strategy can also be for-
mulated as:

A= argmaa:A/EU(A/). (7.3)
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V3

Figure 7.2: The figure depicts an ID with four chance nodes A, B, C and E, four
decision nodes Dy, D5, D3, D4 and three value nodes V7, V5 and V3.

7.3 Structured Decision Problems: Influence Diagrams

The Influence Diagram framework was developed as a computer aided
modeling tool by Miller [Miller et al., 1976] and later by Howard and Math-
eson [Howard and Matheson, 1981]. The ID serves as an efficient modeling
tool for symmetric decision problems with several decisions and a single
decision maker. In this particular context we will take into account the ID
with discrete variables. An Influence Diagram can be seen as a Bayesian
Network (BN) augmented with decision nodes and value nodes, where
value nodes have no descendants. Thus, an influence diagram is a directed
acyclic graph G = (U, €), where the nodes U can be partitioned into three
disjoint subsets; chance nodes Uc, decision nodes Up and value nodes Uy .

An example of influence diagram [Nielsen, 2001] is shown in Figure
In this chapter we will use the concept of node and variable interchangeably
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if this does not introduce any inconsistency. We will also assume that no bar-
ren nodes are specified by the influence diagram since they have no impact
on the decisions [Shachter, 1986[]; a chance node or a decision node is said
to be barren if it has no children, or if all its descendants are barren. Fur-
thermore, in an influence diagram we have a total ordering of the decision
nodes indicating the order in which the decisions are made (the ordering of
the decision nodes is traditionally represented by a directed path which in-
cludes all decision nodes) [Nielsen and Jensen, 2004]. With each chance
variable and decision variable X we associate a finite state space sp(X),
which denotes the set of possible outcomes/decision options for X. For a
set U of chance variables and decision variables we define the state space as
sp(U) = sp(X)|X € U, where A x B denotes the Cartesian product of A and
B. The uncertainty associated with each chance variable C' is represented
by a conditional probability potential P(C|pa(C)) : sp({C} [pa(C)) — [0;1],
where pa(C') denotes the parents of C' in the influence diagram. The do-
main of a conditional probability potential ¢ = P(C|pa(C)) is denoted
dom(¢pc) = {C} U pa(C). The decision maker’s preferences is described
by a multi-attribute utility potential; the set of value nodes Uy defines the
set of utility potentials which appear as additive components in the multi-
attribute utility potential. Each utility potential indicates the local utility
for a given configuration of the variables in its domain. The domain of
a utility potential ¢y is denoted dom(yyv) = pa(V'), where V is the value
node associated with 1y . Analogously to the concepts of variable and
node we shall sometimes use the terms value node and utility potential in-
terchangeably. A realization of an influence diagram /D is an attachment
of potentials to the appropriate variables in ID, i.e., a realization is a set
{P(Clpa(C))|C € Uc}U{py (pa(V))|V € Uy }. So, a realization specifies the
quantitative part of the model whereas the influence diagram constitutes
the qualitative part. The arcs in an influence diagram can be partitioned
into three disjoint subsets, corresponding to the type of node they go into.
Arcs into value nodes represent functional dependencies by indicating the
domain of the associated utility potential. Arcs into chance nodes, termed
dependency arcs, represent probabilistic dependencies, whereas arcs into

decision nodes, termed informational arcs, imply information precedence;

85



7. Decision Making under Uncertainty

if there is an arc from a node X to a decision node D, then the state of
X is known when decision D is made. Let Ug be the set of chance vari-
ables and let Up = {D1, Ds,...,D,} be the set of decision variables. As-
suming that the decision variables are ordered by index, the set of infor-
mational arcs induces a partitioning of Uc into a collection of disjoint sub-
sets Cp, C1,...,C,. The set C; denotes the chance variables observed be-
tween decision D; and Dj;,. Thus the variables in C; occur as immedi-
ate predecessors of D, ;. This induces a partial order < on Uc U Up, i.e,,
Cy=<D1 <€ <...<D, < C,. The set of variables known to the decision
maker when deciding on Dj; is called the informational predecessors of D;.
By assuming that the decision maker remembers all previous observations
and decisions, we have informational predecessors of D; C predecessors
of D; (for D; < D;) and in particular, predecessors of D; are the variables
that occur before D; under <. This property is known as no-forgetting and
from this we can assume that an influence diagram does not contain any
no-forgetting arcs, i.e., pa(Di) Npa(Dj) = @ if D; # D; .

When evaluating an influence diagram we identify a strategy for the
decisions involved; a strategy can be seen as a prescription of responses
to earlier observations and decisions. The evaluation is usually performed
according to the maximum expected utility principle, which states that we

should always choose an alternative that maximizes the expected utility.

Definition 4. [Nielsen and [ensen, 2004] Let ID be an influence diagram and
let Up denote the decision variables in ID. A strategy is a set of functions A =
dp|D € Up, where ép is a policy given by:

0p : sp(pred(D)) — sp(D).
A strategy that maximizes the expected utility is termed an optimal strategy, and
each policy in an optimal strategy is termed an optimal policy.
In general, the optimal policy for a decision variable Dy, is given by:

0p,(Co, D1, ..., Dp_1,Crq) =

argmaxp, Z P(Gk‘v GUa Dl) RN ek—h Dk)pDk+1
Ck
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where pp, ., = > ey, ¥v if k£ = n otherwise pp, ,, is the maximum ex-

pected utility potential for decision Dy 1:

pDk+1(607D17 ooy Di, ek) =
mal‘Dlﬂ»l Z P(ek+1|607D17 R ek7Dk+1)PDk+2 (75)

Crt1

As the domain of a policy function grows exponentially with the number
of variables in the past, it is important to weed out variables irrelevant for
the decision [Nielsen and Jensen, 2004].

7.4 Information enhancement

The main source of complexity problems for large influence diagrams
is that the last decisions have intractably large spaces of past information.
Usually, it is not a problem when you reach the last decisions; but when cal-
culating optimal policies for the first decisions, you have to consider all pos-
sible future information scenarios. This is the curse of knowing that you shall
not forget. The usual approach for addressing this problem is to reduce the
information through assuming that you do forget something (LIMID, [Lau-
ritzen and Nilsson, 2001]), or to abstract the information through introduc-
ing new nodes [Jensen, 2008]. In this part of the chapter we take the op-
posite approach, namely to assume that you know more in the future than
actually will be the case. We call the approach information enhancement. We
reduce the future information scenarios by adding information links. We
present a systematic way of determining information links to add [Jensen
and Gatti, 2010].

7.4.1 Introduction

As opposed to decision trees, influence diagrams are easy to enter to a
computer. Hence the hard job is to establish a solution, a set of policies, one
for each decision. There are several algorithms for solving IDs [Shachter,
1986, |Shenoy, 1992, Jensen et al., 1994], but the principle behind them all
is dynamic programming starting with the last decision. That is, first an
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Figure 7.3: An influence diagram over variables with ten states.

optimal policy for the last decision is determined. Next, this policy is rep-
resented somehow, and the optimal policy for the second last decision is
determined by using the policy for the last decision for forecasting the fu-
ture. The way it is done is variable elimination: all variables are successively
removed from the graph, and when a variable A is removed, the resulting
graph will hold a link between any pair of A’s neighbors.

The solution phase may be very demanding with respect to time and
space, but it is an off-line activity where you are not bound by tough con-
straints. The complexity problem you meet in the solution phase is that
when you eliminate a variable A you have to work with a joint table over
A and its neighbors, and that set of nodes may become (almost) too large to
handle.

The next task is to represent the solution. The policies in the solution may
have very large domains. Take for example the last decision in a sequence
of ten. Then the policy d19 is a function whose domain may include all
previous observations and decisions.

For illustration, look at Figure The domain for §, contains 11 vari-
ables with ten states ({O1, O2, O3, O4, Os, Og, O7, Os, D1, D2, D3}). This means
that variable elimination will have to deal with tables with 10! entries. It
is an off-line activity, and you may succeed by spending much time, space,
and exploiting sophisticated machines and/or cloud computing. Although
it may seem intractable to represent d, for fast on-line access, it is not a
problem: the ID itself is a very compact representation of a policy for the
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last decision. When you are about to take the decision Dy, you know the
state of the information variables, and it is an easy computational task to
tind the optimal decision.

The problem concerns with the first decision. When taking the first
decision you must anticipate what you will do when taking the last de-
cision. However, you do not know the information available at that time,
and therefore you in principle have to work with the joint probability of
all the unknown information variables (including future decisions). This is
what we call the curse of knowing that you do not forget.

Usually the domain of the first decision is not extremely large, so you
may off-line compute an optimal policy, which can be stored for fast access.
We shall address the decisions in between, and we construct influence dia-
gram representations, where policies of future decisions are approximated
through reduction of their domain (see Figure (7.4 for an illustration).
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Figure 7.4: The general situation. You are in the middle of a series of decisions
(Dr); you have collected much information, and now you have to an-
ticipate a future decision (Dj).
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If the ID in Figure|7.4]is used to represent the policy d7, then the nodes
P, to P are known. That is, the state of these nodes are entered before the
solution algorithm is started, and they do not contribute to the space com-
plexity of the solution algorithm. The problem for the situation in Figure
is twofold: the space of the past for D7 is too large such that J7 cannot
be represented as a look-up table, and the space of future information rel-
evant for Dy is so large that an on-line solution of the ID is not tractable.
The problem has previously been addressed by an approach, which can
be characterized as information abstraction: you aim at determining a set of
variables which serve as an abstraction of the actual information. This may
done with the LIMID approach [Lauritzen and Nilsson, 2001], where it is as-
sumed that some information will be forgot in the future, or it may be done
through introduction of new nodes (like history nodes) through which the
information is passed through [Jensen, 2008].

In this chapter we take the opposite approach, which we call informa-
tion enhancement: we assume the decision maker to be more informed than
actually will be the case.

7.4.2 Information enhancement approach

Our information enhancement approach consists of determining a small
set of variables, which if known would overwrite the actual information.
We shall use the terms disclosed and closed for variables with known state
and unknown state, respectively. The idea behind information enhance-
ment is to find a cut set S which d-separates the rest of the information
from the relevant utilities. When S has been determined, we assume it to
be disclosed when taking the future decision. We shall say that the new in-
formation nodes are enhanced. To illustrate the approach, consider a finite
horizon Partially Observable Markov Decision Process (POMDP) [Drake,
1962] (see Figure[7.5).

As the nodes C; to C; may be a compound of several variables, and
the observed nodes may also be a set of variables, we may assume that all
the chance variables have 50 states. Now, consider the decision D3. The
past is too large for a direct representation of d3, and the influence diagram
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Figure 7.5: A POMDP

with the past of D3 instantiated is also too complex. We can approximate d3
by approximating d through enhancing Cs (see Figure[7.6), and the largest
policy domain when solving the ID will contain four variables (65 has the
domain {D3; C11; Dy; Cia}).

Figure 7.6: Cs is enhanced for Dg. With the past of Ds instantiated, the largest
policy domain contains four variables.

You may also choose to approximate d5 through enhancing C5 (Figure
, and the largest clique when solving the ID contains three variables
(66(C5, D5, C13))-

As a small test of the approach we tried the three structures above (with
only binary variables) with three different arbitrary parameter settings, and
with utilities after each move as well as with utility after the last move, only.
We looked at the policy d3, and for all cases, the optimal policy was the same
as the approximated one.
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1

Figure 7.7: C5 is enhanced for Ds. Now the largest domain contains three vari-
ables.

7.4.3 Maximize uncertainty

Consider the general situation as described in Figure If we wish
to approximate Do by information enhancement, we can enhance the pair
(C11,C43) as well as (C11, Ch4) - blocking for everything but Cjg. (See Fig-
ure[7.8). When discussing IDs we shall use the terms 'variable’ and 'node’
interchangeably. The node 14 is further away from the utility node than 13,
and therefore, disclosing 13 will give you more certainty of the expected
utility than would disclosing 14. This means that adding the information
14’s state brings you closer to the actual knowledge at the time of deciding
D1 than would adding the information of 13’s state, and enhancing (11;
14) is a better approximation than enhancing (11; 13). We have performed
a small experiment with the ID in Figure [7.4]and approximated ¢ with the
optimal policy from Figure All nodes were binary. Out of the 64 con-
tigurations of the domain, the policies coincided on 61 cases. For one case
the approximated policy has a tie between the correct decision and another
one, in the two other cases, the difference in EU between the correct and the
approximated decision was 0.001 on a value around 50 (on a scale from 0 to
100).
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7.4.4 Border and Frontier

In general, we have two decision nodes D; and D; (i <j) in an influ-
ence diagram. The set of disclosed variables at the time of deciding D; is
denoted P. We should index the set with 4, but for notational convenience
we will skip the indices i and j. The set of nodes becoming disclosed be-
tween deciding D; and D; (including D;) is denoted Jnf. P and In f are the
disclosed nodes. With i = 7 and j = 10 in Figure we have that P is
the nodes P, to Ps and Inf = {Dy; Dg; Dg; 8;10;16; 21;22;23}. The set of
descendants of D; is denoted D. Only the utility nodes in D are relevant
for D;. They are denoted U. In Figure D = {12;24;U} and U = {U}.
The scene is now that the utility nodes of interest are U, and we look for
closed nodes, which if disclosed would turn some nodes in J\{ irrelevant.
That is, we search for cut sets C such that U is d-separated from J\{ given
C (we define d-separation such that nodes from Jn f are allowed in §). The
chance nodes in D can not be used in such cut sets as this would create a
directed cycle. The basic idea is to establish two cut sets, the border and the
frontier. The border is the smallest cut set of non-D chance nodes closest to
Uu.

Definition 5. A node X ¢ D belongs to the border if:

e X is a parent of an element of D
o There is an active path from Inf to X

The set of border nodes is denoted by B.

In Figure the border consists of the nodes {10;11;13}. As none of

the descendants of B are disclosed before deciding D; we have:
Proposition 1. Inf is d-separated from U given B.

Knowing that B is a cut set, you may go backwards from B in the net-
work to create new cut sets. Actually, all chance nodes on active paths from
Inf to B may be part of a cut set. The task is to identify the relevant part of
the network and for this relevant part to identify good cut sets for informa-

tion enhancement.
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Definition 6. A network is regular if there is no active path from In f to U involv-

ing a converging connection over a node in P or with a descendant in P.

The network in Figure [7.4]is regular, and in the following sections we as-

sume the network in consideration to be regular.

Definition 7. The set of information holders, J, consists of all closed nodes with a
directed path of closed nodes to Inf.

For the network in Figure[7.4we have J = Inf U {7;8;9; 15;18;19}.

Definition 8. A node in J that has a directed path of closed nodes to U and with
no intermediate nodes in J is said to belong to the frontier of D;. The set of frontier
nodes is denoted by F.

In Figure[7.4]the frontier of D1, consists of the nodes {10; 15; 16; 22; 23; Dg}.
Theorem 1. J is d-separated from U given J.

Proof. Let Vo € J,U € U, and let (Vp,..., Vi) be an active path given F.
Assume that (1p, ..., V}) contains a converging connection, and let V;_; —
Vs <= Vs41 be the last converging connection on the path from V to U. As
Vs ¢ P nor has a descendant in P, V; or one of its descendants is disclosed,
and hence V; € J. Therefore, also Vi;11 € J. When you follow the path
toward U you will meet a diverging connection V;_1 < V; — Vi4;. Then
Vi € 3, and the path is not active. Note that you will meet a diverging con-
nection at the latest when you reach V, — U. We conclude that there is no
converging connections on the path. Assume that the first link is V{ < V;.
Then, follow the path until you reach a diverging connection. As there are
no converging connections on the path, there must be exactly one diverg-
ing connection V,_; < V; — X. Then V; € J and the path is not active.
To conclude: the active path is directed from V; to U, and it cannot contain
intermediate nodes from F'. Therefore V) € F. O

From the proof above we can conclude that information from Jn f flows
to U through a path against the direction of the links followed by a path
along the links. The node, where the direction of the flow turns, is a frontier

node.
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7.4.5 Finding the border and the frontier

There are two obvious candidate sets for enhancement, namely B and
J. They are determined through a sequence of graph searches (for example
breath-first search). First you determine D and U, by starting a breath first
search from the decision D;. All chance nodes reached are labeled D. They
are the elements of D, and the utility nodes are the elements of U. The nodes
in D cannot be enhanced as this will introduce a directed cycle. The non-D
parents of the nodes in D U U are the candidate border nodes, and they are
labeled CB. Next, start a backwards breath-first search from each of the
decision nodes D;1,...,D; .
That is, you follow the edges opposite to their direction. You stop when
you meet a previous decision node or a node in P. Each node you meet is
labeled with an J. Perform a backwards breath-first search from the nodes
of D. When you meet a node X with label I you give it the label F', and
break the search behind X. Finally, perform a breath-first search from J.
When you meet a node X with label CB, change the label to B and stop
searching behind X. The various labels for the ID in Figure|/.4|are given in

Figure[7.9]
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Figure 7.9: The ID marked after the search algorithm. "'D" indicates that the node
cannot be enhanced; "“I'"” indicates nodes with information to transmit;
"B" indicates border; "‘F'" indicates frontier.
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Figure 7.10: The free graph for the ID in Figure

7.4.6 Cut sets between frontier and border

There may be other candidate sets for enhancement than B and J. Ac-
tually, any set of nodes which d-separates the frontier from the border can
be used for enhancement.

Proposition 2. Let (Vj, ..., Vi) be an active path with Vo € F and Vi, € B. Then
the intermediate nodes cannot be in D nor in J, and the path is directed from Vj to
Vi.

Proof. The proof of Theorem 1. ]

Definition 9. (Free graph). The subgraph G consisting of F, B and all nodes on
a directed path from a node in J to a node in B is called the free graph (see Figure
7.10) .

The proposition yields that we can use any set in § which d-separates
from B. Unfortunately, finding all possible cut sets may for a large G be in-
tractable [Provan and Ball, 1983]]. If that is the case, the following heuristics
can in polynomial time provide a set of very good candidates for informa-
tion enhancement. Note that you cannot just perform a flow analysis on
the directed graph §. In Figure for example, the set {10;11;15;22}
does not block for the information coming from 16 or 23.
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Figure 7.11: The extended free graph for the ID in Figure

7.4.7 Cut set heuristics

To indicate that the information is flowing to B, you extend the free
graph with dummy children U; of the nodes in B. See Figure

Next, triangulate the extended free graph and form a junction tree. The
junction tree will provide separators, which can be used to determine cut
sets. You look for sets of separators blocking the flow from frontier nodes
to border nodes. You start in the leafs with U-nodes and move backwards.
Consider the junction tree in Figure The separators 10, 11, and 13 d-
separate the U-nodes from the rest. They form B. As 10 is a frontier node,
you cannot block it with nodes further back in the junction tree. Going
backwards from the clique (10, 13, 14) you meet the separator (10, 14), and
you find the cut set (10, 11, 14). Going backwards from the separator (10,
14), you meet a clique with the frontier node Dy, and therefore you here-
after have to include Dy in the cut sets. The same happens when you go
backwards from the separator 11. The the new cut sets {10;11; 14}, and
{10;14; 17;23; Dg }.
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Figure 7.12: A junction tree for the extended free graph in Figure
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7.4.8 Irregular networks

If the network is irregular, the search for frontier nodes is more in-
volved. An active path from Jnf to U € U ends with a directed series
Vi — ... = U. The first node in this series is a frontier node. For regu-
lar networks, the frontier consists of common ancestors of B and JInf. For
irregular networks we need to define J differently: for X — Y — Z with
Y € Jand with Z € P or with a descendant in P we also include X in J.

7.4.9 An iterative procedure

You may choose the nodes in the cut set iteratively, and whenever a
node has been selected, you may renew the analysis. In the example for
this paper it is certain that node 10 always will be part of the domain for
d10. Hence, we need not look for ways of blocking information coming
from 10, and the ancestors of 10 are only relevant if they are ancestors of
other information nodes. Actually, for the ID in Figure inclusion of 10
does not change the analysis because the only parent of 10 is Dy, and it is

an information node.

7.4.10 Conclusion and future work

We have established methods for finding approximate representations
of future decisions policies through information enhancement. The meth-
ods do not determine all possible candidates for information enhancement.
First of all, a good cut set does not necessarily contain only nodes between
the border and the frontier. That is, you may go behind the frontier. Fur-
thermore,we have only treated approximation of the last decision. Usually,
the decision in question has several future decisions to consider, and you

may look for a combined approximation of several future decisions.
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Chapter 8
Conclusion

In many application domains we are interested in probability distribu-
tion over time of events. In addition, observations are performed irregu-
larly along time, due to either a limitation of the measurement process or
lack of a constant immanent rate. Thus, we are interested in a general ef-
ticient method to model, learn and reason about structured stochastic pro-
cesses that produce qualitative and quantitative data at regularly or irregu-
larly spaced time-points. Markov models that may be used to support these
tasks differ in the way they represent time. Discrete-time Markov models
are not well suited for irregular time settings: Hidden Markov Models, and
Dynamic Bayesian Networks (DBNs) in general require the specification
of a time granularity between each two consecutive observations. This re-
quirement leads to computationally inefficient learning and inference when
the modeled time granularity is finer than the time spent between consec-
utive observations, and to an information loss in the opposite case. In both
cases, inference is limited to multiples of the modeled time granularity and
would otherwise require the learning of a new model. Markov models that
represent time continuously, on the other hand, handle well time irregu-
larity. The framework of Continuous Time Bayesian Network explicitly
represents temporal dynamics and allows for a factorization of the state
space of a process, resulting in better modeling and inference features. Such
models are based on graph structures, grounded on the theory of Bayesian

Networks (BN). In this dissertation an overview of the probabilistic graph-
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ical models for continuous time inference has been proposed. In particular,
the framework of Continuous Time Bayesian Network has been described
in both its semantic aspects and regarding the inference task. In this dis-
sertation an overview of the probabilistic graphical models for continuous
time inference has been proposed, the class of processes representable by
CTBN s has been investigated. Many of the available inference algorithms
for CTBNs proposed in literature have been studied and included in the
CTBN toolbox. We then exploited the CTBN framework to diagnose the
cause of cardiogenic heart failure and to anticipate its likely evolution. The
proposed model overcomes the strong modeling and computational limi-
tations of Discrete-time Markov models. The first clinical application of the
recent developments in the research area of probabilistic graphical model-
ing in continuous time have been described. This approach allows a di-
rect representation of time and offers a valid computational machinery for
medical inference. The predictions emerging from the proposed scenarios
confirmed the impact of duration of pathological events in the diagnosis
process. The key idea of embedding the decision of a clinician to choose
and apply the correct therapy on a system like those proposed, gave the in-
put for further investigation on probabilistic graphical models. In the field
of structured decision problems, the influence diagram framework has been
identified as the most appropriate in order to deal with sequential decisions
that best reproduce the flow of information in a continuous time horizon.
Finally, we reported a new approach regarding approximate representation
of optimal strategies from Influence Diagrams. Where the solution algo-
rithm for influence diagrams is too space and time consuming, and where
the policy functions for the decisions have so large domains, an assumption
has to be taken in order to reduce the information. We call the approach
information enhancement, assuming that we reduce the future information
scenarios by adding information links. A systematic way of determining
information links to add has been proposed.

The limits of exponential distribution to model temporal dynamic sys-
tems suggest that further results could be obtain investigating the ways that
phase-type distributions can be used to model complex durations. That in-

cludes more work examining the impact of phase distributions on learn-
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ing and inference. Further investigations can be performed in the direction
of the learning procedure. In particular quantitative parameters might be
tuned to achieve posterior probabilities that better fit with expectations de-
rived from knowledge. This could be achieved by learning the CIMs di-
rectly from data. The relevance of the continuous time Bayesian network
model could be further increased through the embedding of the CTBN
model into a DSS which assists the decision maker to choose and apply the
correct decision. In the clinical domain the decision could be the therapy.
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