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1. Motivation and significance

The rapid growth of scholarly publications has significantly in-
creased the difficulty of organising, searching, and analysing scientific
knowledge at scale. Modern digital libraries have evolved beyond tradi-
tional metadata-based retrieval systems to support semantic enrichment
and Al-driven content analysis workflows [1]. As a result, research
infrastructures require topic metadata that is both interpretable and
machine-actionable, enabling reliable indexing, recommendation, trend
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analysis, and large-scale analytics across scholarly artefacts such as
papers, patents, and technical reports.

Automatically identifying meaningful research topics from scholarly
documents remains challenging. Traditional topic modelling approaches
infer latent themes directly from text. Probabilistic models such as Latent
Dirichlet Allocation (LDA) provide a principled unsupervised frame-
work, but their outputs are often difficult to interpret, compare across
collections, and align with fine-grained research areas without manual
intervention [2-4]. Extensions of these models incorporate contextual
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signals such as authorship information [5]. Supervised text categori-
sation methods assign documents to predefined labels using annotated
training data [6,7]; however, such datasets are difficult to obtain for
fine-grained scholarly topics because of the high number of labels and
substantial class imbalance.

Ontology-driven methods address these limitations by grounding
annotations in structured vocabularies. In the biomedical domain, au-
tomatic Medical Subject Headings (MeSH) indexing has transitioned
from hybrid rule-based systems such as the Medical Text Indexer [8,
9] to neural approaches including DeepMeSH, AttentionMeSH, and
BERTMeSH [10-13], demonstrating the immense utility of controlled
vocabularies for large-scale indexing. Parallel to this, within the com-
puting landscape, the Computer Science Ontology (CSO) provides a
large-scale representation of research topics and semantic relations
for consistent, human-readable annotations [14,15], operationalised
primarily through CSO Classifier to execute automatic document anno-
tations [16].

Large Language Models (LLMs) and hybrid neural approaches have
recently been explored for scholarly knowledge mining, including ques-
tion answering, summarisation, reasoning over scientific articles, PDF
understanding, and topic extraction [17-23]. However, their use in high-
throughput scholarly analytics remains constrained by computational
cost, latency, operational complexity, and reproducibility concerns [24,
25]. Overall, scalable topic annotation still requires a practical balance
between interpretability, semantic coverage, stability, and efficiency.

Building on Computer Science Ontology, CSO Classifier was intro-
duced as an ontology-based classification framework that maps scholarly
metadata, such as titles, abstracts, and keywords, to research concepts
and expands them through semantic relatedness [16,26]. It achieves
this via controlled-vocabulary annotation using lightweight Word2Vec-
style embeddings, offering a practical trade-off between scalability
and semantic generalisation whilst preserving interpretable, grounded
labels.

In this software paper, we present CSO Classifier 4.0, the latest
version of this ontology-driven software framework, designed for con-
temporary scholarly corpora and large-scale analytics pipelines.! Users
provide document metadata as input, and the software maps it to CSO
concepts through syntactic matching, semantic expansion, and ontology-
aware post-processing. The output consists of ontology-aligned topic
annotations and, when required, topic weights that can be directly used
in downstream workflows such as semantic indexing, recommendation,
knowledge graph construction, trend analysis, and scholarly analytics.

CSO Classifier 4.0 builds upon the architecture introduced in ver-
sion 3.0 while improving both the semantic model and software main-
tainability. It incorporates an updated semantic backbone trained on
larger and more recent scholarly metadata, enabling better coverage
of contemporary research terminology. It also introduces soft clas-
sification with topic weighting, domain-aware filtering, support for
modern Python environments, and improved interoperability through
standardised metadata generation.

In this paper, we primarily focus on the implementation, functional-
ity, and evolution of CSO Classifier 4.0. We refer the readers to Salatino
et al. [16,26] for a detailed description of the underlying method-
ological approach of the original CSO Classifier. Therefore, our main
contributions are:

« We introduce CSO Classifier 4.0, an updated open-source soft-
ware package for ontology-guided topic annotation of scholarly
documents based on the Computer Science Ontology.

« We enhance the semantic model and extend the functionality of the
classifier by leveraging updated large-scale scholarly metadata and
introducing soft classification with topic weighting and domain-
specific filtering.

1 CSO Classifier 4.0—https://pypi.org/project/cso-classifier/4.0.0/.
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Fig. 1. Workflow of CSO Classifier.

« We provide the complete dataset construction and retraining
pipeline to support full ecosystem reproducibility and custom
community deployments.

The remainder of this paper is organised as follows. Section 2
describes the software architecture and main functionalities of the clas-
sifier. Section 3 describes the classifier in practice with an illustrative
example. Section 4 discusses the scientific and practical impact of the
software. Finally, Section 5 concludes the paper and outlines future
developments.

2. CSO classifier 4.0

In this section, we describe the architecture, and the new function-
alities of the classifier, alongside its evaluation.

2.1. Software architecture

Fig. 1 summarises the overall architecture. At inference time, the
classifier takes as input a document’s title, abstract, and optionally key-
words, and returns a set of CSO topics. The system operates through
three main components: (i) a syntactic module that identifies concepts
explicitly mentioned in the text, (ii) a semantic module that infers re-
lated topics using distributional semantics, and (iii) an ontology-aware
post-processing module that consolidates and refines the results.

The syntactic module identifies topics explicitly mentioned in the
input text by mapping candidate n-grams to CSO concepts. After remov-
ing English stop words, it generates unigrams, bigrams, and trigrams
and compares each candidate with CSO topic labels using normalized
Levenshtein string similarity, retaining the matched topics with a sim-
ilarity score above 0.9. For computing the Levenshtein similarity, we
employ RapidFuzz.?

The semantic module identifies additional topics that are not ex-
plicitly mentioned in the input text. It extracts relevant tokens using
part-of-speech tagging and associates them with semantically related
CSO concepts using a precomputed token-to-concept cache derived from
a bespoke phrase-aware Word2Vec embeddings model. During infer-
ence, the cache enables efficient retrieval of candidate CSO concepts
without repeatedly querying the complete embedding model. Details of
the embedding training and cache-generation process are provided in
Section 2.3.

The ontology-aware post-processing module integrates the outputs of
the syntactic and semantic components and evaluates the consistency of
the resulting candidate topics. Candidate concepts are compared with
the remaining topic set using pairwise semantic similarities derived
from the embedding space and structural relationships encoded in CSO.
Topics that are weakly connected to the dominant topic set are removed
as outliers, while closely related concepts are retained. The module then

2 RapidFuzz—https://rapidfuzz.github.io/RapidFuzz/.
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enriches the final result by adding relevant higher-level CSO concepts,
producing a coherent and hierarchically structured topic representation.

2.2. Software functionalities

Compared with its previous version, CSO Classifier 4.0 improves both
the semantic model and the software infrastructure. It adopts an up-
dated semantic backbone trained on a substantially larger and more
recent corpus of scholarly metadata (approximately 132 million pa-
pers), including publications up to 2025, thereby improving coverage
of emerging research topics.

Further, the classifier introduces new functionalities for more flexi-
ble topic annotation. When get_weights = True, the classifier returns
a weight for each identified topic. For syntactic topics, the weight corre-
sponds to the normalized Levenshtein similarity between the extracted
expression and the matched CSO label. For semantic topics, the rele-
vance score considers both the number of times a concept is identified
and the number of distinct input n-grams that trigger it.

The filter_by parameter can further restrict the output to topics
within user-specified CSO branches. Finally, this new version has been
written to improve compatibility with Python 3.11 and 3.12, features
expanded documentation, and supports Croissant-compliant metadata
generation.

2.3. Semantic resource generation

CSO Classifier 4.0 relies on semantic resources generated offline
and subsequently used during inference. To accommodate the con-
tinuous evolution of scholarly language, we developed a companion
dataset construction and retraining pipeline, which we have made
openly available in a public repository.3 This pipeline retrieves the latest
CSO release* and constructs an English-language training corpus from
Semantic Scholar® titles and abstracts. During preprocessing, multiword
CSO concepts are represented as underscore-connected tokens, and fre-
quent bigrams and trigrams are preserved as single semantic units. A
custom Word2Vec model [4] is then trained using Gensim 4.3.3,% with
the embeddings learned from the distributional contexts of terms and
phrases in the corpus.

To generate the token-to-concept cache, the pipeline retrieves se-
mantically related terms from the embedding space for each token in
the model, retaining candidates with a cosine similarity of at least 0.70.
It then computes the normalised Levenshtein similarity between these
candidates and all CSO labels, keeping only the matches with a thresh-
old above 0.90. The resulting associations are stored and reused during
inference.

The full retraining pipeline was executed on a Dell PowerEdge
R730xd server equipped with two Intel Xeon E5-2630 v3 processors
(16 physical CPU cores in total) and 128 GiB of RAM, requiring ap-
proximately two days to complete. To improve memory efficiency,
multiprocessing was used, and the dataset was divided into four equally
sized partitions. No GPU was required for the Word2Vec training stage.
These requirements apply only to regenerating the semantic resources;
standard users can use the precomputed resources distributed with CSO
Classifier 4.0.

2.4. Evaluation and computational benchmarking

We evaluated CSO Classifier 4.0 through a regression testing ap-
proach on 10,000 matched papers against CSO Classifier 3.0, treating

3 Dataset Construction and Retraining Pipeline—https://github.com/
faisalramzan3725/w2v_model_for_cso_classifier/.

4 CSO Concepts—https://cso.kmi.open.ac.uk/downloads.

5 Semantic Scholar—https://www.semanticscholar.org/.

6 Gensim—https://radimrehurek.com/gensim/.
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the latter’s outputs as a stable reference. The comparison uses Jaccard
similarity over predicted semantic topic sets. The results show strong
agreement between the two versions, with a mean Jaccard similarity of
0.768 and a median of 0.800. CSO Classifier 4.0 also produces broader
annotations, increasing the average number of topics per paper from
6.890 to 7.376 and the number of unique topics from 6811 to 7200.

This evaluation measures continuity and changes in topic coverage
relative to CSO Classifier 3.0, whose high classification quality was al-
ready validated against human experts in the original publication [26].
Because the standard Jaccard coefficient was calculated over exact
topic labels without accounting for hierarchical relationships, these re-
sults represent a strict measure of version-to-version continuity. Using a
large-scale sample of 10,000 papers ensures that the transition to the
new retraining pipeline preserves the core behavior of the validated
framework while successfully expanding topic coverage.

Furthermore, we assessed the computational efficiency of CSO
Classifier 4.0, by comparing it against its predecessor and two addi-
tional baselines: a BERT-based Named Entity Recognition model [27]
and Mistral-7B-Instruct-v0.3. This evaluation was conducted on the
same ordered sample of 100 papers, using only titles and abstracts as
input.

To reduce the influence of transient variations in execution time,
memory utilisation, and energy estimation, the inference benchmark on
the same ordered sample of 100 papers was repeated 100 times for each
system. The models were not retrained during these repetitions. Table 1
reports the comparison based on an array of indicators, and values are
expressed as mean + standard deviation. All systems were evaluated on
the same physical workstation, equipped with an Intel Core i7-12700H
processor, 14 physical cores, 20 logical processors, and 16 GB of RAM,
using the same document inputs.

Operational energy consumption was estimated using the
CodeCarbon 0fflineEmissionsTracker.” To ensure comparabil-
ity, all CO5-equivalent values were recalculated from the estimated
energy consumption using a common carbon-intensity factor of
330.718 gCO,/kWh.

Although the inference benchmark was repeated 100 times, it
contained only 100 unique papers. Moreover, CodeCarbon provides
software-based energy estimates rather than direct measurements from
an external power meter. The reported values should therefore be inter-
preted as workload-specific operational estimates and not as a general
environmental ranking or lifecycle assessment of the evaluated systems.

The principal like-for-like comparison is between CSO Classifier 3.0
and CSO Classifier 4.0, since both systems perform ontology-based topic
classification. CSO Classifier 4.0 reduced the average inference time
from 48.81 + 6.90s to 39.65 + 3.93s and increased throughput from
125.52 + 19.48 to 152.42 + 12.04 papers per minute. It also reduced the
estimated energy consumption from 0.71 + 0.10Wh to 0.30 + 0.05Wh
and the normalized CO,-equivalent emissions from 0.23 + 0.03g to
0.10 +0.01g.

CSO Classifier 4.0 produced slightly broader ontology coverage, with
the average number of topics per paper increasing from 6.02 to 6.27 and
the number of unique topics increasing from 484 to 504. The princi-
pal trade-off was memory consumption, which increased from 1665.35 +
21.47 MB to 3124.44 + 12.14 MB.

BERT NER and Mistral-7B are included only as task-oriented compu-
tational baselines, not as direct alternatives for ontology classification.
Their entity- and prompt-based outputs are not directly comparable with
ontology-linked CSO topic annotations. Moreover, because they were
evaluated using model-specific benchmark implementations, their en-
ergy and CO,e values are reported only as indicative computational
context rather than as strictly equivalent inference measurements.

7 CodeCarbon—nhttps://docs.codecarbon.io/.


https://github.com/faisalramzan3725/w2v_model_for_cso_classifier/
https://github.com/faisalramzan3725/w2v_model_for_cso_classifier/
https://cso.kmi.open.ac.uk/downloads
https://www.semanticscholar.org/
https://radimrehurek.com/gensim/
https://docs.codecarbon.io/

F. Ramzan, A. Salatino, F. Osborne et al.

Table 1
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Computational comparison on the same benchmark of 100 scientific papers. Values are reported as mean + standard deviation over 100 inference runs.

Metric CSO 3.0

Primary task Ontology classification
Ontology-linked output Yes

Inference time (s) 48.81 + 6.90
Time per paper (s) 0.48 +£0.06
Throughput (papers/min) 125.52 +19.48
Incremental peak memory (MB) 1665.35 +21.47
Estimated energy consumption (Wh) 0.71 £0.10
Normalized estimated CO,-equivalent emissions (g) 0.23 +0.03
Average topics/entities per paper 6.02

Unique topics/entities 484

CSO 4.0 BERT NER [27] Mistral-7B Q4 KM
Ontology classification Entity extraction Prompt-based extraction
Yes No No

39.65 +3.93 20.46 +£5.36 3279.24 + 460.01
0.39 +0.03 0.20 +0.05 32.79 +£4.60
152.42 +12.04 309.51 £ 65.70 1.85+0.18
3124.44 + 12.14 1138.44 +7.60 6418.95 + 383.96
0.30 + 0.05 0.42+0.22 29.22 +22.68

0.10 £ 0.01 0.14 £0.07 9.66 +7.50

6.27 50.72 4.96

504 3296 493

3. CSO classifier in practice
3.1. Demonstration example and classifier output

To demonstrate the main functions of CSO Classifier 4.0, we consider
a sample document [28] with the following metadata:

Title: “A deep learning approach for medical image classification
using XAI and convolutional neural networks”

Abstract: “The classification of medical images is a crucial task
for medical diagnosis and treatment, as it provides vital information
about the patient’s condition and aids in making medical decisions
quickly. The justification for using deep learning for the classification
of medical images...”

Keywords: Convolutional neural networks, Explainable artifi-
cial intelligence, Local interpretable model-agnostic explanations,
Medical image classification, SHapley Additive exPlanations

Running the code in Listing 1 produces a structured dictionary
with the fields syntactic, semantic, union, enhanced, explanation,
syntactic_weights, and semantic_weights. To keep the manuscript
concise, the complete JSON output is provided in the companion
document CSO Classifier Output.®

The syntactic module first extracts n-grams from the input text
and matches them against CSO labels. In this example, it identifies
explicit concepts such as deep learning, convolutional neural networks,
medical images, image classification, image segmentation, artificial intelli-
gence, and parallel computing. These matches provide high-precision topic
candidates directly grounded in the document’s terminology.

The semantic module then expands the candidate set by leverag-
ing distributional similarity. Using the precomputed token-to-concept
cache, the system associates salient tokens, like classification, neural, im-
age, and parallel, with related CSO concepts, and introduces additional
relevant topics, including machine learning and computer vision, even
though they are not explicitly mentioned in the input text.

Finally, the ontology-aware post-processing module merges syntac-
tic and semantic candidates, removes outliers, and enriches the results
using the CSO structure. In this example, higher-level or related con-
cepts, including image processing and graphics processing unit, are added,
resulting in a coherent, hierarchical topic profile.

The final output is the following set of CSO topics:

Deep Learning, Convolutional Neural Networks, Medical
Images, Image Classification, Image Segmentation,
Artificial Intelligence, Machine Learning, Computer
Vision, Image Processing, Parallel Computing, Graphics
Processing Unit

Overall, this example illustrates how CSO Classifier 4.0 combines
explicit concept detection, semantic expansion, and ontology-aware en-
richment to generate interpretable, ontology-aligned topic annotations
from standard scholarly metadata.

8 CSO Classifier Sample Output—https://doi.org/10.5281/zenodo.21442400.

from cso_classifier import CSOClassifier
import json

paper = {
"title":
classification using XAI and convolutional neural networks",
"abstract": "The classification of medical images is a crucial
task for medical diagnosis and treatment, as it provides...",
"keywords": "Convolutional neural networks, Explainable
artificial intelligence, Local interpretable model-agnostic
explanations, Medical image classification, SHapley Additive

"A deep learning approach for medical image

exPlanations"

}
cc = CS0Classifier(explanation=True, get_weights=True)
result = cc.run(paper)

print (result)

with open("output.json", "w") as outfile:
json.dump(result, outfile, indent=4)

Listing 1. Programmatic use of CSO Classifier 4.0 and JSON export.

3.2. Programmatic usage and toolchain integration

CSO Classifier can be installed in any virtual environment run-
ning Python 3.11 or later using pip install cso-classifier and
can be readily embedded in external Python-based workflows as a
metadata-enrichment component. The classifier accepts a structured
record comprising a paper title, abstract, and, where available, au-
thor keywords. This input format can represent a single publication or
a batch of multiple papers. These outputs can be exported as JSON
and reused in external software pipelines, including digital libraries,
search indexes, scholarly knowledge graphs, recommender systems, and
large-scale science-of-science analytics platforms.

Listing 1 provides a minimal example in which the classifier is
applied to the sample document discussed in Section 3.1. The code
instantiates the classifier, processes the input metadata, prints the result-
ing annotations, and saves them as a JSON file for reuse by downstream
tools.

3.3. Cross-domain adaptation

CSO Classifier is adaptable to domains beyond Computer Science.
Users can transition to a new field by swapping CSO with an alternative
knowledge organisation system [29] and training a word-embedding
model on a domain-specific corpus. This is facilitated by the retraining
pipeline code released with this manuscript.

To integrate an alternative ontology, a pre-processing stage must first
map it into the classifier’s internal representation. This schema encodes
concept labels, broader and narrower relations, equivalent concepts,
and preferred labels. In the current implementation, these structures are
populated from the CSO predicates superTopicOf, relatedEquivalent,
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preferentialEquivalent, and rdfs:label. Detailed guidance on
this adaptation process is provided in the accompanying documenta-
tion [30].

4. Impact

CSO Classifier 4.0 provides standardised, interpretable, and scalable
topic annotations that support scholarly knowledge management and re-
search analytics. By grounding its outputs in CSO, the classifier generates
stable and human-readable labels for semantic indexing, information
retrieval, recommendation, knowledge graph construction, and meta-
science analyses. In practical workflows, it reduces the need for manual
topic assignment by automatically producing consistent CSO-based an-
notations from commonly available metadata such as titles, abstracts,
and keywords.

CSO-based technologies have been used in several scholarly ana-
lytics systems, including knowledge graph construction platforms such
as the AIDA Knowledge Graph and CS-KG, digital libraries such as
Rexplore, and editorial workflows such as Smart Topic Miner at Springer
Nature [14,15,30-34]. These deployments demonstrate the relevance
of ontology-based topic annotation beyond academic prototypes and in
real-world scientific publishing processes.

The impact of CSO Classifier extends to several research questions
in metascience and scholarly analytics [26]. It has been used to explore
and analyse scholarly data [33], identify research trends and map sci-
entific domains [14], track the evolution of topics over time [35], and
analyse the diversity of expertise within scientific teams [36]. It also
supports higher-level analytical tasks such as detecting research commu-
nities [35,37], modelling and recommending domain experts [38,39],
and studying collaboration patterns and their relationship to research
impact [26].

Beyond its original target domain, the CSO framework has enabled
cross-domain applications, including the annotation of non-scholarly
artefacts such as job advertisements [40], multimedia content [41], and
industrial datasets [15]. These applications show that ontology-based
topic annotation can bridge academic and industrial contexts, support-
ing the analysis of knowledge flows between research and practice [42].

A further impact of CSO Classifier 4.0 lies in its support for predic-
tive and forward-looking analytics. By leveraging the semantic structure
of CSO, related systems have investigated the forecasting of emerg-
ing research topics, academic impact, and technology adoption trends,
as demonstrated by Augur and related frameworks [43-45]. These ca-
pabilities are relevant for funding agencies, research institutions, and
policy-oriented analyses, where the early identification of emerging and
impactful research directions can support strategic decision-making.

Finally, CSO Classifier 4.0 contributes reusable semantic resources,
including embeddings and concept mappings, which can be used in
downstream applications such as clustering [35], recommendation sys-
tems [39], and query expansion [46].

5. Conclusion

We presented CSO Classifier 4.0, an open-source software framework
for scalable and interpretable topic annotation of scholarly documents
using the Computer Science Ontology. The software maps standard
scholarly metadata, such as titles, abstracts, and keywords, to CSO
concepts through a pipeline combining syntactic matching, embedding-
based semantic expansion, and ontology-aware post-processing. In this
way, it produces controlled, human-readable topic annotations that
can support semantic indexing, knowledge graph construction, rec-
ommendation, trend analysis, and large-scale scholarly analytics. The
main advancements of CSO Classifier 4.0 include an updated seman-
tic backbone trained on large-scale and recent scholarly metadata, soft
classification with topic weighting, domain-aware filtering, compatibil-
ity with modern Python environments, and a reproducible pipeline for
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regenerating semantic resources. These improvements enable the sys-
tem to better capture evolving research terminology while maintaining
consistency with previous versions.

Future work will focus on advancing towards multi-field classifica-
tion, enabling the system to operate across diverse research domains
beyond Computer Science. This direction involves the integration of
multi-field knowledge organisation systems and the development of Al
approaches capable of processing and analysing heterogeneous linguistic
styles across disciplines. A key future extension is an ontology loader that
accepts both the target ontology and its mapping schema and can load
SKOS- or OWL-based vocabularies into the classifier’s internal represen-
tation. This would remove dependence on ontology-specific predicates
and substantially reduce manual preprocessing.
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