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Abstract. Many novel methodologies for solving large spatial prob-
lems leverage distributed learning settings. Most follow the Divide-and-
Conquer paradigm, which analyzes independently local subregions and
then aggregates posterior inferences. These approaches often rely on any
convex combination of local posterior distributions, i.e., convex mix-
tures of posterior distributions regulated by normalized weights. This
manuscript proposes an effective method for mitigating partition depen-
dence by adjusting the normalized weights, extending the applicability
of such methods beyond randomly assigned partitions. While the Divide-
and-Conquer approach is computationally efficient and often highly ef-
fective, its dependence on the spatial characteristics of the data partition
can seriously impact inference, as emerged in several previous studies.
Addressing performance issues in regular-grid spatial partitions, where
distributed learning models often struggle, may be impactful. This con-
tribution could support the latest developments in distributed learning
for spatial problems, overcoming previous limitations. A climate science
application on global warming data demonstrates effectiveness in inter-
polating sea surface temperature worldwide.
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1 Introduction

The increasing availability of large spatial datasets has fuelled the demand for
scalable Bayesian inference methods that can efficiently handle spatial “big-
n” problems. Conventional Bayesian geostatistical models often struggle under
the computational burden imposed by large sample sizes, mainly due to matrix
inversion and Cholesky decomposition, necessitating distributed approaches to
posterior inference. In literature, considerable contribution arises facing this is-
sue by distributed settings [10,3,5,6]. A widely adopted strategy in this context
is the Divide-and-Conquer paradigm [9,3,6], wherein data are partitioned into
smaller, computationally manageable subsets, analyzed independently, and then
aggregated to reconstruct the global posterior distribution.

Consensus Monte Carlo (cmc) firstly appeared in [9], and then its variants
[8,10], provide a foundational framework for distributed Bayesian inference by
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computing weighted convex combinations of local posterior distributions. These
methods achieve computational scalability but often exhibit undesirable sen-
sitivities to partitioning schemes [3,6], especially in spatial applications where
dependencies among observations vary across geographic locations. As noted
by [3], and [6], the effectiveness of distributed spatial models critically depends
on how well the partitioning strategy preserves the structure of the underlying
spatial process.

A major limitation of many distributed Bayesian models in spatial statistics
is their suboptimal performance on structured spatial partitions, such as regular
grids, as opposed to randomly assigned data blocks [3,4,6]. This issue arises be-
cause customary aggregation strategies in distributed Bayesian learning assume
exchangeability across data partitions, a condition often violated in regular spa-
tial settings due to inherent spatial correlations. Informally, data blocks from a
regular grid do not preserve the underlying structure of the global spatial pro-
cess. Consequently, inference on the global spatial process is often biased, with
local models failing to adequately capture large-scale spatial dependencies.

This work proposes a novel and effective adjustment to mitigate partition de-
pendence in distributed Bayesian spatial models. Our approach leverages centroid-
based reweighting, refining the posterior mixture weights by incorporating spa-
tial distance adjustments. By systematically down-weighting distant blocks while
emphasizing closer regions, we enhance predictive accuracy and enable more
robust inference on global spatial processes. Inspired by spatial interpolation
techniques such as inverse distance weighting (idw) [11], our method general-
izes these principles within a Bayesian distributed learning framework, offering
improved spatial coherence in posterior inference.

This paper is organized as follows. Section 2 presents the methodological
framework for our centroid-based weight adjustment strategy. Section 3 provides
an empirical evaluation using global sst data, presenting the advantages of this
contribution in a spatial analysis setting.

2 Spatially Adjusted Predictions in Bayesian Distributed
Learning

Let S = {s1, . . . , sn} ⊂ D denote the set of n locations yielding observations
on an outcome y(s) for each s ∈ S. We collect these measurements into the

vector y =
(
y(si)

)⊤
, where i = 1, . . . , n. Let X = [x(si)]

⊤ represent an n × p
matrix, with each row vector x(si)

⊤ consisting of recorded measurements on
p < n predictors at the location si ∈ S. It is assumed that X has full column
rank p. A customary Bayesian hierarchical model can be specified

y | β, ω, σ2 ∼ Nn(Xβ + ω , δ2σ2In ) ;
ω | σ2 ∼ Nn( 0 , σ

2ρϕ(S,S) ) ;
β | σ2 ∼ Np(M0m0 , σ

2M0 ) ;

σ2 ∼ IG( aσ , bσ ).

(1)
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Where β is the p × 1 vector of regression coefficients measuring the trend,
ω = (ω1, . . . , ωn)

⊤ denotes the finite-dimensional realization of the zero-centered
Gaussian process defined over Rd. The spatial correlation is represented by the
n × n correlation matrix ρϕ(S,S), which is constructed from the spatial corre-
lation function ρϕ(·, ·), with the indexing parameter(s) ϕ. The parameter σ2 is
the scale parameter, representing the spatial variance. The parametrization of
Equation (2) explicitly defines the noise-to-spatial variance ratio as δ2 := τ2

/
σ2,

where τ2 refers to the micro-scale (nugget) variance. This formulation is more
convenient than specifying τ2 = δ2σ2, offering a more tractable model for the
spatial process. The prior specifications for β, and σ2 involve the hyperparame-
ters M0, m0, aσ, and bσ, which are assumed to be known. Fixing the parameters
ϕ and δ2 ensures closed-form conjugate marginal posterior and posterior predic-
tive distributions for this hierarchical specification, as outlined in [2,1,13].

When S includes thousands of locations, standard approaches demand inten-
sive computational resources. As n grows to hundreds of thousands, these models
become practically infeasible, requiring approximate solutions. The literature of-
fers several classes of approximate methods. We focus on Bayesian distributed
models, where the data are partitioned into K disjoint blocks representing sub-
regions of the original area of interest. Each block contains data from nk loca-
tions, for k = 1, . . . ,K, such that n =

∑K
k=1 nk. Bayesian distributed learning

models the data independently within each block

yk | β, ωk, σ
2 ∼ Nnk

(Xkβ + ωk , δ
2σ2Ink

) ,

ωk | σ2 ∼ Nnk
( 0 , ρϕ(Sk,Sk) ).

(2)

Here, yk, Xk, ωk denote the response, predictor matrix, and spatial process for
the k-th block, while Sk and nk represent the set of locations within the k-th
block and its cardinality. Recall that S = ∪K

k=1Sk.
After independently analyzing the K sub-regions, most Bayesian distributed

learning methodologies yield weights w = {w1, . . . , wK} and local posterior dis-
tributions pk( · | Dk) for k = 1, . . . ,K, where Dk denotes the data from the k-th
block. Global posterior inferences for the full dataset D are then subsequently
obtained

p̂( · | D ) =

K∑
k=1

wk pk( · | Dk ). (3)

The weights w, relative to the chosen Bayesian distributed method, are then
used for posterior sampling, prediction, and uncertainty quantification.

Consider spatial prediction problems, where we are interested in a finite set of
unobserved locations U = {u1, . . . , um}, and our goal is to make predictions. We
assume the domain to be a regular subset of Euclidean space, D ⊂ R2, and base
our algorithm on the concept of centroids, which maintains geometric meaning in
R2. Specifically, we use the centroids of the K subregions in D, where distributed
computation occurs, to adjust the spatial model. Let {ck : k = 1, . . . ,K} be the
set of centroids. We define the weight-adjustments for a generic location uj ∈ U
as

∆
uj

K = γ
(
ζ
uj

K

)
, ζ

uj

K =
(
dist(uj , ck) : k = 1, . . . ,K

)
, (4)
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Fig. 1. Representation of blocks (composing the black grid) distance from generic lo-
cations (in red) to centroids (purple stars).

where ζ
uj

K is the vector of distances from uj to each centroid ck. The reweighting
function γ(·) is a monotonically decreasing function that maps theK-dimensional
distance vector ζ

uj

K to the space of weight adjustments, ∆
uj

K . This adjustment
works similarly to inverse distance weighting (idw), such as Shepard’s algo-
rithm [11]. However, it generalizes the approach by allowing γ beyond the in-
verse power, and uses location-centroid distances instead of location-location dis-
tances. Fig. 1 illustrates the location-centroid distance scheme. These distances
are then used to re-weight block importance when interpolating unobserved lo-
cations. This adjustment turns the model from a global weighting to a more
local one, increasing the influence of blocks closer to the prediction site. For a
generic unobserved location uj , the adjusted weights are defined as

w̃uj
= (w̃uj ,1, . . . , w̃uj ,K)⊤ =

(
w1∆

uj

1∑K
k=1 wk∆

uj

k

, · · · ,
wK∆

uj

K∑K
k=1 wk∆

uj

k

)⊤

, (5)

yielding a new location-specific set of weights that reduces dependence on the
partition scheme.

The reweighting function γ(·) can be arbitrarily specified to penalize farthest
blocks, increasing the influence of closer ones. Based on Tobler’s law “Every-
thing is related to everything else, but near things are more related than distant
things.” [12], spatial correlation is typically modeled as a decreasing function of
distance. Following this principle, we allow γ to be any monotonically decreasing
function of the distance between centroids, offering wide flexibility to adapt the
dependency structure to the problem at hand.

To reduce computational burden and limit the influence of extremely far
blocks (where spatial correlation becomes negligible), we propose “cutting” de-
pendencies to a reasonable number of neighbors. Specifically, we introduce g to
represent the number of spatially relevant neighboring blocks. The function γ
must then be defined to assign non-zero weights exclusively to the first g-nearest
centroids, ensuring that only the most relevant blocks contribute to the model.

Both the neighborhood structure and the choice of block size are critical fac-
tors influencing the performance of the proposed method. Small blocks may lead
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Fig. 2. From left to right: test data interpolation, not-adjusted prediction, and adjusted
prediction.

to overfitting and high variance in local estimates, while large blocks can over-
smooth spatial heterogeneity, diminishing the effectiveness of spatial borrowing
of information across closer blocks. Finding the right balance between these ex-
tremes is essential for optimal modeling. We plan to investigate the impact of
block size and neighborhood structure comprehensively, with a detailed discus-
sion and extensive simulation study on this aspect included in the upcoming
research.

3 Climate science application

Nowadays, we are approaching the critical point of no return for global warming.
Over the years, the necessity for environmental monitoring has grown constantly,
driving the development of methodologies to manage the large amounts of tem-
perature data now available. A crucial focus is the wealth of the hydrosphere,
with sea surface temperature (sst) data playing a key role. Even small varia-
tions of a few degrees Celsius can trigger major phenomena, such as hurricanes.
We analyze sst data under a scenario where local administrations survey only
their jurisdictions, with a central authority aggregating inferences from all local
branches.

We only consider Euclidean distance, as typically used in large-scale spatial
modeling. We acknowledge that for extensive spatial domains, such as global or
continental scales, geodesic distances could offer a more precise measure of spatial
proximity. In this study, we adopt a local planar approximation, which is suitable
for smaller spatial domains where the Earth’s curvature has a negligible impact.
This choice is further justified by the local nature of the sub-regions managed by
local administrations. Additionally, the computational burden associated with
calculating the geodesic distance matrix makes this approximation a practical
solution in our context.

In this setting, we consider n = 481, 034 observations globally, arranged
over a 5× 5 degree regular spatial grid. The data is partitioned into K = 1, 934
blocks, each containing between 130 and 350 locations. As explanatory variables,
we use the spatial coordinates after applying a sinusoidal projection, resulting
in p = 2 predictors. Prior specifications, which are shared across all subsets,
adopt standard choices: M0 = 10Ip, m0 = 0p, aσ = 2, and bσ = 2. We opt for a
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smooth reweighting function γ(ζ) = ζ−2, and hold out m = 1, 500 observations
to evaluate root mean square prediction errors (rmspes).

The data is analyzed using double bps, recently introduced by [6] and
available through the spBPS R package [7]. double bps implements Bayesian
transfer learning for multivariate spatial regression, delivering high-performance
computation and producing global posterior predictive distributions as mixtures
of mixtures, as in Equation (3). It can efficiently handle millions of units within
minutes. Further details on double bps are provided in [6].

Despite its strengths, double bps, like many other distributed spatial mod-
els, performs poorly on regular spatial partitions, failing to capture global spatial
features from local blocks. Fig. 2 (central plot) shows this limitation clearly, a
phenomenon well-documented for spatial distributed models in [3]. However, the
proposed adjustment significantly alleviates this issue, as seen in the rightmost
plot of Fig. 2. The adjustment also reduces the rmspe for double bps from
14.591 to 8.093, showing a substantial improvement.
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