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Abstract
Optimization problems represent a class of pervasive and complex tasks in Com-
puter Science, whose goal is to identify the global optimum of a given objective
function within a multi-dimensional search space. Such problems are often noisy,
multi-modal, non-convex, non-separable, and non-differentiable. Because of these
features, they mandate the use of sophisticated gradient-free population-based op-
timization methods, called meta-heuristics, to effectively explore the search space.
Since different meta-heuristics might obtain better or worse results when executed
on the same optimization problem, the choice of the most suitable approach repre-
sents a “meta-problem” itself, that is, an issue that needs to be sorted out in order to
solve the problem under investigation. The solution of this meta-problem is usually
expert-driven, time-consuming, and requires a priori knowledge of the problem fea-
tures, an information that is often lacking in real world applications. Another family
of techniques that can be used to simplify the solution of optimization problems con-
sist in the manipulation of the fitness landscapes. Among these techniques, Dilation
Functions apply transformations to the search space to either “expand” promising
regions of the landscape or “compress” less promising regions. However, also the
choice of the proper Dilation Function for a given problem is a meta-problem that
requires additional information about the landscape.

The aim of this thesis is showing how Computational Intelligence can be lever-
aged to figure out meta-problems in the context of global optimization. To do so, two
main contributions are proposed. First, I introduce a completely settings-free multi-
islands hybrid method that combines two of the most successful meta-heuristics
for global optimization problems, namely, Covariance Matrix Adaptation Evolution
Strategy and Fuzzy Self-Tuning Particle Swarm Optimization. Second, I design two
entirely automatic evolutionary approaches to determine the most suitable Dilation
Function, or a set of Dilation Functions, for the problem under investigation. More-
over, I define a novel class of Dilation Functions aimed at performing local manip-
ulations of the landscape, and develop a tailored approach to automatically evolve
these manipulations. Finally, I apply all of these approaches in different scenarios,
which range from real world problems to the improvement of the quality of Pareto
fronts for multi-objective optimization problems. The results show that Computa-
tional Intelligence can be effectively used to tackle meta-problems in the optimiza-
tion context, and pave the way to the use of completely automatic approaches able
to determine the best algorithm tailored for the problem under investigation.
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Chapter 1

Introduction

Many real world problems can be formulated as optimization problems, whose pur-

pose consists in identifying the best solution—belonging to a possibly in�nite set of

feasible solutions (also named search space)—that either minimizes or maximizes

one objective function or a set of objective functions [1, 2]. In this context, the ef-

fectiveness of gradient-based methods with multiple restarts and their stochastic

variants was shown [1, 3]. However, gradient-based methods cannot be applied in

many real world problems because the objective functions are non-differentiable and

not analytically de�ned. In fact, real world optimization problems often rely on per-

forming a simulation of a complex system and evaluating its behaviour: for instance,

if the goal is to determine the optimal con�guration of an airplane wing, it might

be necessary to run a �uid-dynamics simulation for each candidate con�guration.

Moreover, even problems that provide an analytical de�nition of the objective func-

tions might be characterized by intrinsic features—e.g., being noisy, multi-modal,

non-convex and non-separable [4]—that can get gradient-based methods stuck into

(possibly poor) local optima. Optimization problems thus mandate the use of more

sophisticated optimization methods that do not rely on the gradient information.

In the last 30 years, several bio-inspired population-based meta-heuristics were

introduced to effectively solve optimization problems with affordable computational

costs [5, 6]. Meta-heuristics successfully outperformed gradient-based methods in

several benchmark problems—which were hand-crafted to mimic the features of

real world problems—and in a large variety of real world applications, ranging from

manufacturing design [7] to systems biology [8, 9]. Nonetheless, in 1997 the “No

Free Lunch theorem” proved that it is impossible to de�ne an optimization method

able to outperform, on average, all the other optimization methods over all possible

optimization problems [10]. Still, this theorem does not state any limitation about

the existence of meta-heuristics that can outperform other optimization methods on

sub-classes of problems. In the last two decades, the scienti�c research focused on

the development of variants of the best performing methods to further ameliorate

their performance on speci�c sub-classes of problems. The choice of the appropriate

meta-heuristic among the plethora of available optimization methods poses a prob-

lem itself, in a sense, that has to be handled before solving the optimization problem

under investigation. The questions regarding the choice of the most appropriate
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algorithms—as well as their settings—to solve an optimization problem are usually

referred to as “meta-problems”. A line of research that is being explored to �gure out

this meta-problem, also accounting for the No Free lunch theorem, is the design of

hybrid algorithms. The general idea behind hybrid algorithms consists in merging

together the most successful characteristics of two or more different methods, which

usually perform better on completely different problems, in order to respectively

overcome their limitations. Such an idea gave birth to a variety of hybrid algorithms

that combine the methods on different levels and achieve better performance than

the original optimization methods.

Another line of research that has been less investigated over the years is the de-

sign of hand-crafted representations of candidate solutions to improve the optimiza-

tion of the problem under investigation. Unfortunately, the main drawback of this

approach is that those representations are tailored for a given problem and re-using

them for different problems is often unfeasible, since they leverage speci�c charac-

teristics of the problem de�nition. Therefore, more general-purpose strategies that

try to manipulate the solution representation while remaining applicable to multiple

problems have been introduced in the literature. In particular, some effort has been

spent to de�ne techniques able to manipulate the search space, so that the search of

the optimum will be focused on regions containing good quality solutions. Among

such techniques, Dilation Functions have been presented to either “compress” or

“expand” some target regions of the search space, in order to improve the explo-

ration and exploitation capabilities of any meta-heuristic [11]. Although such func-

tions do not rely on any particular characteristic of the problem de�nition, the design

of the most suitable Dilation Function for the problem under investigation is prob-

lem dependent, as it is related to the search space and its promising regions. There-

fore, also this approach introduces a meta-problem consisting in the identi�cation of

the proper Dilation Function for the problem under investigation.

1.1 Aims and Motivations

This thesis aims to provide new perspectives on how Computational Intelligence

can be leveraged to tackle the meta-problems that arise when solving optimization

problems. The meta-problems I address in this thesis are twofold.

The �rst one is related to the selection of the most suitable meta-heuristic for the

problem under investigation. To do so, I de�ne hybrid optimization methods that

combine the main characteristics of existing Computational Intelligence methods. In

particular, I propose a novel hybrid optimization method that, besides being able to

compete against the state-of-the-art optimization methods, is also settings-free. This

is in contrast to the majority of hybrid methods, which generally introduce addi-

tional user-set hyper-parameters that govern how the components of the hybridized

methods work together. In addition, hybrid methods are often structured as one

standard method that runs the optimization while leveraging some components of
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the other method, thus not exploiting an explicit cooperation, or competition, be-

tween the hybridized optimization methods. A little explored hybridization strategy

is to allow the cooperation or competition between different optimization methods

by governing when and how they “interact” with each other. To take these matters

into account, in this thesis I design a novel settings-free hybrid method that controls

the cooperation between two settings-free state-of-the-art methods that are based on

completely different biological metaphors, namely, Evolutionary Computation and

Swarm Intelligence. Moreover, I also improve this hybrid method by introducing a

self-tuning variant that dynamically adjusts the internal parameters used to regulate

the optimization process of the original methods.

The second aim focuses on overcoming the main limitation of Dilation Func-

tions, that is, the need of domain knowledge to handcraft a suitable manipulation

for the problem under investigation, thus facing the meta-problem of determining

the most appropriate Dilation Function. To do so, I re-state this problem as a meta-

optimization problem, which means solving an optimization problem (the discovery

of the most suitable Dilation Function) to improve the solution process of the under-

lying optimization problem. Following this strategy, I design two novel automatic

approaches that can successfully evolve a single manipulation or a set of manipu-

lations, thus simplifying the problem. Moreover, I introduce Local Bubble Dilation

Functions, a new family of Dilation Functions that locally manipulate sub-regions

of the search space without affecting other regions. Since these novel manipulations

require domain knowledge to be properly applied, I also propose an automatic ap-

proach to evolve Local Bubble Dilation Functions. Finally, I apply such techniques

in different application scenarios to prove their effectiveness.

Figure 1.1 reports a graphical abstract that depicts the aims of this thesis and

its contributions. The black boxes represent the two meta-problems and their cor-

responding goals, as well as the techniques already available in literature (e.g., Di-

lation Functions), while the other boxes highlight the contributions of this thesis.

Namely, the blue boxes represent the de�nition of the novel hybrid optimization

method and the design of its self-tuning variant, which address the �rst aim. The

orange boxes represent the contributions aimed at satisfying the second aim, that is,

the automatic evolution of global and local Dilation Functions. This graphical ab-

stract also depicts the application scenarios: the estimation of kinetic parameters of

biochemical models, and the use of Local Bubble Dilation Functions to escape from

stall conditions and to improve the quality of a Pareto front identi�ed by multi-

objective optimization methods.

1.2 Overview of Contents

The thesis is structured as follows.

Part I contains prerequisites and basic notions that will be exploited in the de-

velopment of this work. In particular, Chapter 2 introduces the concepts of global
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FIGURE 1.1: Graphical abstract of the aims and contributions of this thesis. The
research questions and techniques available in the literature are colored in black.
The contributions to address the �rst aim are highlighted in blue, while the orange

boxes represent the contributions for the second aim.

optimization, multi-objective optimization, and the optimization methods used in

this work. Chapter 3 provides an overview of the literature regarding the manipu-

lation techniques and the formal de�nition of Dilation Functions.

Part II presents the novel contributions. Concerning the �rst aim, Chapter 4 con-

tains the de�nition and the evaluation of a new hybrid global optimization method

(named HyCAPS), while Chapter 5 presents a self-tuning variant of HyCAPS (named

ST-HyCAPS) that dynamically adapts its internal parameters according to the achieved

performance. Concerning the second aim, Chapter 6 gives a description of two

novel automatic approaches to evolve Dilation Functions (named GA-FSTPSO and

GP4DFs), while the introduction of local manipulations of the search space and the

automatic method to evolve them is provided in Chapter 7. Then, Chapter 8 de-

picts several applications where these manipulations have been leveraged. Finally,

in Chapter 9 I draw the conclusions of the thesis and point to future directions.

The last part includes �ve appendices: Appendix A provides the basic notions

of Fuzzy Logic and fuzzy inference systems; Appendix B contains the de�nitions of

all the benchmark functions used in this thesis; appendices C, D and E respectively

present all additional results obtained during the testing of HyCAPS, ST-HyCAPS

and GP4DFs.
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1.3 Scienti�c Production

The contents of this thesis are based on the following publications.

Journal papers

• Papetti D.M., Tangherloni A., Farinati D., Cazzaniga P., Vanneschi L.

Simplifying �tness landscape using dilation functions evolved with genetic

programming

IEEE Computational Intelligence Magazine, 2023, 18.1: 22-31.

• Nobile M.S., Papetti D.M., Spolaor S., Cazzaniga P., Manzoni L.

Shaping and dilating the �tness landscape for parameter estimation in stochas-

tic biochemical models

Applied Sciences, 2022, 12.13: 6671.

Conference proceedings

• Papetti D.M., Coelho V.

Evolving dilation functions for parameter estimation

2023 IEEE Conference on Computational Intelligence in Bioinformatics and

Computational Biology (CIBCB). IEEE, 2023. p. 1-8. [Best student paper award].

• Coelho V., Papetti D.M., Tangherloni A., Cazzaniga P., Besozzi D., Nobile M.S.

The domination game: dilating bubbles to �ll up Pareto fronts

2023 IEEE Congress on Evolutionary Computation (CEC). IEEE, 2023. p. 1-8.

[Candidate to best student paper award].

• Papetti D.M., Coelho V., Ashlock D.A., Cazzaniga P., Spolaor S., Besozzi D.,

Nobile M.S.

Local bubble dilation functions: hypersphere-bounded landscape deforma-

tions simplify global optimization

2022 IEEE Conference on Computational Intelligence in Bioinformatics and

Computational Biology (CIBCB). IEEE, 2022. p. 1-8. [Candidate to best student

paper award].

• Papetti D. M., Ashlock D. A., Cazzaniga P., Besozzi D., Nobile M. S.

If you can't beat it, squash it: simplify global optimization by evolving di-

lation functions

2021 IEEE Congress on Evolutionary Computation (CEC). IEEE, 2021. p. 1414-

1422.

Unpublished manuscripts

• Papetti D.M., Nobile M.S., Spolaor S., Cazzaniga P., Vanneschi L., Besozzi D.

HyCAPS: a hybrid optimization heuristics integrating evolutionary compu-

tation and swarm intelligence

Submitted to 2024 IEEE Congress on Evolutionary Computation.

5



Chapter 1. Introduction

• Papetti D.M., Nobile M.S., Spolaor S., Cazzaniga P., Vanneschi L., Besozzi D.

A parameter-less and self-tuning computational intelligence method for the

automatic solution of global optimization problems

To be submitted to Nature Computational Science

• Marino M., Papetti D.M., Coelho V., Besozzi D., Nobile M.S.

Feeling trapped? Avoid stalling of particle swarms with local bubble dila-

tion functions .

To be submitted to IEEE Transactions on Evolutionary Computation.

Additional work on other Computer Science topics resulted in the following publi-

cations, which are not included in this thesis.

Journal papers

• Botta C., Perez C., Larrayoz M., Puig N., Cedena M., Termini R., Goicoechea

I., Rodríguez S., Zabaleta A., Lopez A., Sarvide S., Blanco L., Papetti D. M.,

Nobile M. S., Besozzi D. et al.

Large T cell clones expressing immune checkpoints increase during multi-

ple myeloma evolution and predict treatment resistance

Nature Communications, 2023, 14.1: 5825.

In collaboration with University of Palermo and Universidad de Navarra.

• Papetti D. M., Nazari I., Spolaor S., Tirelli A., Leonardi L., Caprioli C., Besozzi

D., Vlachou T., Pelicci P. G., Cazzaniga P., Nobile M. S.

Barcode demultiplexing of nanopore sequencing raw signals by unsuper-

vised machine learning

Frontiers in Bioinformatics, 2023, 3: 1067113.

In collaboration with European Institute of Oncology.

• Papetti D. M., Van Abeelen K., Davies R., Menè R., Heilbron F., Perelli F. P.,

Artico J., Seraphim A., Moon J. C., Parati G., Xue H., Kellman P., Badano L. P.,

Besozzi D., Nobile M. S., Torlasco C.

An accurate and time-ef�cient deep learning-based system for automated

segmentation and reporting of cardiac magnetic resonance-detected ischemic

scar

Computer Methods and Programs in Biomedicine, 2023, 229: 107321.

In collaboration with IRCCS Istituto Auxologico Italiano and National Institutes of

Health.

Conference proceedings

• Papetti D.M., Fuchs C., Coelho V., Kaymak U., Nobile M.S.

Estimation of fuzzy models from mixed data sets with pyFUME

2023 IEEE Conference on Computational Intelligence in Bioinformatics and

Computational Biology (CIBCB). IEEE, 2023. p. 1-8.
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• Spolaor S., Papetti D. M., Cazzaniga P., Besozzi D., Nobile M. S.

A comparison of multi-objective optimization algorithms to identify drug

target combinations

2021 IEEE Conference on Computational Intelligence in Bioinformatics and

Computational Biology (CIBCB). IEEE, 2021. p. 1-8.

Posters and abstracts

• Torlasco C., Papetti D. M., Sabatini M., Moscogiuri G., Castelletti S., Xue H.,

Kellman P., Parati G., Badano L. P., Nobile M. S., Besozzi D.

Techniques of arti�cial intelligence for the determination of the optimal in-

version time: the THAITI project

2022 European Heart Journal Supplements. [Best abstract award at the83rdAnnual

Congress of the Italian Society of Cardiology (SIC)].

• Torlasco C., Papetti D. M., Menè R., Artico J., Seraphim A., Badano L. P., Moon

J. C., Parati G., Xue H., Kellman P., Nobile M. S.

Dark blood ischemic LGE segmentation using a deep learning approach

2021 European Heart Journal – Cardiovascular Imaging, 22:2.

Patent

• “Method for determining an optimal inversion time for an `Inversion Recov-

ery' radio frequency pulse sequence of a magnetic resonance for acquiring late

images after administering a paramagnetic contrast medium”

Co-inventors: Daniele M. Papetti; Dr. Camilla Torlasco (IRCCS Istituto Aux-

ologico Italiano); Prof. Daniela Besozzi (University of Milano-Bicocca); Prof.

Marco S. Nobile (Ca' Foscari University of Venice).

The Italian patent (ID 102022000017907, submitted on 31/08/2022) was ex-

tended with a PCT international application on 28/08/2023 (ID PCT/EP2023/

073475).
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Chapter 2

Global Optimization and

Meta-Heuristics

2.1 Single and Multi-Objectives Optimization Problems

Let A be aD-dimensional search space, either continuous or discrete, andF : A ! R

an objective function. The goal of a (single-objective) global optimization problem

is to determine the optimal candidate solution x� 2 A such that F(x� ) � F(x), for

minimization problems, or F(x� ) � F(x), for maximization problems, 8x 2 A, x 6=
x� . In this thesis, I will focus on optimization problems with continuous bounded

search spaces without any additional constraint on the candidate solution values;

moreover, without loss of generality, I will refer to minimization problems.

The objective function F de�nes a hyper-surface that is referred to as �tness (or

search) landscape. Many real-world problems are characterized by non-differentiable

objective functions and their �tness landscapes can be noisy, multi-modal, non-

convex and non-separable; in these situations, gradient-based optimization meth-

ods —although known to be effective in other contexts [1, 3]—might get easily

trapped in poor quality local optima. A plethora of bio-inspired gradient-free meta-

heuristics have thus been proposed to overcome such limitations. These methods

can be roughly partitioned into two classes, depending on their biological metaphor

and on the way the candidate solutions interact with each other to effectively solve

the optimization problem. The �rst class is Evolutionary Computation (EC), which

is inspired by the process of natural selection and Darwinian theories [12]. The sec-

ond class is Swarm Intelligence (SI), which takes inspiration from the collective be-

haviour of social organisms and superorganisms, such as �ocks of birds [13].

Another class of optimization problems that has been gaining increasing atten-

tion in the last years is Multi-Objective Optimization (MOO). The main goal of a

MOO task is to determine a set of non-dominated candidate solutions, named op-

timal Pareto front, which cannot improve a single objective without affecting the

others. Without loss of generality, let F1, . . . ,FW be W distinct objective functions to

be simultaneously minimized in a D dimensional search spaceA � RD . A candidate

solution x1 2 A is said to be dominatedby a solution x2 2 A if:

• Fi (x2) � Fi (x1) for all i = 1, . . . ,W;
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• Fj (x2) < Fj (x1) for at least one index j = 1, . . . ,W.

The dominance relation produces a partially ordered set of non-dominated solutions

that can be grouped together to identify the different Pareto fronts, also referred to

as non-dominated sets. Each Pareto front contains all the candidate solutions char-

acterized by the same ranking, as determined by the dominance relation. The Pareto

front containing the non-dominated solutions—i.e., the Pareto front containing the

solutions of rank 1—is usually referred to as the “�rst” Pareto front. Figure 2.1 shows

the candidate solutions represented in the objective space of a MOO problem with

W = 2, where both objective functions are minimized. These candidate solutions

are colored according to the ranking of the Pareto they belong to: the �rst non-

dominated set is colored in blue, the second non-dominated set is colored in red,

the third non-dominated set is colored in purple. The �tness values of the candi-

date solutions of a Pareto front can be represented in an objective space, which is a

W-dimensional space whosei-th dimension represents the �tness values of the objec-

tive function Fi . Also for this class of problems, both EC [14–16] and SI [17] methods

have been proposed.

FIGURE 2.1: Example of ranking of Pareto fronts. The �rst non-dominated set is
colored in light blue, the second non-dominated set is colored in red, while the

third non-dominated set is colored in purple.

2.2 Evolutionary Computation

EC is a class of optimization methods that takes inspiration from the evolution the-

ory introduced by Darwin [12, 18]. These methods aim to mimic in silico the basic

concepts of natural selection and reproduction over a set of candidate solutions of an

optimization problem, where only the best candidate solutions survive the selection

pressure and are entitled to generate a novel set of candidate solutions starting from
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their own characteristics. Although the general idea behind EC methods is similar,

a number of different approaches have been introduced to effectively solve different

sub-classes of optimization problems.

This section is structured as follows. In Section 2.2.1, I introduce the Genetic Al-

gorithms, a set of methods originally designed to solve discrete optimization prob-

lems. In Section 2.2.2, I describe Genetic Programming, an EC method to evolve

hierarchical structures. Section 2.2.3 and 2.2.4 respectively depict the functioning

of the standard Covariance Matrix Adaptation-Evolution Strategy and the Differen-

tial Evolution methods, which were speci�cally designed for continuous problems.

Finally, in Section 2.2.5, I present EC methods tailored for MOO problems.

2.2.1 Genetic Algorithms and Evolution Strategies

Genetic Algorithms (GAs) represent the class of EC where the basic idea of natural

selection of Darwinian evolution theory is directly implemented to effectively search

the global optimum of an optimization problem [19]. Such an idea is based on �ve

fundamental concepts [18]:

• reproduction: the parents generate their offspring, allowing species to survive;

• adaptation, that is, the ability of the individuals to better function in the envi-

ronment than their ancestors, in order to improve their survivability;

• inheritance, that is, the parents' ability to pass on to the offspring some of their

characteristics;

• variation, that is, the ability of the offspring to have characteristics that are not

present in the parents;

• competition, that is, the idea to limit the number of available resources, a con-

dition that induces the individuals to better adapt to the environment to in-

crease the probability to obtain such resources and survive to the next genera-

tion.

Even though the concepts of inheritance and variation seem in con�ict with each

other, they allow the offspring to inherit what worked for their parents to survive

the selection pressure (i.e., inheritance) and at the same time introduce novel char-

acteristics that can enhance their surviving skills (i.e., variation). To apply these

concepts in optimization problems, GAs implement an iterative process in which

they improve (“evolve”) a population of individuals by applying these evolution-

ary concepts. Each individual represents the candidate solutions of the optimization

problem as a sequence of symbols of �xed length L.

The iterative functioning of GAs can be sketched in the following steps:

1. an initial population of individuals is randomly created;

2. the �tness function of each individual is evaluated;
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3. stochastic selection strategies—where the �ttest individuals have a higher prob-

ability to survive—are applied to select the individuals which will generate the

population of the next generation;

4. evolutionary operators are leveraged to generate the offspring starting from

the selected parents;

5. return to step 2 until a termination criterion is met, usually after evaluating a

�xed number of generations T.

This functioning applies the aforementioned evolution concepts: step 3 represents

the adaptation and competition concepts, while step 4 implements the reproduction,

inheritance and variation concepts.

The two key components of any GA are the selection strategy leveraged in step

3 and the evolutionary operators used to generate the offspring in step 4. Following

the biological metaphor, the evolutionary operators directly operate on the “geno-

type” of the individuals, that is, the encoding of the candidate solution. On the

contrary, the selection strategies are based on the “phenotype” of the individuals,

that is, their �tness value. Therefore, the evolutionary operators depend on how the

candidate solutions are encoded, while the selection strategies are agnostic of the

candidate solution representation since they operate on the �tness of the individual.

The evolutionary operators can be separated into two main classes, the mutation

and the crossover operators [20]. The mutation aims to partially modify an individ-

ual genotype to introduce novel characteristics that have not been explored yet. Such

changes are usually performed randomly, and modify either one single gene (i.e.,

each symbol) of the genotype or a subset of genes, according to the leveraged muta-

tion. The crossover generates an offspring starting from two distinct individuals by

combining the genes present in their genotypes. The idea of applying crossover is to

generate individuals that inherit the genes of both parents that yielded high quality

phenotypes (i.e., promising �tness values).

In the context of this thesis, I considered two of the most common and versa-

tile mutation and crossover operators, that is, standard mutation and “one point

crossover”. The standard mutation separately considers each gene (i.e., each sym-

bol) of the individual, and randomly determines whether the gene should be mu-

tated. To do so, the mutation randomly selects a subset of indexes denoting the

position of the symbols to be changed into another symbol. Each index is chosen

to be mutated according to an independent, usually low, probability. The one point

crossover randomly selects a position of an individual, named “crossover point”,

and generates the offspring by swapping the symbols after the crossover point with

the corresponding symbols taken from another individual of the population. For ex-

ample, let us assume that the individuals are binary sequences of length L = 5, and

x1 = [ 0, 0, 1, 1, 0], x2 = [ 1, 1, 1, 0, 0] are two individuals of the population. If x1 is cho-

sen as a parent for a mutation, the mutation loops over the symbols to determine the

subset of indexes to mutate, for instance, 2 and 3. Then, the bits ofx1 at positions 2

14



2.2. Evolutionary Computation

and 3 are �ipped, generating an offspring whose genotype is [0, 0, 0, 0, 0]. It is worth

noting that when larger alphabets are used, every symbol is randomly changed into

another of the possible symbols. Similarly, the one point crossover among x1 and

x2 selects the crossover point in the [0, 4] range (e.g., 2), and swaps the symbols of

x1 following position 3 with the corresponding symbols of x2 and viceversa. In the

case of the example, the two crossed-over individuals will result in [0, 0, 1, 0, 0] and

[1, 1, 1, 1, 0].
Different stochastic selection strategies have been proposed in the literature over

the years to allow the most �t individuals to survive the selection pressure, while

providing some chances to the less �t individuals to survive (e.g., roulette wheel

and ranking selection) [18]. This approach preserves the diversity in the population

and possibly discover even more promising candidate solutions starting from less

promising solutions. In this thesis, I leveraged a tournament-based strategy, which

works as follows: a small number of individuals (equal to the tournament size) are

randomly chosen from the population, and then the most �t individual is selected

within that sample. This process is repeated until a number of individuals equal to

the population size is selected. The individuals that will participate to a tournament

are selected by means of an extraction with repetition, that is, an individual can be

chosen multiple times for the same tournament. Therefore, even the less �t individ-

uals can survive the selection pressure if particular combinations of individuals are

selected to participate in a tournament [18]. For instance, a tournament containing

only the two less �t individuals will allow the second less �t individual to survive.

The size of the tournament determines the selection pressure: the higher the size, the

stronger the selection pressure (i.e., higher probabilities for the less �t individuals to

not survive).

Another popular class of EC meta-heuristics is known as Evolution Strategies

(ES). Although both GAs and ES are based on the same biological concepts, the main

difference resides in the order of operations and the choice of which individuals are

considered to be part of the next population. Indeed, ES generate a starting popula-

tion of mindividuals ( m2 N ), evaluate their �tness values, and start the generation

loop until a termination criterion is met. During each generation, the offspring com-

posed of l individuals is generated by means of mutation and crossover. To generate

an individual of the offspring, ES randomly determine whether to apply crossover

or mutation according to two distinct probabilities (denoted by pc and pm, respec-

tively). It is worth noting that when pc + pm 6= 1, some individuals of the offspring

will have the same genotype of the parent. Moreover, some ES use two non mutually

exclusive probabilities, thus allowing some individuals to be generated by means of

crossover and in turn be mutated. Finally, the most �t individuals are selected for the

next generation. Similarly, the choice of which individuals can be selected to be part

of the next generation yields to different ES. In fact, when only the offspring can be

selected to be part of the next generation the ES is denoted by(m, l )-ES, with m� l ,

while when both the parents and the offspring can be part of the next generation,
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the ES is denoted as(m+ l )-ES; whenmor l are equal to 1, the value is speci�ed in

the ES name, for example,(1 + l )-ES generatesl individuals starting from a single

parent. In this thesis, I used the (m+ l )-ES with a mutually exclusive probability to

apply either a mutation or a crossover.

2.2.2 Genetic Programming

The representation of candidate solutions as a �xed length sequence of symbols is

one of the main limiting factors of GAs in several applications. This representation

does not allow the genotype of the individuals to increase or decrease in size dur-

ing the evolution, thus preventing an effective representation of hierarchical orga-

nizations of sub-tasks, a characteristic of any computer program and mathematical

function [18, 21]. To overcome such limitations, Lawrence J. Fogel introduced Evo-

lutionary Programming to evolve algorithms that operate on a sequence of symbols

[22, 23], while John R. Koza introduced Genetic Programming (GP) with the aim

of evolving hierarchical and dynamic structures [24]. Evolutionary Programming

was de�ned under the assumption that intelligent behaviour is characterized by the

ability to adapt to a changing environment. Indeed, it aimed to evolve a popula-

tion of �nite state machines able to �t into the environment, which was represented

as a sequence of symbols, and achieve their goal. For example, this approach was

leveraged to identify a �nite state machine to classify each integer as being a prime

number [22]. Conversely, GP was initially proposed to evolve the optimal computer

program for different Arti�cial Intelligence problems, including Machine Learning

problems [24], and was quickly employed in several real world applications ranging

from stock markets [25] to vaccination strategies [26] and tumor treatment [27]. In

principle, given a proper de�nition of evolutionary operators, GP can evolve any

hierarchical and dynamic representation of candidate solutions, ranging from trees

[24] to linear genomes [28] and stack-based individuals [29]. In the following, I im-

plicitly refer to GP that uses trees as genotypes of candidate solutions, since it is the

only representation I leveraged for GP in this thesis.

In tree-based GP, the individuals are built by composing symbols encoding pre-

de�ned primitive functions and symbols encoding terminals. The primitive func-

tions may include arithmetic and conditional logical operations, as well as mathe-

matical and domain-speci�c functions. Such symbols are used in the internal nodes

of a tree. Each internal node has a number of children (i.e., outgoing edges) equal

to the arity of the corresponding primitive function encoded. For instance, the func-

tion “ a+ b”—which encodes the sum between two real numbers a and b—has arity

equal to 2, the �rst children corresponds to aand the second to b. The terminal sym-

bols, that is, the leaves of the tree, are instead used to represent numeric constants

or inputs of the algorithm. An example of individual in tree-based GP is shown in

Figure 2.2, where the encoded candidate solution is 2x � (x + 1). It is worth noting

that the encoded arithmetic function is built starting from the leaves and climbing
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FIGURE 2.2: Example of an individual in tree-based GP. The function encoded by
the individual is 2 x � (x + 1).

the tree up; more formally, the function encoded by a tree is built by performing an

in-order depth-�rst traversal of the tree.

The evolution scheme leveraged by GP is similar to GAs. GP is initialized with

a population of randomly generated individuals. During each generation, each off-

spring individual is generated by means of either a crossover or a mutation. The

evolutionary operator used to generate the i-th offspring individual is randomly se-

lected according to two probabilities, pc and pm. Considering that parents may have

different sizes and shapes, the evolutionary operators operate on subexpressions of

the parents individuals (e.g., subtrees, subprograms, subroutines). Also in the case

of GP, several crossovers and mutations have been introduced in the literature. In

this thesis, I leveraged the “one point crossover”, which extends the correspond-

ing variant of GA, and the “one point mutation“. The one point crossover selects

two individuals from the parents and randomly determines one node for each par-

ent, then, it swaps the subtrees having the selected nodes as roots. Similarly, the

one point mutation replaces a randomly selected subtree of the individual with a

new randomly generated subtree, aiming at increasing the diversity of the offspring

population. After the generation process, the �tness of all offspring individuals is

evaluated. Finally, the individuals that survive the selection pressure are selected by

means of strategies that operate on their phenotypes. Typically, the same strategies

employed in GAs are also employed in GP (e.g., tournament selection). This iter-

ative procedure is repeated until a termination criterion is met (e.g., the maximum

number T of generations is reached).

The most used initialization strategies to generate the starting population are

named “grow”, “full” and “ramped half-and-half” [30]. The grow strategy ran-

domly selects a node among the primitive functions to be the root of the tree. Then,

for each child of the root, a random node is selected from the union of both the prim-

itive functions set and the terminal nodes set. The chosen node is added to the tree

and the process is recursively repeated for its children. When a terminal node is se-

lected, the grow strategy adds this leaf to the tree, thus completing the generation of

a tree branch. Then, the strategy recursively moves to the next open branch that has
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to be completed. The strategy stops when all the branches of the tree end with a leaf

(i.e., a terminal symbol). Since the terminal symbols can be selected at any moment

during the generation process, trees initialized with this strategy tend to have irreg-

ular shapes characterized by branches of different lengths. Conversely, the full strat-

egy randomly selects only primitive functions until a user-�xed maximum depth of

the tree is reached; then, the terminals are selected to complete the tree. Finally, the

ramped half-and-half strategy initializes half of the individuals with the grow strat-

egy, while the other half is initialized with the full strategy. This mixed approach

aims to generate populations with more diversity than the populations initialized

by the grow or the full strategy [30].

A potential issue that might arise during the generation of trees following the

grow strategy, and generally during the offspring generation, is the so-called “bloat-

ing”. Indeed, the grow strategy might select many primitive functions before select-

ing a terminal, similarly the mutation might generate a deeper subtree that strongly

increases the depth of the offspring. This phenomenon is usually propagated among

generations yielding to increasingly deeper trees that might lose their effectiveness

in real world applications. To overcome this issue, a maximum depth of the tree

can be imposed. As a consequence, the grow strategy will select only terminal sym-

bols for nodes at the maximum depth. Similarly, the one point crossover and one

point mutation are slightly modi�ed to take into account the maximum depth. For

instance, the mutation will only select terminal symbols when the depth of the tree

reaches the maximum depth.

In some real world applications, it may be necessary to use primitive functions

with some constraints on their input types. For instance, if an integer division needs

to be employed, a guarantee that both the numerator and denominator are integer

numbers is necessary. Indeed, in principle, GP could use as children of the inte-

ger division any terminal symbol or primitive function that does not always return

an integer. To overcome such an issue, a strongly-typed GP was introduced [31].

Strongly-typed GP works exactly as a standard tree-based GP with the only excep-

tion that each node, either primitive function or terminal, is characterized by a “re-

turn type”, which is the type of its output, and by “input types” that dictate the

required type of their inputs.

2.2.3 Covariance Matrix Adaptation-Evolution Strategy

Among the different variants of ES, a noteworthy stochastic method is Covariance

Matrix Adaptation-Evolution Strategy (CMA-ES) [32]. In contrast to several ES that

were tailored for discrete search spaces, CMA-ES was designed for continuous search

spaces and, nowadays, it is one of the most employed and successful methods for

continuous optimization problems [33]. CMA-ES implements a mutation, based on

a covariance matrix that is dynamically updated at each generation, and a crossover

among all the parents. The general functioning of CMA-ES follows the standard ES
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approach. Starting from a population of mindividuals, at each generation an off-

spring consisting of l novel individuals is generated by perturbing (i.e., mutating)

an individual created as a weighted recombination of the mparents (i.e., crossover).

In particular, each coordinate of an individual is perturbed by scaling with a step-

size s a multivariate normal distribution based on a covariance matrix built accord-

ing to the current population. Then, the �tness values of the offspring are computed

and the best mindividuals, among the l offspring, are selected to form the popula-

tion of the next generation. It is worth noting that the selection procedure leveraged

by CMA-ES is completely deterministic, thus assuring the selection of the mmost

�t individuals. Finally, the covariance matrix used to determine the multivariate

normal distribution is automatically updated at the end of each generation. This

updating step aims at maximizing the likelihood of generating individuals that pre-

viously turned out to be successful. Along with the covariance matrix, the weights

to update the covariance matrix and the s value are updated at each iteration. When

the maximum number of generations is reached, the best individual is returned.

CMA-ES requires �ve user-set hyper-parameters: the number of generations T,

the population size m, the offspring size l , the centroid and the standard deviation

value of the initial distribution. Nonetheless, mis usually set to l /2 since it proved

to be an effective choice in many applications [34], while both the centroid and stan-

dard deviation are often initialized so as to cover the whole search space, to allow a

diverse initialization of the starting population. In fact, these two hyper-parameters

have a marginal impact on the optimization process because they are automatically

updated during each iteration. Therefore, the only two hyper-parameters that actu-

ally need to be set by the user areT and l .

The pseudocode of CMA-ES is reported in Algorithm 1. First, CMA-ES initial-

izes the starting covariance matrix according to the user input, and an empty set is

created to store the population (lines 1 � 2). Then, the evolution of the population

is performed until a termination criterion is met (in the pseudocode, until T gener-

ations are evaluated). During each generation, the offspring is generated and the

�tness values of the new individuals are evaluated (lines 4 � 6). The most �t min-

dividuals are selected to survive in the next generation (line 7) and to update s, the

weights, and the covariance matrix (lines 8 � 10). When the termination criterion is

met, the best individual in the population is returned (line 12).

2.2.4 Differential Evolution

Similarly to CMA-ES, Differential Evolution (DE) was designed for global optimiza-

tion problems in continuous search spaces [35]. DE applies the same evolutionary

principles to evolve a population of individuals (also named “vectors”) through T

generations. Additionally, DE de�nes novel evolutionary operators tailored for the

continuous domain, and follows a greedy selection method.
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Algorithm 1 Pseudocode of CMA-ES.

1: covariance_matrix = compute_covariance_matrix(centroid, s)
2: population = empty_set
3: while t < T do
4: offspring = generate_offspring(covariance_matrix, l )
5: for ind in offspring do
6: ind.�tness = �tness(ind.x)

7: population = sort_and_select(offspring, select=m)
8: matrix_size = update_matrix_size(population)
9: s = updates(s, covariance_matrix, population)

10: covariance_matrix = update_matrix(covariance_matrix, matrix_size, s)
11: t += 1
12: return population.best

The functioning of DE can be sketched as follows. First, the initial population of

mcandidate solutions is randomly initialized by sampling from an uniform distribu-

tion that covers the whole search space [35]. In case preliminary solutions are avail-

able, the initial population can also be generated by perturbing these solutions with

values sampled from normal distributions. Second, the iterative process to evolve

the population is executed until a termination criterion is met, typically after the ex-

ecution of T generations. During each generation, each target vectorxi of the current

population (i.e., i = 1, . . . ,m) undergoes a mutation and a crossover to generate an

offspring. The mutation creates a mutant vector mi for xi by randomly combining

three other mutually distinct vectors of the population: mi = xm1 + M � (xm2 � xm3).
The vectors xm1, xm2 and xm3 are randomly selected within the population, while

M 2 [0, 2] is a user-set real constant value that controls the impact of the differential

variation (xm2 � xm3) on the individual xm1 [35]. The crossover combines the target

vector xi with its corresponding mutant vector mi to generate the trial vector. The

generation process randomly selects, for each coordinate of the trial vector, whether

that coordinate should be inherited from either the target or the mutant vector. This

random choice is performed by sampling a value o from the unit interval and com-

paring it with a threshold CR. To ensure that at least one coordinate is inherited

from the mutant vector, a coordinate index d is randomly selected from [1, . . . ,D ].
On the d-th index, the trial vector will automatically assume the corresponding mu-

tant vector coordinate independently from the value of o. The formal de�nition of

the crossover is reported in Equation 2.1:

(
mi ,j i f o � CR or j = d,

mi ,j i f o > CR and j6= d
(2.1)

where j denote the j-th coordinate of the i-th vector. Finally, the trial vector is selected

to survive for the next generation if its �tness value is better than the �tness value

of the target vector; otherwise, it is discarded and the target vector survives the next

generation.
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The described scheme can be slightly modi�ed to create different variants of DE

in terms of which vectors are mutated, the number of difference vectors used, and

the crossover scheme. Each variant is named according to the following scheme

“DE/ vectors to mutate/ number of difference vectors/ crossover scheme”. For instance, the

variant DE/rand/1/bin denotes the variant described above, that is, the vectors to

mutate are randomly chosen among all the population, only one difference vector

is used and the crossover follows a binomial distribution. Other noteworthy vari-

ants are the DE/best/2/bin, which mutates the best individual and leverages two

difference vectors to increase the diversity of the population, and the DE/current-to-

best/1/bin, where the mutant vector is composed as mi = xi + M � (xbest� xi ) + M �
(xm1 � xm2), where xbest is the best individual of the population. It is worth noting

that in literature the crossover scheme is often omitted, since it is assumed that the

standard crossover is leveraged.

The choice of the mutation variant to use and of the other control parameters,

such as CR and M, affects the effectiveness of DE in �nding the global optimum

[36, 37]. To overcome this issue, a plethora of self-tuning DE methods have been

introduced. A noteworthy and successful method is JADE [38], which aims to auto-

mate the selection of the hyper-parameters and introduces a record of outperformed

trial vectors. JADE leverages a stochastic mutation variant of the current-to-best/1,

that is, the current-to-pbest/1 variant. Conversely to the current-to-best variant,

such a mutation randomly chooses as the “best” individual xpbestone among the top

“p” vectors of the current population. Formally, the mutant vector is computed as

mi = xi + M � (xpbest� xi ) + M � (xm1 � xm2). Moreover, JADE leverages an archive

containing the vectors that have been replaced with a more performing trial vector.

The archive contains a maximum number of vectors equal to the population size m;

when the archive is full and a new vector has to be added, one randomly selected

vector is removed from the archive. The archive is used to keep track of vectors

that might yield more promising solutions and allow the population to explore po-

tentially less explored regions of the search space. Indeed, xm2 is selected from the

union of the vectors contained in the archive and the vectors of the current popula-

tion. Finally, to limit the impact of the user-set values of CR and M, JADE associates

to each vector their personal CR and M. These values are updated to assume values

closer to the values that succeeded in generating a trial vector that outperforms the

target vector during the last generation.

One drawback of JADE is that the generation of the trial vectors depends on the

values of CR and M, and on the randomly selected vectors used to build the mutant

vector. As a consequence, it might happen that a trial vector outperforms the target

vector thanks to the selected vectors and not because of proper values of CR and

M, which could generate unsuccessful trial vectors if other vectors were selected to

build the mutant vector. Nonetheless, since the trial vector outperforms the target

vector, JADE leverages these (usually unsuccessful) values of control parameters to

update the values of CR and M. Therefore, a novel DE method, named SHADE,
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was introduced to overcome this limitation [39]. In particular, SHADE improves

JADE by introducing a historical record of successful control parameter values. The

historical record is of a �xed size; when the record is full, the oldest values are re-

placed with the new values. At the end of each generation, the control parameters

values are updated using a weighted mean of the values tracked in the historical

record. Moreover, SHADE associates a parameter p, which governs the current-to-

pbest mutation, to each vector and updates these values during each generation. The

value is randomly extracted between 2—i.e., the top 2 vectors can be selected—and

a value corresponding to the top 20% of the individuals.

In the last years, several DE methods that aim to improve SHADE by introduc-

ing novel techniques, or by modifying SHADE strategies, have been introduced in

the literature. Among such techniques, L-SHADE [40] was designed to leverage a

dynamic resizing of the population throughout the optimization process, a strategy

particularly successful for GAs [41]. L-SHADE incorporates in the SHADE function-

ing a linear decreasing rule of the population size, while it leverages all the strategies

implemented in SHADE. This rule, given the starting population and the budget

in terms of Fitness Evaluations (FEs), linearly decreases the size of the population

over the generations down to the minimum feasible number of vectors necessary to

apply the mutation, which corresponds to 4 distinct vectors. Similarly, DE meth-

ods implementing non-linear strategies to reduce the population of SHADE or of its

variants—namely, NL-SHADE-LBC [42] and NL-SHADE-RSP [43]—outperformed

or competed with the winning method in recent unbounded global optimization

competitions. Another SHADE improvement that was introduced to better perform

on large-scale (i.e.,D > 1 000) global optimization is SHADE-ILS [44], which lever-

ages local searches to improve the quality of the most �t vector. During each gener-

ation, after applying the standard SHADE steps, SHADE-ILS applies a local search

algorithm starting from the best vector to try to improve the best candidate solu-

tion found. Finally, another improvement of L-SHADE is jSO [45], which applies a

weighted version of the current-to-pbest/1 mutation, named current-to-pbest-w/1.

This variant applies a weighted mutation strategy that consists in scaling the value

of M by a factor that changes during the optimization process on the basis of the

consumed budget. This strategy aims to enhance exploration in the �rst phases of

the algorithm, and exploitation and local searches in the last phases. Finally, a note-

worthy adaptation strategy that can be applied to several SHADE-based method is

the “Distance Based Parameter Adaptation”, which aims to improve the exploration

ability of the method or to maintain it for a more extended period [46]. The strat-

egy works as follows: when new control parameter values are added to the SHADE

historical record, a weight related to such values is computed according to the Eu-

clidean distance between the parent and the successful trial vector (the higher the

distance, the larger the weight). The so computed weights will be used to com-

pute the weighted average that determines the control parameter values for the next

generation. This strategy was successfully applied to SHADE, L-SHADE and jSO,
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showing an improvement in the performance of all three methods [46].

2.2.5 Evolutionary Computation for Multi-Objective Problems

Although EC methods were originally designed to solve single-objective global op-

timization problems, in the last three decades a variety of EC methods have been

designed to solve MOO problems, such as vehicle routing, resource allocation prob-

lems and epidemic analysis [47–50]. Due to the con�ict between the objective func-

tions, the aim of EC methods tailored for MOO is to discover a set of solutions with

the best possible trade-off among the objectives, which are the non-dominated can-

didate solutions belonging to the �rst Pareto front. Nonetheless, in many real world

applications, it is often undesirable (or even impossible) to generate all the elements

of the �rst Pareto front since it is often composed by in�nite candidate solutions.

Therefore, EC methods aim to produce a �nite set of non-dominated solutions that

approximate the �rst Pareto front and are evenly distributed to completely cover the

�rst Pareto front [51].

The metaphor foundations and the general principle of the EC methods in MOO

resemble the core concepts used in single-objective global optimization. A set of

candidate solutions is evolved through generations, where the most �t individuals

survive the selection pressure with the goal to guide the evolution process toward

the individuals belonging to the �rst Pareto front [52]. It is worth noting that the

concept of the most �t individual in a MOO context is not determined by one single

objective function, but by following the solutions domination concept.

Among several EC methods developed to solve MOO problems, Non-dominated

Sorting Genetic Algorithm II (NSGA-II) is one of the most widespread and effective

methods [14]. NSGA-II applies the aforementioned key concepts: the �tness of the

individuals is determined not only by evaluating the �tness value for each objec-

tive, but also by evaluating their dominance on other individuals. Moreover, it also

aims to preserve the diversity of the candidate solutions of the same non-dominated

front [14]. To do so, NSGA-II randomly samples a starting population that will be

used to generate the �rst offspring. During each generation, starting from a pop-

ulation of mparents, m individuals are generated to form the offspring by means

of evolutionary operators, and the objective �tness values of each individual of the

offspring are evaluated. The set of parents and the offspring are merged together

to sort the individuals according to the non-domination notion and to compute the

non-dominated sets. Each set contains the candidate solutions that dominate all the

other solutions belonging to the lower-ordered sets, that is, the �rst non-dominated

set contains the candidate solutions that dominate all the individuals of the other

sets, while they partially dominate the other individuals of the �rst non-dominated

set. Similarly, the second non-dominated set contains all the individuals belonging

to the other sets, with the exception of the individuals of the �rst set. Then, the

selection procedure selectsmindividuals according to the non-dominated set they

belong to. Starting from the �rst non-dominated set, all its solutions are selected to
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FIGURE 2.3: Example of selection in NSGA-II, with m = 10, for a problem with 2
objective functions to be minimized. The candidate solutions that do not survive
the selection pressure are denoted by lighter colors. The 7 solutions belonging to
the �rst non-dominated set are all selected, while the 3 solutions of the second
non-dominated set are selected according to the crowding distance to maximize

diversity.

survive the next generation. If the number of candidate solutions is less than m, then

the candidate solutions belonging to the next non-dominated set are selected until

the number of candidate solutions considered is equal to m. In general, during the

execution of this procedure, it may happen that adding all the solutions of a non-

dominated set might exceed the population size m. In such cases, the solutions of

the last considered non-dominated set are selected according to the crowding dis-

tance operator, which selects the candidate solutions of the Pareto front in order to

enhance a high diversity in the population [14]. Figure 2.3 shows an example of

selection in NSGA-II, with m = 10, in a problem with 2 objective functions to be

minimized. The candidate solutions that do not survive the selection pressure are

denoted by lighter colors. The 7 solutions belonging to the �rst non-dominated set

are all selected. Conversely, since adding all the candidate solutions of the second

non-dominated set would exceed the population size of 10 individuals, the selection

operator detects the 3 candidate solutions that maximize the diversity.

NSGA-II was improved by NSGA-III [15] to effectively solve both multi- and

many-objective optimization problems (i.e., W � 4). NSGA-III differs from NSGA-

II in terms of the selection criterion of the individuals, as follows. The crowding

distance is replaced with the reference points determined on a normalized hyper-

plane. Reference points can be automatically identi�ed by the algorithm [15], or set

according to knowledge regarding the MOO problem. Once the reference points

are selected, reference lines are computed by joining the reference points with the

origin point of the objective space. Then, for each individual of the population, the
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perpendicular distance between the individual and the reference lines is computed,

and the closest reference line is assigned to the individual. It is worth noting that the

reference lines might be associated with different numbers of individuals. Then, an

iterative deterministic selection process is performed. For each reference line, start-

ing from the less crowded reference line in the objective space, the closest individual

to the reference line is selected and added to the population of the next generation.

Each individual can be inserted in the population only once, which means that when

a reference line is considered a second time, the closest individual among the non-

selected individuals survives for the next generation. The selection process ends

when mindividuals are selected.

One of the most established metrics to asses the quality of a Pareto front and the

performance of a MOO method is the hyper-volume. This metric is computed as the

hyper-volume of a polytope whose vertexes are the non-dominated solutions in the

objective space and a reference point, which is usually set by the user to be a solu-

tion that is dominated by any other candidate solution (i.e., one of the worst possible

solutions) [53]. It is worth noting that, as in NSGA-II and NSGA-III, also dominated

solutions might be included in the next population, thus preserving diversity and

a constant population size during the execution of the algorithm. A MOO method

that performs a selection according to the hyper-volume is SMSEMOA [16]. The

functioning of SMSEMOA leverages the same basic concepts used by NSGA-II. Af-

ter the generation and evaluation of a novel offspring, SMSEMOA ranks together

the parents and the offspring according to the non-dominance relation producing

a ranking of non-dominated sets. The selection process proceeds by selecting the

individuals of the top ranked sets. Similarly to NSGA-II, the addition of all can-

didate solutions of a set might cause the survival of more than mindividuals. In

order to determine which individuals of the set under consideration should survive

the selection process, SMSEMOA takes the decision according to their impact on the

hyper-volume of the non-dominated set under consideration. For each individual,

SMSEMOA computes the contribution of each individual to the hyper-volume of

the non-dominated set under consideration by leveraging the approach proposed

by Knowles [54].

2.3 Swarm Intelligence

SI is a class of optimization methods inspired by the collective behaviour of social or-

ganisms and superorganisms such as bees and ants, who look for potential sources

of food or resources for their nest and hive [55–57]. In SI, the individuals of the

swarm are simple independent agents, which interact by means of basic rules based

on cooperation and/or competition. The emerging behavior of the swarm repre-

sents the strategy to effectively explore the search space of candidate solutions. A

plethora of SI methods have been introduced in the literature over the years. Hereby

25



Chapter 2. Global Optimization and Meta-Heuristics

I introduce the two SI methods that I leveraged in my thesis: Particle Swarm Opti-

mization (PSO) is described in Section 2.3.1, while its self-tuning variant FST-PSO is

presented in Section 2.3.2.

2.3.1 Particle Swarm Optimization

PSO was designed for the global optimization of continuous problems whose candi-

date solutions are encoded asD-dimensional real valued vectors [55, 58, 59]. In PSO,

a swarm composed of p particles (each representing a candidate solution) moves in

a bounded D-dimensional search space, exchanging information about the best po-

sition found and cooperating for the discovery of the global optimum. Similarly to

EC methods, the search of the particles is guided by the �tness function F.

PSO follows an iterative approach that regulates the movement and interaction

between the particles. During each iteration t, each particle i (i = 1, . . . ,p ) is charac-

terized by three vectors:

• the current position xt
i 2 RD , which encodes a candidate solution;

• the velocity v t
i 2 RD ;

• the “personal best” bt
i 2 RD , that is, the best solution found by the particle

itself.

Each particle also carries the information regarding the �tness values associated to

xt
i and bt

i . Moreover, the swarm carries the information of the best solution found so

far by the whole swarm, namely, the global best G.

The functioning of PSO can be sketched as follows:

1. p particles are randomly initialized in the search space by means of a uniform

distribution;

2. the particles' �tness values are evaluated, and the global and personal bests

are determined;

3. the velocities are updated and the particles move accordingly;

4. the �tness values of the new candidate solutions are computed;

5. the global and personal bests are updated;

6. if the termination criterion is not met (typically after performing T iterations),

the process returns to point 3, otherwise PSO returns G.

The key step of PSO resides in the update of the particles' velocities. This update is

performed according to the attractions towards the personal best bt
i and the global

best G. The two attractions are balanced by PSO-speci�c settings, the so-called cog-

nitive factor ( ccog 2 R) and social factor (csoc2 R). The update of the velocity is also
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modulated by an inertia weight w 2 R, which prevents a chaotic movements of the

swarm. This leads to the following �nal velocity update equation:

v t+ 1
i = w � v t

i + csoc� u1 � (xt
i � G) + ccog� u2 � (xt

i � bt
i ), (2.2)

where � denotes the component-wise multiplication operator between vectors, and

u1 and u2 are two vectors of random numbers associated with the social and cog-

nitive factor, respectively. The updated velocities are then used to move the parti-

cles by applying the following equation: xt+ 1
i = xt

i + v t+ 1
i . It is worth noting that,

in standard PSO, all user-set hyper-parameters (i.e., the cognitive, social factor and

inertia) are iteration independent and are identical for all particles in the swarm.

Moreover, the optimal setting of such parameters is problem dependent and poor

settings might negatively impact the optimization process [18].

The straightforward application of the aforementioned equations might drive

some particles outside the boundaries of the search space. To prevent this circum-

stance, speci�c boundary conditions are applied to all particles that would reach or

even surpass the boundaries of the search space in a step. One of the most com-

monly employed boundaries conditions is a simple damping strategy, which works

as follows:

• each particle that goes outside the search space in some dimension is relocated

at the boundary of the solution space along that speci�c dimension;

• the sign of the velocity component in that dimension is reversed and is multi-

plied by a random number sampled from a uniform distribution in [0, 1).

Another potential issue of PSO is that the particles' velocities might increase to-

ward in�nity during the optimization process. To limit such issue, the velocities

are usually clamped to a maximum value along each dimension of the search space

[58]. In standard PSO, however, particles are not characterized by a minimum ve-

locity. The minimum velocity might avoid the particles to perform tiny movements

and get trapped in a local optimum, thus improving the exploratory capabilities of

the swarm under some circumstances. It is worth noting that also the maximum

velocity, and possibly the minimum velocity, are user-set hyper-parameters that, if

poorly set, might prevent the convergence of PSO toward the global optimum.

2.3.2 Fuzzy Self-Tuning Particle Swarm Optimization

The setting of PSO hyper-parameters—i.e., the cognitive and social factors, the in-

ertia weight, the maximum and minimum velocities—usually has a huge impact

on the optimization performance, both in terms of convergence speed and �tness

of the best solution, i.e., poor settings might prevent PSO to converge towards a

good solution. To lower the negative impact of poor settings and provide inexperi-

enced PSO users with an easy to use and settings-free global optimizer, a fully au-

tomatic variant of PSO named Fuzzy Self-Tuning PSO (FST-PSO) was introduced in
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[60]. FST-PSO leverages a Fuzzy Logic reasoner to automatically set and update the

hyper-parameters during the optimization process (see Appendix A for a brief ex-

planation of Fuzzy Logic and Sugeno inference system, the fuzzy reasoner leveraged

by FST-PSO whose rules are reported in Table A.1). Another novelty introduced by

FST-PSO is that each particle is characterized by its own hyper-parameters, which

are tuned at each iteration by means of the fuzzy reasoner.

For each particle xt
i , the fuzzy reasoner leverages the distanced of the particle

from the global best G and the particle �tness improvement f as the two inputs

to infer the particle hyper-parameters. The function d is de�ned by the Euclidean

distance:

d = jj xt
i � Gjj 2 =

vu
u
t

D

å
d= 1

�
xt

i,d � Gd

� 2
. (2.3)

Conversely, the �tness improvement f of the i-th particle is computed using the

normalized �tness incremental factor, which is de�ned as:

f (xt
i , xt � 1

i ) =
jj xt

i � xt � 1
i jj 2

dmax
�

min f F(xt
i ), FDg � min f F(xt � 1

i ), FDg
jFDj

, (2.4)

where dmax is the length of the diagonal of the hyper-rectangle de�ned by the search

space and FD is the worst estimated �tness. Since determining the worst possible

�tness of a landscape is as dif�cult as optimizing the function, by default the FD

value is set equal to the worst �tness computed at the �rst iteration [60].

The detailed functioning of FST-PSO is reported in Algorithm 2. First, p individ-

uals are randomly initialized in the search space (line 1) according to a uniform dis-

tribution as in standard PSO. However, FST-PSO also allows to leverage log-based

distributions, which proved effective in some real world problems [61]. Then, the

iterative process starts (line 2). During each iteration, the �tness of each particle is

computed and the �tness value is compared against the personal best �tness. In case

the candidate solution improves the personal best, the corresponding personal best

is updated (lines 3 � 6). After the update of the global best (line 7), the d and f val-

ues are computed for each particle and provided as input to the fuzzy reasoner to

accordingly update the particle settings (lines 8 � 11). Finally, the particles' velocity

and position are update, while the damping strategy is applied to those particles

that surpassed the boundaries of the search space (lines 12� 14). FST-PSO returns

G when a termination criterion is met, usually after performing T iterations.

FST-PSO also provides the heuristicsp = b10+ 2 �
p

Dc to automatically infer

the size of the swarm according to the number of dimensions of the search space

[60]. Therefore, the only two settings which the user has to manually set are the

boundaries of the search space— which are always de�ned by the problem under

investigation—and the number of iterations T, which tightly depends on the avail-

able budget in terms of FEs. It is worth noting that each iteration of FST-PSO con-

sumes a number of FEs equal top . Nonetheless, in case the users want to perform

28



2.3. Swarm Intelligence

Algorithm 2 Pseudocode of FST-PSO.

1: swarm = population_initialization( p , search_space)
2: while t < T do
3: for particle in swarm do
4: particle.�tness = �tness(particle.x)
5: if particle.�tness < particle.pbest.�tness then
6: particle.pbest = particle

7: G = update_global_best(swarm)
8: for particle in swarm do
9: f = particle.calculate_improvement()

10: d = particle.calculate_distance_from_G(G)
11: particle.adjust_settings(phi, delta)
12: particle.update_velocity()
13: particle.update_position()
14: particle.check_boundary_conditions()

15: t += 1
16: return G

fair comparisons against novel algorithms or they have domain knowledge that can

be exploited, FST-PSO also allows to manually set the swarm size. Finally, FST-PSO

allows the user to disable the minimum velocity and the fuzzy rules governing it,

which proved to be bene�cial in a subset of real world applications [62]. This option

is recommended only when the user has some information regarding the optimiza-

tion problem. The authors, in general, suggested to leave the rules turned on when

no information is available.
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Fitness Landscape Manipulation

3.1 Overview of the State-of-the-Art

A possible strategy to improve the performance of meta-heuristics on a speci�c sub-

class of optimization problems consists in introducing ad hocnovel features, such

as the presence of multiple funnels that drive the optimization towards the global

optimum or a large convex basin of attraction [20, 63, 64]. An alternative approach

that is gaining increasing attention in recent years is the application of manipula-

tion and transformation techniques of the �tness landscape, in order to simplify the

optimization process. Among such techniques, surrogate models are used to build

smoother landscapes that are easier to optimize [65]. The approaches leveraged to

compute surrogate models range from GP, such as a recently introduced technique

that combines GP and SI [66], to algorithms based on Fourier transforms, such as

surF [67].

surF leverages the Discrete Fourier Transform (DFT) to generate a smoother, and

possibly easier to explore, �tness landscape [67]. DFT is an ubiquitous and powerful

mathematical tool widely employed to process discretized signals and information

[68]. Although DFT is usually leveraged to analyze and operate with periodic and

oscillating signals [69–71], surF introduces a novel way to use the Fourier analysis.

Indeed, surF leverages the DFT to remove “noise” from the �tness landscape, which

is assumed to correspond to the high-frequency components, and build a simpli�ed

landscape using only few low-frequency components of the Fourier series. To do so,

surF randomly samples a set of candidate solutions in the problem search space and

evaluates their �tness values. The candidate solutions are then interpolated to cre-

ate aD-dimensional lattice, which is fed to the DFT as the input “signal” in order to

build the frequency domain representation of the landscape. After computing this

representation, a low-pass �lter is applied to maintain only the �rst y low frequency

coef�cients, while setting to 0 the other coef�cients to actually remove them from

the landscape representation. Finally, the manipulated representation is fed to the

inverse DFT that builds the surrogate model of the original �tness landscape. It is

worth noting that surF was designed on the assumption that the information regard-

ing the global optimum is contained in a limited number of low-frequency compo-

nents, while the high-frequency components only introduce noise in the landscape.
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The functioning of surF poses two important questions to properly use it in any

application. The �rst question is how to select the optimal value of y . In fact, the

smaller the value of y , the smoother the landscape. Though, if a too small value

of y is used, the surrogate might lose the information regarding the location of the

global optimum, thus preventing any algorithm to discover high quality candidate

solutions. On the contrary, if a high value of y is leveraged, the surrogate model

will tightly resemble the original landscape, thus limiting the advantages of using

a surrogate model. In general, the answer to such a question is that the optimal

value of y should be as smallest as possible, while retaining the information on the

global optimum. Therefore, an answer to this type of question is problem depen-

dent and further investigations are required to infer an heuristics or an automatic

method to determine this value [67]. The second question is whether different sam-

pling strategies of the candidate solutions used to build the interconnected lattice

might affect the quality of the surrogate model. Also in this case, the answer is that

the optimal sampling strategy is problem dependent. Nonetheless, it was shown

that “structured” sampling strategies (e.g., the Sobol sequence [72]) usually produce

better surrogate models than those built by means of random strategies [73].

Although surrogate modeling proved to be effective in several application �elds,

the building process of the surrogate model is often a dif�cult and computation-

ally expensive task. Alternatively, it is possible to directly apply transformation or

modi�cation strategies to the search space to improve the quality of the sampling

of candidate solutions, and try to avoid non-promising regions of the search space.

Among these approaches, the Shrinking Space Technique (SST) focuses on speci�c

areas of the feasible region of solutions by shrinking the search space [74–76]. SST

reduces the search region by considering the location of the most �t individuals of

the population. In particular, during the optimization process, it periodically selects

a small percentage (e.g., 15%) of the population that consists of the most �t indi-

viduals. Then, for each dimension of the search space it determines a lower and

upper bound according to the lowest and highest value of the corresponding co-

ordinate found in the subset of selected candidate solutions. Finally, these bounds

are used to de�ne the novel search space where the optimization algorithm can op-

erate. SST is usually applied to EC methods but, in principle, it can be applied to

SI methods with proper adjustments. Conversely, the Space Transformation Search

(STS) increases the chances of �nding optimal solutions by transforming the cur-

rent search space into a new search space, and simultaneously evaluating the so-

lutions in both spaces [77]. STS generates differently manipulated search spaces

by applying pre-determined simple mathematical operations to the original search

space. During the optimization, a candidate solution is evaluated on the original

search space and simultaneously on its corresponding positions in the manipulated

search spaces. Other non-trivial and computationally demanding approaches rely

on “decoders”, which map the feasible region of solutions into a space that should

be easier to sample by meta-heuristics [78]. Such approaches, even if rarely used,
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proved to be successful to properly handle optimization constraints on the values of

the candidate solution that yield to non hyper-rectangular search spaces. Finally, Di-

lation Functions have been introduced as a general purpose manipulation technique

that can be applied to any meta-heuristics and optimization problems to facilitate

the exploitation of promising regions of the search space[11].

3.2 Dilation Functions

Dilation Functions (DFs) map candidate solutions onto other points of the search

space to “compress” and “expand” speci�c regions of the search space, allowing

to improve the quality of the initial population and the exploitation of promising

regions [11]. Formally, DFs are de�ned as monotonically increasing functions W :

[0, 1] ! [0, 1] that re-map the unit interval. The construction of a DF W is based on

the use of control points, which are de�ned as couples s 2 (0, 1) � (0, 1). By applying

a linear interpolation between the sequence Sof control points, it is possible to de�ne

a mapping of points of the unit interval onto points of the unit interval. To properly

de�ne a DF, the sequence S has to leverage two special control points, namely, (0, 0)
and (1, 1). The introduction of such control points guarantees that any DF operates

on the entirety of the unit interval. Since DFs are monotonically increasing functions,

the sequenceS must be composed of control points that do not induce a decreasing

linear interpolation.

Figure 3.1 shows the DF de�ned by the sequence of control points S = [( 0.0, 0.0),
(0.2, 0.45), (0.8, 0.55), (1.0, 1.0)]. The blue dots denote the control points, while the

orange line denotes the linear interpolation between the control sequence points that

de�nes the DF. The DF showed in Figure 3.1 compresses the intervals [0.0, 0.2] and

[0.8, 1.0], as they are both re-mapped into larger intervals: [0.0, 0.2] is re-mapped

onto [0.0., 0.45], and [0.8, 1.0] onto [0.55, 1.0]. Conversely, the DF expands the inter-

val [0.45, 0.55] since a larger interval (i.e., [0.2, 0.8]) is re-mapped onto a smaller in-

terval (i.e., [0.45, 0.55]). For instance, the point 0.1 is re-mapped to a position slightly

higher than 0.2, while the point 0.7 is re-mapped between 0.5 and 0.6. The overall

effect of such a DF is an expansion of the middle region of the landscape, while the

“borders” of the landscape are compressed. Therefore, the optimization methods

applied after this manipulation will tend to exploit the middle region. In the context

of this example, for simplicity, I arbitrary assumed that the most promising region

is located in the middle of the landscape. However, in real world application, any

sub-region might be the promising one and a properly de�ned sequence of control

points can dilate the corresponding interval, while compressing the remaining parts

of the landscape.

Since DFs operate on the unit interval, linear transformations need to be applied

to manipulate the d-th dimension of a candidate solution. In particular, the coordi-

nate xd has to be mapped in the unit interval by applying a normalization step, that

is, (xd � bmin
d )/ (bmax

d � bmin
d ), where bmax

d and bmin
d represent the upper and lower
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FIGURE 3.1: Example of a DF de�ned by the sequence of control points S =
[(0.0, 0.0), (0.2, 0.45), (0.8, 0.55), (1.0, 1.0)]. The blue dots denote the control points,
while the orange line denotes the linear interpolation between the control points.
By applying the so de�ned DF, the point 0.1 is re-mapped into a point slightly
higher than 0.2; conversely, the point 0.7 is re-mapped onto a point between 0.5
e 0.6, denoting an expansion of the central region of the search space while com-

pressing the boundary regions.

bound of the d-th dimension of the search space, respectively. Then, the normalized

value is fed to W that computes the dilated point in the unit interval x0
d. Finally,

such a point can be transformed into the corresponding point of the search space by

applying the inverse linear transformation, that is, bmin
d + ( bmax

d � bmin
d ) � x0

d.

In general, since optimization problems are de�ned on a D-dimensional search

space, DFs need to be separately applied to each coordinate of the candidate solu-

tions to properly dilate the landscape. It is worth noting that, in principle, different

DFs can be applied to different dimensions of the search space. The advantage of

using DFs is that, in contrast to STS, they are a general tool that can be applied

to any optimization problem and they do not reduce the boundaries of the search

space, thus preventing the discovery of more promising solutions that might lie

slightly outside the reduced search space. Moreover, DFs are applied before the op-

timization process, and they are completely agnostic of the employed optimization

method. Indeed, DFs simply generate a novel and possibly easier �tness landscape

that enhances the exploitation of promising regions by expanding their basins of at-

tractions. On the other hand, the choice of the proper sequence of control points is

problem dependent, since the promising regions change according to the problem.

Therefore, the de�nition of DFs requires knowledge regarding the promising and

the poor regions of the landscape in order to de�ne an effective manipulation.
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Chapter 4

Hybrid CMA-PSO

In global optimization, according to the No Free Lunch theorem [10], there exists no

optimization algorithm that can outperform all the others on all optimization prob-

lems. Therefore, the choice of the most appropriate method for the optimization

problem under investigation represents a meta-problem to be solved. This choice

is often guided by empirical tests that are time- and resource-consuming. A strat-

egy to possibly narrow the computational burden to tackle this meta-problem is to

de�ne novel optimization approaches that combine and make the most of different

optimization methods. In this chapter, I introduce Hy brid CMA-PSO (HyCAPS), a

two-islands approach that integrates two meta-heuristics belonging to the families

of EC and SI.

The chapter is structured as follows. Section 4.1 depicts the functioning of Hy-

CAPS, while in Section 4.2.1 I report the experimental setup and analyze the ob-

tained results.

4.1 De�nition of HyCAPS

HyCAPS is a settings-free two-islands optimization algorithm that merges the fea-

tures of SI and EC by executing two settings-free algorithms: CMA-ES and FST-PSO.

The two islands are executed in a parallel fashion to cooperate in solving the global

optimization problem under investigation. The cooperation among the islands con-

sists in periodically exchanging information about the best candidate solution found

during the whole optimization process. Every k iterations, with k � 1, HyCAPS

compares the best individual of CMA-ES and the global best G of FST-PSO and mi-

grates the best solution toward the other island. The migration process replaces the

worst candidate solution of the worst performing island with the best candidate so-

lution found by the best performing island; the best and worst performing islands

are identi�ed by comparing the most �t candidate solutions of each island. When

the migration is performed from CMA-ES to FST-PSO, the novel particle is initial-

ized in the same position of the CMA-ES individual with a velocity equal to 0, that is,

a vector in RD with all components equal to 0. When the migration happens in the

opposite direction, the novel individual is initialized to encode the same candidate

solution of G and the covariance matrix is updated accordingly.
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In addition to k, HyCAPS has only 3 parameters that might be set by the user,

which are the number of iterations (that strongly depends on the available budget

in terms of FEs), the CMA-ES offspring size l and the FST-PSO swarm sizep . The

other CMA-ES settings—i.e., the population size, the centroid and standard devia-

tion used to compute the starting covariance matrix—are automatically set to stan-

dard values according to CMA-ES heuristics [32, 34]. In particular, the population

size of individuals surviving the selection pressure is set to m = l /2, as suggested

in [34], the centroid is set equal to the center of the search space, and the standard

deviation along the d-th dimension is set equal to a sixth of the length of that dimen-

sion, that is, (bmax
d � bmin

d )/6. It is worth noting that the starting covariance matrix

is initialized in this way in order to generate a starting population that covers the

whole search space. In addition, this initialization marginally impacts the optimiza-

tion process since it is updated at the end of each generation. Similarly, thanks to

its self-tuning nature, the only parameter required by FST-PSO is the swarm size,

which can also be automatically determined by employing internal heuristics [60].

The pseudocode sketching the functioning of HyCAPS is reported in Algorithm

3. First, CMA-ES initializes its starting covariance matrix and samples mindividuals

(lines 1 � 2), while FST-PSO uniformly samples the search space to initialize the

swarm and turns off the fuzzy rule governing the minimum velocity if required

by the user (lines 3 � 5). During each iteration, a step of both CMA-ES and FST-

PSO is performed, the best solution found by each island is updated, and the worst

candidate solutions of the current populations are identi�ed (lines 7 � 8). If the

running iteration is a multiple of k, the migration process is performed (line 9). The

two best candidate solutions are compared to identify the worst performing island,

and the worst individual of that island is replaced with the best candidate solution of

the other island (lines 10 � 16). At the end of each iteration, the covariance matrix is

updated (lines 17 � 19) and the overall best candidate solution found by both islands

is stored as the best solution found so far by HyCAPS (line 20). When the maximum

number of iterations is executed, the best solution found by HyCAPS is returned

(line 22).

The choice of the migration frequency k and the proportion between the popu-

lation sizes of the two islands (i.e., l and p ) de�ne different variants of HyCAPS. In

what follows, the variants of HyCAPS will be identi�ed by ID of this form “HyCAPS-

cl -pp -kk”. For example, the ID HyCAPS-c33-p67-k10 represents a HyCAPS variant

with 100 individuals—with l = 33 and p = 67—and a migration happening every

10 iterations (k = 10).

4.2 Results

The goals of the analyses performed on HyCAPS are threefold. First, different vari-

ants of HyCAPS were tested to assess whether different proportions between the
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Algorithm 3 Pseudocode of HyCAPS.

1: covariance_matrix = compute_covariance_matrix(centroid, st_dev)
2: population = generate_cma_population( m, covariance_matrix)
3: swarm = swarm_initialization( p , search_space)
4: if disable_vmin then
5: disable_fstpso_vmin()

6: while i < max_iterations do
7: population = perform_cma_step( m, l , covariance_matrix)
8: swarm = perform_fstpso_step()
9: if i % k == 0 then

10: if population.best < swarm.best then
11: swarm.worst.x = population.best.x
12: swarm.worst.v = vector(0, length=D)
13: swarm.worst.�tness = population.best.�tness
14: else
15: population.worst.x = swarm.best.x
16: population.worst.�tness = swarm.best.�tness

17: matrix_size = update_matrix_size(population)
18: s = updates(s, covariance_matrix, population)
19: covariance_matrix = update_matrix(covariance_matrix, matrix_size, s)
20: best = update_best()
21: i += 1
22: return best

island population sizes and different migration frequencies could impact the opti-

mization performance. If this case is veri�ed, then the goal is �nding out the best

performing variants to avoid the users to manually set any hyper-parameter, with

the exception of the number of iterations that is tightly related to the available bud-

get. Second, HyCAPS was compared to several state-of-the-art optimization algo-

rithms to prove its effectiveness in solving global optimization problems. Third,

HyCAPS migration patterns were analyzed to provide an in-depth view of the co-

operation among the islands and how it impacts the performance.

To do so, I leveraged two widely used benchmark suites— IEEE CEC'05 [79]

and IEEE CEC'17 [80, 81]—that contain optimization problems characterized by a

plethora of features that might hamper the search of the global optimum. The list

of benchmark functions belonging to these suites are reported in Tables B.3 and B.4,

respectively; function F25 of the CEC'05 suite was not considered in this thesis be-

cause it is an unbounded problem, while function F2 of the CEC'17 suite was re-

moved from the of�cial competition. The HyCAPS variants and the state-of-the-art

methods were executed 30 times on all problems de�ned in D = 50 dimensions

with a budget of 10 000 FEs for each run. The total budget was set to a value that

is often considered reasonable for real world applications; indeed, the bottleneck

of such applications is often the high computational cost of performing a single FE

[82]. An example of such an issue is the parameter estimation problem [62], whereby

computing the �tness value of one candidate solution could require several minutes
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even on accelerated hardware (e.g., graphics processing units). Finally, the compar-

isons among HyCAPS variants and state-of-the-art methods were performed with

the ranking tests provided by DSCTool, a web-service-based framework to compare

optimization algorithms [83].

4.2.1 Comparison of HyCAPS Variants

Six variants of HyCAPS were considered to assess the best performing proportions

of the islands populations and migration frequencies. In particular, 100 individuals

were partitioned among the islands as l = 33,p = 67, or l = 67,p = 33, or l = 50,

p = 50, while the possible values of migration frequency k assumed values equal to

1 or 10. The number of HyCAPS iterations was set to 100.

Figures 4.1-4.3 show the performance of these variants in terms of distribution

of the best solution found. The results indicate that three variants are statistically

signi�cantly better than the others: HyCAPS-c50-p50-k1, HyCAPS-c67-p33-k1, and

HyCAPS-c67-p33-k10. To assess the statistical signi�cance, DSCTool was used to

perform a Kolmogorov-Smirnov test with a signi�cance level equal to 0.05 and to

compute the ranking of the algorithms for each benchmark function. A Friedman

test, with a signi�cance level equal to 0.05, was performed to verify the existence of

any statistical difference between such rankings. Since a statistical difference was

observed, DSCTool applied a post hoctest with the Holm procedure to adjust the p-

values, which denoted that the three variants are the best performing (i.e., p-values

< 0.05).

When the proportion of the winning variants is considered, it can be observed

that HyCAPS performs well when the population size of the CMA-ES islands is

larger or at most similar to the population size of the FST-PSO island. If the mi-

gration frequency is taken into account, it is clear how more frequent migrations

can positively impact the optimization process. In fact, HyCAPS variants with k = 1

outperform the correspondent variants with k = 10 on several benchmark functions,

with the exception of the variant HyCAPS-c67-p33-k10 that achieves comparable

performance.

Finally, I performed a comparison among the variants of HyCAPS with the three

aforementioned proportions and the migration frequency k varied within the range

[1, 10], in order to determine whether the optimization process could bene�t from an

intermediate level of cooperation between the islands. The results (data not shown)

show that HyCAPS does not statistically signi�cantly bene�t from other values of k.

These results also con�rm that the best performing population balance is l = 67 and

p = 33, independently form the k value chosen, highlighting that CMA-ES performs

better when a larger population is provided, while FST-PSO can positively impact

the optimization with fewer particles. It is worth noting that thanks to the analyses

performed in this section, I was able to extract a heuristics that can be used for any

optimization problem when no additional information about it is available. Such

heuristics suggests to leverage a 67� 33 proportion among the islands in favour
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4.2. Results

FIGURE 4.1: Comparison of the distributions of the best solutions found over 30
runs by the six variants of HyCAPS on the F1-F24 benchmark functions of the

CEC'05 suite.

of the CMA-ES, with migrations happening at each iteration. As a consequence,

I managed to furtherly reduce the number of hyper-parameters a user must set to

the number of iterations only, thus making HyCAPS a settings-free approach if this

heuristics is applied.

4.2.2 Comparison of HyCAPS Against State-of-the-art Methods

The best three variants of HyCAPS were compared against standard CMA-ES and

FST-PSO to assess whether the migration policy could help the optimization process.

Moreover, four state-of-the-art algorithms were added to the comparison process:

jSO [45], SHADE-ILS [44], NL-SHADE-LBC [42] and NL-SHADE-RSP [43]. Both

CMA-ES and FST-PSO were run with a population of 50 individuals throughout 200
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FIGURE 4.2: Comparison of the distributions of the best solutions found over 30
runs by the six variants of HyCAPS on the F1-F16 benchmark functions of the

CEC'17 suite.

generations to perform a fair comparison with the performance obtained by Hy-

CAPS (over 100 iterations), as none of its island contains the total amount of 100

individuals. Conversely, jSO, SHADE-ILS, NL-SHADE-LBC and NL-SHADE-RSP

were run with an available budget of 10 000 FEs, since they dynamically adapt the

number of individuals throughout the optimization process.

Figures 4.4-4.6 show the performance of all compared optimization methods in

terms of distribution of the best solution found over 30 runs, while the comparison

among all HyCAPS variants with FST-PSO minimum velocity rule either enabled

or disabled are reported in Figures C.1-C.3. Figures C.4-C.6 show the convergence

of the considered methods in terms of the Median Best Fitness (MBF) found during

each iteration. The HyCAPS variants, CMA-ES and SHADE-ILS turned out to be the

best performing methods on many benchmark functions, with a few exceptions (e.g.,
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FIGURE 4.3: Comparison of the distributions of the best solutions found over 30
runs by the six variants of HyCAPS on the F17-F30 benchmark functions of the

CEC'17 suite.

function F11 of CEC'17 where FST-PSO is the best performing method). DSCTool

con�rms that there is no statistical difference among such methods, while they sta-

tistically signi�cantly outperform all other considered optimization methods. Also

in this case, the Kolmogorv-Smirnov test was used to compute the rankings, while

the Friedman test and the post-hoc test with the Holm procedure were leveraged to

assess any statistical difference; the obtainedp-values are given in Table C.1. It is

worth noting that the control method selected by DSCTool is CMA-ES, since it had

the lowest average ranking.

These results prove that HyCAPS has, on average, a performance that is compa-

rable with state-of-the-art optimization methods. Worthy of note, HyCAPS achieves

high performance also on all benchmark functions where CMA-ES performs poorly

and is outmatched by the majority of methods, including FST-PSO. I argue that such
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FIGURE 4.4: Comparison between HyCAPS, FST-PSO, CMA-ES, SHADE-ILS, jSO,
NL-SHADE-LBC and NL-SHADE-RSP for the optimization of the F1-F24 bench-
mark functions of the CEC'05 suite. The box plots represent the distribution of the

�tness values of the best individual found by each method over 30 runs.

results are promising because HyCAPS successfully overcomes CMA-ES shortcom-

ings by leveraging a completely different approach, while staying competitive on

functions where CMA-ES is the best performing method.

As a �nal test, I also considered the same HyCAPS variants with the minimum

velocity rule disabled for the FST-PSO island, a setting that yielded an improvement

in performance on some real world applications [62]. Such variants showed worse

performance than the HyCAPS variants with the same rule enabled and the state-

of-the-art methods (see Figures C.1-C.3). I argue that this rule should be disabled

only when, thanks to prior knowledge of the problem, it is known that the even

small changes in the candidate solution can strongly impact its �tness, or when local

searches can be performed thank to hiegher budgets.
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FIGURE 4.5: Comparison between HyCAPS, FST-PSO, CMA-ES, SHADE-ILS, and
jSO, NL-SHADE-LBC and NL-SHADE-RSP for the optimization of the F1-F16
benchmark functions of the CEC'17 suite. The box plots represent the distribu-
tion of the �tness values of the best individual found by each method over 30 runs.

4.2.3 Analysis of HyCAPS Migration Patterns

To assess the impact of migrations on the optimization process, I analyzed their ef-

fect on HyCAPS-c67-p33-k1, which is the variant that better satis�es the inferred

heuristics criteria. To this aim, I considered the migration patterns for each bench-

mark function over 30 runs. Figures 4.7 and C.7-C.8 show the average number of

migrations from CMA-ES to FST-PSO (left bars), and vice versa (right bars), while

the dark lines on top of the bars denote the corresponding standard deviation. For

the majority of benchmark functions, the migration patterns often happen from one

island toward the other, with a few exceptions where it is possible to observe a bal-

ance between the migration directions, such as function F17 of the CEC'05 suite.
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FIGURE 4.6: Comparison between HyCAPS, FST-PSO, CMA-ES, SHADE-ILS, and
jSO, NL-SHADE-LBC and NL-SHADE-RSP for the optimization of the F17-F30
benchmark functions of the CEC'17 suite. The box plots represent the distribu-
tion of the �tness values of the best individual found by each method over 30 runs.

The unbalanced migration patterns—i.e., when there is a high number of migrations

from one island—denote that one the two islands keeps �nding better solutions than

the other over several iterations. Moreover, it also suggests that the migration of a

single better candidate solution does not immediately impact the performance and

convergence of the worst performing island. Indeed, multiple migrations are re-

quired to help the population of the worst performing island to quickly escape the

regions of the search space it is currently exploring and move toward more promis-

ing regions. Such an analysis con�rms that frequent migrations positively impact

the performance. Conversely, higher values of k, such ask = 10, induce migrations

that simply introduce some diversity in a population.

The migration bar plots also highlight an important detail worth discussing: the
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FIGURE 4.7: Bar plots representing the average number of migrations for six vari-
ants of HyCAPS tested on the F1-F24 benchmark functions of the CEC'05. For each
HyCAPS variant, the bar with the horizontal lines (on the left) represents the num-
ber of migrations from CMA-ES to FST-PSO, while the bar without the horizontal
lines (on the right) represents the number of migrations from FST-PSO to CMA-ES.

The interval denoted by the top dark lines represents the standard deviation.

majority of migrations in several benchmark functions move the best candidate solu-

tion from the FST-PSO island toward the CMA-ES island. These migration patterns

suggest that the FST-PSO island �nds better candidate solutions than CMA-ES is-

land in several iterations of HyCAPS, even though CMA-ES �nds better candidate

solutions at the end of the optimization process, as shown in Figures 4.7 and C.7-

C.8. Nonetheless, this migration patterns are often inverted in the late iterations of

HyCAPS as shown in Figures 4.8 and C.9-C.10, since the migrations often move can-

didate solutions from the CMA-ES island toward the FST-PSO island. Figures 4.8
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FIGURE 4.8: Violin plots representing the migrations from the FST-PSO island to
the CMA-ES island (orange) and viceversa(blue), for the variant HyCAPS-c67-p33-
k1 during the optimization of the F1-F24 benchmark functions of the CEC'05 suite.

and C.9-C.10 report the violin plots showing the number of migrations from FST-

PSO to CMA-ES (orange) andviceversa(blue) for the considered HyCAPS variant. I

argue that such noteworthy migration patterns are motivated by the need of CMA-

ES to require more FEs before starting to converge toward high quality candidate

solutions.

Finally, by analyzing together the migration patterns (Figures 4.7, 4.8, C.7- C.10),

the convergence of HyCAPS and of the standard versions of CMA-ES and FST-PSO

(see Figures C.4-C.6), a noteworthy side-effect that might hamper the performance

was highlighted. Taking into account the benchmark function F12 of CEC'05, it can

be observed that the standard version of CMA-ES successfully outperforms both Hy-

CAPS and FST-PSO, while HyCAPS performance is comparable to FST-PSO. How-

ever, the migration patterns are the opposite of what was expected when looking at
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FIGURE 4.9: Evolution of the MBF for the CEC'05-F12 and the CEC'05-F23 bench-
mark functions obtained by the standard versions of CMA-ES and FST-PSO, and

all six HyCAPS variants.

the �nal best solutions found by the standard methods. In fact, the migrations was

expected to start from the CMA-ES island to the FST-PSO island, due to the superior

performance of CMA-ES, but the migrations actually start from the FST-PSO island.

I argue that this phenomenon can be motivated by observing the convergence of

FST-PSO and CMA-ES (see Figure 4.9 (left)) that shows the MBF of both methods

and of all HyCAPS variants over 30 runs.

On the benchmark function CEC'05-F12, FST-PSO converges faster to a worse

solution than CMA-ES, denoting that the FST-PSO island �nds better solutions than

the CMA-ES island during the early stages of the optimization. Therefore, HyCAPS

migrates the best solutions found by FST-PSO toward the CMA-ES island. The issue

induced by such a difference in convergence speed is that multiple consequent mi-

grations are performed from FST-PSO to CMA-ES, thus yielding the population of

CMA-ES to slowly become very similar to the swarm of FST-PSO. It is worth noting

that, as pointed out above, the migration of a single candidate solution during one it-

eration has a limited impact on driving the whole population toward a novel region

of the search space, but several migrations of similar candidate solutions in succes-

sive iterations strongly impact the population that will be forced to move toward

the novel region. As a consequence, when the island with the worst performing

method converges faster, the risk introduced by the migration patterns is that the

two islands might get trapped in the basin of attraction of the same local optimum,

preventing the exploration of more promising regions and hampering the discovery

of the global optimum. Another example of a similar situation is observed on the

benchmark function F4 of CEC'17 suite (see Figures C.5 and C.9). In principle, it

might also happen the opposite scenario, that is, CMA-ES prematurely converges

and drives the whole swarm of FST-PSO toward a worse region of the search space,

preventing the FST-PSO island to discover better candidate solutions. Nonetheless,

this scenario never happened on any benchmark function tested so far. To overcome

these potential issues, a possible strategy is to integrate in HyCAPS an automatic

self-tuning mechanism that detects when an island has stopped improving, in terms

of the best solution found, and thus moves part of that island population toward the
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other island. In such a way, when an island converges quickly to a (sub-)optimal

candidate solution and stops improving, HyCAPS can automatically provide more

individuals to the other island, thus enhancing its exploratory capabilities and in-

creasing the possibilities to detect more promising basins of attraction.

On the other hand, the most frequently observed and successful scenario is where

HyCAPS bene�ts from the migration patterns helping the worst performing island

to move to novel and more promising regions of the search space, thus allowing the

discovery of novel candidate solutions that are also better than the best candidate

solutions found by the standard versions of CMA-ES and FST-PSO. For instance, the

advantage introduced by the migration patterns is clearly visible for the benchmark

function F23 of CEC'05 (see Figure 4.9 (right)), where HyCAPS discovers better so-

lutions than both CMA-ES and FST-PSO.
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Self-Tuning Hybrid CMA-PSO

In the standard version of HyCAPS, the population sizes and, accordingly, the FEs

available for each island are �xed by following the heuristic identi�ed described

in Section 4.2.1. However, this heuristic might not be ideal for sub-classes of opti-

mization problems, due to the No Free Lunch Theorem [10]. For instance, for the

problems where the standard version of FST-PSO outperforms CMA-ES, it might be

more bene�cial to give more FEs to the FST-PSO island and use CMA-ES as a sec-

ondary exploitation tool. Conversely, for some problems it might be more helpful to

increase the number of individuals of CMA-ES, while FST-PSO could use fewer par-

ticles to perform local searches in the most promising basin of attraction. Therefore, I

designed Self-Tuning HyCAPS (ST-HyCAPS), a self-tuning version of HyCAPS that

dynamically adapts the island populations according to the achieved performance.

This chapter is structured as follows. In Section 5.1 I de�ne ST-HyCAPS, while

in Section 5.2 I present the experimental settings and the obtained results.

5.1 De�nition of ST-HyCAPS

To enhance HyCAPS capabilities and to improve its adaptability on any global op-

timization problem, I developed ST-HyCAPS, a self-tuning version of HyCAPS that

dynamically adapts the island populations proportion. The self-adaptive behaviour

is introduced to allow ST-HyCAPS to dynamically create novel individuals and re-

move individuals from the two islands on the basis of the their performance. To

do so, ST-HyCAPS monitors the improvement of the best candidate solutions found

by each island. When the best candidate solution found by an island has not im-

proved in the last P iterations—with P = b5% � Tc, where T is the number of total

iterations—ST-HyCAPS starts to remove individuals from that island and to create

new individuals in the other island. The number of individuals to move is deter-

mined as a percentage of the population size of the non-improving island; this value

is equal to 2% � P. After the �rst movement of individuals, if the island does not im-

prove its best solution for the following iterations, ST-HyCAPS moves the 2% of the

individuals at each iteration. This movement stops either when the non-improving

island improves the best candidate solution, or when an island has a population
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Algorithm 4 Pseudocode of ST-HyCAPS.

1: covariance_matrix = compute_covariance_matrix(centroid, st_dev)
2: population = generate_cma_population( m, covariance_matrix)
3: swarm = swarm_initialization( p , search_space)
4: if disable_vmin then
5: disable_fstpso_vmin()

6: while i < T do
7: population = perform_cma_step( m, l , covariance_matrix)
8: swarm = perform_fstpso_step()
9: record_islands_best_candidate_solutions()

10: if i % k == 0 then
11: if population.best < swarm.best then
12: swarm.worst.x = population.best.x
13: swarm.worst.v = vector(0, length=D)
14: swarm.worst.�tness = population.best.�tness
15: else
16: population.worst.x = swarm.best.x
17: population.worst.�tness = swarm.best.�tness

18: matrix_size = update_matrix_size(population)
19: s = updates(s, covariance_matrix, population)
20: covariance_matrix = update_matrix(covariance_matrix, matrix_size, s)
21: best = update_best()
22: if both CMA-ES and FST-PSO not improving for at least P iterations then
23: do_not_move()
24: else
25: if CMA-ES not improving for at least P iterations then
26: move_from_CMAES_to_FSTPSO()

27: if FST-PSO not improving for at least P iterations then
28: move_from_FSTPSO_to_CMAES()

29: i += 1
30: return best

composed by only 2 individuals, which is the minimum number required by CMA-

ES and FST-PSO to properly function. It is also worth noting that if both islands have

not improved the best candidate solution in the last P iterations, ST-HyCAPS does

not perform any movement.

Algorithm 4 reports the pseudocode of ST-HyCAPS that closely mirrors the func-

tioning of HyCAPS. Differently from HyCAPS, ST-HyCAPS keeps track of the best

candidate solutions found by each island during the optimization (line 9). These

recorded tracks are leveraged at the end of each iteration to determine whether some

individuals should be moved between the islands (lines 22 � 28). It is worth noting

that the movements of individuals that impact the island sizes are not related to the

migrations of the best candidate solution; in what follows, I will use the term “mi-

gration” only to refer to the latter case (i.e., when the islands share the position of the

best candidate solution). In case some individuals should be moved from CMA-ES

to FST-PSO, in the CMA-ES island the l value (i.e., the offspring size) is reduced
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by the number of individuals that will be moved, while mis updated accordingly

to the novel value of l by setting m = l /2. As a consequence, the parameters

governing the update of the covariance matrix are automatically updated follow-

ing the heuristics leveraged by CMA-ES [32]. This operation is suf�cient to reduce

the island population size since CMA-ES will generate and select fewer individuals

during the next generations. Simultaneously, in the FST-PSO island a corresponding

number of particles are initialized. Each particle is initialized by randomly selecting

two other particles and positioning the novel particle in their centroid, while set-

ting their velocities to 0. Since all particles hyper-parameters are encoded in each

particle, FST-PSO automatically adapts to changes of the number of particles in the

swarm. Similarly, when ST-HyCAPS moves individuals from FST-PSO to CMA-ES,

the value of l —which in turns updates the value of m—is increased by the number

of individuals to move and the other CMA-ES parameters are updated accordingly,

while ST-HyCAPS removes from FST-PSO the corresponding number of less �t in-

dividuals. A peculiarity of such an approach is that the movement of individuals

between the islands is independent of the value of k.

5.2 Results

To prove the effectiveness of ST-HyCAPS, I compared the three best performing

variants of HyCAPS identi�ed in Chapter 4 (i.e., HyCAPS-c50-p50-k1, HyCAPS-c67-

p33-k1, HyCAPS-c67-p33-k10) with the three corresponding variants of ST-HyCAPS

on the same benchmark suites, i.e., CEC'05 and CEC'17 (see Tables B.3-B.4). The ST-

HyCAPS IDs used hereby follow the same naming scheme used for HyCAPS, that

is, “ST-HyCAPS-cl -pp -kk”.

To perform a fair comparison, I executed all variants with 100 individuals over

100 iterations—for a total budget of 10 000 FEs—over 30 runs. The performance of

every optimization method was evaluated in terms of �tness distributions of the best

solutions found. Statistically signi�cant differences among such distributions were

assessed by following the DSCTool statistical test pipeline [83].

5.2.1 ST-HyCAPS Performance

Figures 5.1-5.3 show the performance of all the considered variants of ST-HyCAPS

on the tested benchmarks. In addition to such variants, I also report the performance

of the standard version of CMA-ES and FST-PSO executed with 50 individuals over

200 iterations. Since HyCAPS proved to be competitive with CMA-ES and the goal

of such tests is to verify whether ST-HyCAPS successfully improves HyCAPS, the

performance of the standard methods are reported only for reference to support

further considerations. The results show that the variant ST-HyCAPS-c67-p33-k1

statistically signi�cantly outperforms all other variants of both HyCAPS and ST-

HyCAPS. The p-values resulting from the Friedman test with the Holm correction

are reported in Table 5.1.
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The self-tuning approach proved to be bene�cial for the optimization regardless

of the starting proportion of the population on some benchmark functions, such as

F16 of CEC'05 and F7 of CEC'17. Moreover, the best variant of ST-HyCAPS success-

fully achieves closer results (e.g., F8 and F21 of CEC'17) or even better results (e.g.,

F26 of CEC'17) than CMA-ES on many benchmark functions where CMA-ES out-

performs HyCPAS and other variants of ST-HyCAPS. Nonetheless, the best variant

successfully competes with all other variants on all the benchmark functions where

FST-PSO outperforms CMA-ES (e.g., F10 and F30 of CEC'17). Such results suggest

that ST-HyCAPS successfully moves the individuals between the islands to compen-

sate for a poor performing CMA-ES island by giving more particles to the FST-PSO

island. F13 of CEC'05 is a clear example of this emerging behaviour since the best

ST-HyCAPS variant helps the islands to escape the basin of attraction where they

are trapped by moving the candidate solutions between the two islands. Finally, it

can be observed that, for several benchmark functions, the distribution of the �tness

values of the best candidate solutions of the best ST-HyCAPS variant is slightly bet-

ter and more compact than the distribution of the corresponding variant of HyCAPS

(e.g., F10 of CEC'05 and F4 and F11 of CEC'17), indicating that ST-HyCAPS-c67-p33-

k1 is more effective and more reliable than its non self-tuning counterpart.

TABLE 5.1: p-values obtained by following DSCTool to compare HyCAPS and ST-
HyCAPS variants. The reference variant is ST-HyCAPS-c67-p33-k1, which is the

best performing variant.

Algorithm p-value
HyCAPS-c50-p50-k1 1.1� 10� 2

HyCAPS-c67-p33-k1 4.8� 10� 2

HyCAPS-c67-p33-k10 1.3� 10� 4

STHyCAPS-c50-p50-k1 1.1� 10� 2

STHyCAPS-c67-p33-k10 1.1� 10� 2

5.2.2 Analysis of ST-HyCAPS Emergent Behaviour

I also investigated how the self-tuning rules impact the number of individuals lever-

aged by each island, and how this can be related to an increase in the performance.

To do so, I analyzed the evolution of the median number of individuals leveraged by

each island during each iteration of the ST-HyCAPS-c67-p33-k1 (see Figures 5.4-5.6).

Such results show that ST-HyCAPS properly shifts the island population sizes in

favour of FST-PSO on benchmark functions where the standard version of FST-PSO

outperforms CMA-ES (e.g., F13 of CEC'05, F10 and F30 of CEC'17). In particular, on

F13 of CEC'05, ST-HyCAPS achieves better results by exploiting CMA-ES during the

�rst half of the optimization process to identify the most promising basin of attrac-

tion. Then, it switches the proportion in favour of FST-PSO to better exploit its search

properties inside the most promising basin of attraction. In addition to this obser-

vation that was somewhat expected in principle, a more interesting result emerges.

Indeed, during the late iterations, ST-HyCAPS tends to shift the balance between
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FIGURE 5.1: Comparison of the distributions of best solutions found over 30 runs
by the three best performing HyCAPS variants, the corresponding ST-HyCAPS
variants, FST-PSO and CMA-ES on the F1-F24 benchmark functions of the CEC'05

suite.

the populations in favour of FST-PSO also on a few benchmark functions where the

standard version of CMA-ES outperforms FST-PSO (e.g., F8 and F21 of CEC'17). I

argue that this phenomenon happens because CMA-ES has a low convergence on

such benchmark functions yielding to several generations that do not improve the

best candidate solutions found. Conversely, on many benchmark functions where

CMA-ES outperforms FST-PSO, ST-HyCAPS correctly maintains either the starting

proportion or slightly modi�es it (e.g., F6 and F15 of CEC'05, F1 of CEC'17). The

migration patterns are reported in Figures D.1-D.6. Such patterns resemble what

was observed for HyCAPS with minor differences induced by the movement of in-

dividuals between the islands. Considering both the evolution of the size of the

islands over the iterations and the migration patterns, it is worth noting that the two
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FIGURE 5.2: Comparison of the distributions of best solutions found over 30 runs
by the three best performing HyCAPS variants, the corresponding ST-HyCAPS
variants, FST-PSO and CMA-ES on the F1-F16 benchmark functions of the CEC'17

suite.

behaviours are not always tightly related. Indeed, they are based on two different

conditions that take into account different characteristics of the islands optimization

processes. In principle, it could be expected that the migrations of the best candi-

date solutions found happen from the island with a larger population to the smaller

island, since the larger island has more exploratory capabilities (as it happens with

F13 of CEC'05). However, it can also happen that the island with fewer individuals

starts exploiting a promising basin and �nds most �t individuals, while the larger

islands keeps discovering and exploring novel basins. An example of such a case is

F15 of CEC'17, whereby all migrations take place from the FST-PSO island toward

the CMA-ES island, while the CMA-ES island starts growing in the second half of

the optimization since the population of the FST-PSO island successfully exploited
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FIGURE 5.3: Comparison of the distributions of best solutions found over 30 runs
by the three best performing HyCAPS variants, the corresponding ST-HyCAPS
variants, FST-PSO and CMA-ES on the F17-F30 benchmark functions of the CEC'17

suite.

the basin of attraction and it is not able to further improve its best candidate solution.

The self-tuning mechanism then kicks-in, and starts moving the particle toward the

CMA-ES island to enhance its exploratory capabilities. Nonetheless, even though

the FST-PSO island is not improving, the CMA-ES island fails to �nd a most �t can-

didate solution than the optimal solution found by FST-PSO, thus maintaining the

migration pattern from FST-PSO to CMA-ES.
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FIGURE 5.4: Evolution of the median number of individuals over 30 runs assigned
by ST-HyCAPS-c67-p33-k1 to the CMA-ES and FST-PSO islands during each itera-

tion of the optimization of the F1-F24 benchmark functions of the CEC'05 suite.
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FIGURE 5.5: Evolution of the median number of individuals over 30 runs assigned
by ST-HyCAPS-c67-p33-k1 to the CMA-ES and FST-PSO islands during each itera-

tion of the optimization of the F1-F16 benchmark functions of the CEC'17 suite.
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FIGURE 5.6: Evolution of the median number of individuals over 30 runs assigned
by ST-HyCAPS-c67-p33-k1 to the CMA-ES and FST-PSO islands during each itera-
tion of the optimization of the F17-F30 benchmark functions of the CEC'17 suite.
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Chapter 6

Evolving Dilation Functions

DFs are functions that re-map candidate solutions of the search space onto other

candidate solutions to compress or expand speci�c regions of the �tness landscape.

By applying a tailored DF for the problem under investigation, it is possible to im-

prove both the generation of the initial population and the convergence of the global

optimization methods [11]. However, the main limitation for the application of DFs

to an optimization problem is that their de�nition is a problem dependent and time-

consuming task that requires knowledge of the �tness landscape. As stated in Chap-

ter 1, this limitation can be solved by addressing the meta-problem of determining

the appropriate DF, or set of DFs, for the considered problem. Thus, I propose two

different approaches based on Computational Intelligence to evolve candidate DFs

for any global optimization problem under investigation.

The chapter is structured as follows. Section 6.1 introduces the concept of Basis

Functions (BFs), which are elementary DFs that are at the basis of the evolutionary

approaches. Sections 6.2 and 6.3 introduce, respectively, Genetic Algorithm-Fuzzy

Self-Tuning Particle Swarm Optimization (GA-FSTPSO) and Genetic Programming

for Dilation Functions (GP4DFs).

6.1 Basis Functions

BFs are bijective monotonically increasing functions that map the unit interval onto

the unit interval. These functions can be considered as elementary “building blocks”

that can be composed to de�ne arbitrarily complex DFs. The BFs leveraged in this

thesis are the linear transformation fa(x) [84], the logarithm- and exponential-based

transformations gb(x) and hg (x) [85], alongside with their inverse functions. As it

can be observed from their mathematical de�nitions, which are reported in Table 6.1,

these BFs rely on a parameter (a, b or g) that regulates the intensity of the dilation.

The top plots in Figure 6.1 show that higher values of the parameter induce curves

that are further from the identity function (represented by the black line), hence

de�ning BFs that map points of the search space further from their original location.

In addition to these BFs, the folding operators were used to extend the BFs fam-

ily. A folding operator Kk(qr )—whose de�nition is given in Table 6.1—applies a BF

q in the [0,k] interval and its inverse q� 1 in the (k, 1] interval; the parameter k will
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TABLE 6.1: BFs de�nitions.

BF De�nition

fa(x) ax
(a� 1)x+ 1 a 2 (0,¥ )

f � 1
a (x) f1/ a(x) a 2 (0,¥ )

gb(x) ln(bx+ 1)
ln(b+ 1) b 2 (0,¥ )

g� 1
b (x) 1

b ((b + 1)x � 1) b 2 (0,¥ )

hg (x) xg g 2 (0,¥ )

h� 1
g h1/ g (x) g 2 (0,¥ )

Kk(qr )

(
1
kqr (x/ k) x � k

(1 � k)q� 1
r

�
x

1� k � k
1� k

�
+ k x > k

K� 1
k (qr ) Kk(q� 1

r )

be named “folding point” in the rest of this thesis. Since any other BF can be lever-

aged to perform the transformation q, the symbol r denotes the corresponding BF

parameter that determines the dilation intensity. Examples of folding operators with

different BFs qr and folding points k are shown in the bottom panels of Figure 6.1.

The advantage of employing folding operators is the possibility to compress two

regions of the search space while expanding the inner region, or viceversa.

6.2 Genetic Algorithm-Fuzzy Self-Tuning PSO

6.2.1 De�nition of GA-FSTPSO

GA-FSTPSO is the �rst method I introduced to automatically evolve the most effec-

tive DF for the optimization problem under investigation [84]. GA-FSTPSO lever-

ages a two-layered approach that can be sketched as follows:

• the outer layer (hereby denoted by J ) performs a (m+ l )-ES to evolve a pop-

ulation of candidate DFs de�ned as compositions of L BFs;

• for each candidate DF, the inner layer (hereby denoted by H) performs an op-

timization of the BF parameters by means of FST-PSO. The advantage of em-

ploying a self-tuning method is that the optimization task is performed with-

out introducing any additional user-selected hyper-parameter;

• the two layers are interconnected so that the �tness value of the candidate DF

in the outer layer is equal to the best �tness value G identi�ed by FST-PSO.

In the outer layer, each individual is represented as a �xed-length string y that en-

codes a candidate composition of L BFs, where each BF is denoted by an integer
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6.2. Genetic Algorithm-Fuzzy Self-Tuning PSO

FIGURE 6.1: Example of BFs (left) and their corresponding inverse functions (right),
with different parameter values (top) and different folding points (bottom).

number. The leveraged variant of (m+ l )-ES independently determines to apply

either a standard mutation or one point crossover. Conversely, the inner layer op-

timizes a real-valued vector z of length L, where the l-th element of the vector de-

notes the parameter assigned to the l-th BF encoded in y. The BF-parameters are

optimized in the interval (0, 10], which was determined by considering a trade-off

between large intervals, that might provide a more effective BFs, but small enough

to allow fast convergence. Formally, a well-formed DF W is de�ned as a couple

hy, zi ; the symbol W � will be used to denote the best candidate solution found by

GA-FSTPSO. Figure 6.2 visually shows the two-layered approach leveraged by GA-

FSTPSO. In this example,L is equal to 5 and the BFs are represented by an integer for

simplicity. A more detailed pseudocode of GA-FSTPSO is reported in Algorithm 5,

where NJ indicates the population size of the outer layer, NH represents the swarm

size of the inner layer, while TJ and TH denote the number of iterations of the outer

and inner layer, respectively. The set of available BFs employed during the evolution

process, the value of L (which remains constant during the whole process), as well

as NJ , NH , TJ and TH , are user-set inputs of GA-FSTPSO.

The parameter optimization performed by the inner layer—and hence, as a re-

sult, the evolution of the outer layer—is guided by a �tness function that re�ects the

quality of a candidate dilated landscape by analyzing the distribution of randomly

sampled candidate solutions. Such a �tness function is named meta-�tnessand is

de�ned according to the following assumption: the �tness distribution of randomly

sampled candidate solutions on a candidate dilated landscape should be better than

the distribution of randomly sampled candidate solutions on the original landscape.
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FIGURE 6.2: Graphical sketch of GA-FSTPSO functioning, where L is set equal to 5
and the BFs are represented by an integer.

Indeed, a properly dilated landscape should expand the promising regions increas-

ing the probability to randomly sample points inside such regions, which in turn

yield better distributions. The meta-�tness is computed as follows:

1. the candidate DF W is applied to manipulate the search space. In GA-FSTPSO,

W is applied to all dimensions of the search space; i.e.,W1 = W2 = � � � = WD ,

where Wd denotes the DF applied to the d-th dimension, for d = 1, . . . ,D;

2. Q candidate solutions are randomly sampled from a uniform distribution span-

ning across the whole dilated landscape FW to compose the setXW = f x1, . . . ,xQg;

3. the most �t 20% of candidate solutions are selected to form the subset XW
� ;

Algorithm 5 Pseudocode of GA-FSTPSO.

1: outer_pop = generate_outer_pop(NJ , L)
2: for generation = 1, . . . ,TJ do
3: new_outer_pop = evolve(outer_pop, l , pm, pc)
4: for individual in new_outer_pop do
5: FP = FST-PSO(NH )
6: G = compute_meta_�tness(individual, F)
7: FP.set_�tness(G)
8: FP.set_search_space([(0, 10]] � D)
9: best_params, best_�tness = FP.optimize(TH )

10: individual.parameters = best_params
11: individual.�tness = best_�tness
12: outer_pop = select(outer_pop [ new_outer_pop, m)

13: ranked_pop = sort_wrt_�tness(outer_pop)
14: return W �
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4. the meta-�tness G(W ) is computed as the average of the �tness values of can-

didate solutions in XW
� , that is:

G(W ) =
1

jXW
� j

å
x2XW

�

F(x). (6.1)

The value of Q is determined by following the heuristics Q = d5+ 10
p

De [84]. Since

the computation of the meta-�tness for each candidate DF W requires the evaluation

of Q candidate solutions, the overall budget required by GA-FSTPSO in terms of FEs

is equal to NJ � NH � TJ � TH � Q.

6.2.2 Results

GA-FSTPSO was tested on a variety of multi-modal benchmark functions (reported

in Table B.1) [61, 86, 87] with D = 2 and D = 30. During such tests, GA-FSTPSO

was limited to use a small subset of BFs, namely: fa, the folding operator of K( fa)( �)
with the folding point at 1/4, 1/2 or 3/4, and the identity function. The identity

function was included to provide to the evolution process an operator to use when

the optimal DF can be de�ned by combining less than L BFs. Table 6.2 reports the

mapping between the BFs and their integer representation in the outer layer.

TABLE 6.2: Mapping of the employed BFs and their identi�er.

Code Name Semantics
0 identity(�) Identity function
1 fa(�) Linear transformation
2 K 1

4
( fa)( �)

Folding operators3 K 1
2
( fa)( �)

4 K 3
4
( fa)( �)

The complete experimental setup is:

• the outer layer population size is NJ = 10;

• the inner layer population size is NH = 10;

• both values l and mare set equal to 10;

• the number of BFs to de�ne a candidate DF is L = 5;

• the number of the outer layer generations is TJ = 11;

• the number of the inner layer iterations is TH = 10;

• in the outer layer, the probabilities of applying mutation or crossover is equal

to 0.5, that is, pc = pm = 0.5;

• the independent probability of mutation is equal to 0.5.

65



Chapter 6. Evolving Dilation Functions

High mutation probability values were chosen to enhance the exploratory capabili-

ties of the optimizer, since both the population size and the number of generations

of the outer layer are kept small to limit the required budget. The overall budget

used by GA-FSTPO in these tests corresponds to 220 000 whenD = 2, and 660 000

when D = 30.

Figures 6.3 and 6.4 show the performance of GA-FSTPSO on 2 dimensions. In

each row a different benchmark function is considered and, from the left to the right,

the columns show:

1. the original �tness landscape;

2. the optimal DF W � found across 30 runs;

3. the dilated landscape manipulated by W � ;

4. the box plots reporting the distribution of the �tness values of 50 candidate

solutions randomly sampled on the optimal dilated landscape FW �
found over

the 30 runs (blue box plot) or using the original �tness landscape F (orange

box plot);

5. the distribution of the meta-�tness values computed on the optimal DFs found

during the 30 runs (blue box plot) or on the original landscape (orange box

plot).

To compute the meta-�tness on the original landscape, the same steps followed to

compute the meta-�tness on the dilated landscape are followed, with the exception

of the �rst one, i.e., the application of a DF.

For the majority of the analyzed benchmark functions—such as Ackley, Alpine,

Rastrigin and Xin-She Yang—the optimal DF strongly expands the center of the

search space, while compressing the rest of the landscape. As a result, the optimal

dilated landscapes are characterized by a small region around the global optimum

that is stretched across a wide area of the search space, yielding a “zoom in” effect of

the most promising region. The bene�ts of sampling an initial population from the

optimal dilated landscape is that the so generated candidate solutions are initialized

closer to the global optimum, as shown in the fourth column. Such promising results

are motivated by the fact that the majority of the considered landscapes are sym-

metric and often separable. Therefore, the global optimum is located on the same

position on each dimension of the search space, paving the way to the application

of the same DF to each dimension. Moreover, if the meta-�tness distribution over

30 runs of the best DFs is taken into account (�fth column), noticeable result can be

observed. For all the considered benchmark functions, the most suitable DFs found

during each run of GA-FSTPSO induce a dilated landscape that improve the land-

scape quality in terms of meta-�tness. To statistically assess any difference in such

distributions, a two-tailed Mann–Whitney U test [88, 89] was performed for both

the distributions represented in the fourth and �fth column. The statistical differ-

ence is denoted in the box plots by one or more “*”, while the “ns” symbol indicates
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6.2. Genetic Algorithm-Fuzzy Self-Tuning PSO

FIGURE 6.3: Effect of evolved DFs on the benchmark functions Ackley, Alpine,
Deceptive, Griewank, Michalewicz, and Nobile2 with D = 2. *** denotes p-value

� 0.001.
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