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respect to the identified viewpoints, defined as sets of semantically and ideologically
congruent claims (e.g., positions arguing that immigration positively impacts the UK
economy). In this paper, we improve this pipeline by i) fine-tuning Large Language
Models (LLMs) for viewpoint classification and ii) enriching claim representations with
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1 Introduction

News sources play a crucial role in democratic societies by highlighting specific topics,
viewpoints and voices in their representation of political and social discourse. Understand-
ing the dynamics of these representations is essential for evaluating to what extent the
media landscape provides a balanced and fair account of the debate around a topic, thus
fulfilling its role to allow citizens to make informed decisions on the basis of their access
to a variety of viewpoints [1, 2]. In our earlier work [3], we introduced a hybrid human-
machine approach to assessing viewpoint diversity [4]. In particular, given a news corpus,
our pipeline i) first identifies the range of viewpoints expressed in the corpus about a given
topic, and ii) then classifies relevant claims expressed about the topic in question, with re-
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spect to the identified viewpoints. A claim is formally defined as a sextuple (utterance,
actor, news item, news source, date, topic), where the utterance is a statement made by an
actor, about a particular topic, which is reported in a news item, which was published by a
news source on a certain date [3]. In turn, viewpoints are defined as sets of claims that are
semantically and ideologically congruent — e.g., all positions that argue that immigration
has a positive impact on the UK’s economy.

In this paper, we extend this approach by introducing two key improvements. Specifi-
cally, we fine-tune Large Language Models (LLMs) for the claim classification task and we
enrich the claim representation with a semantic description of the relevant actors, which
is drawn from Wikidata [5] and represented through a Knowledge Graph (KG) [6]. This
allows us to study the effect of fine-tuning on this task and to test whether actor-level infor-
mation improves viewpoint classification beyond what can be achieved from textual con-
text alone. We evaluate our approach against alternative solutions, using a benchmark cen-
tred on the immigration debate in the UK. In particular, we analyse different approaches
to contextualising a claim (using the surrounding text, leveraging structured information
from the KG and combining both) and evaluate their impact on the performance of the
claim classification engine. The evaluation indicates that, while both fine-tuning and the
adoption of a KG are able to improve performance individually, their integration provides
the best results (91.7% F1 score), particularly when leveraging an LLM capable of process-
ing substantial input sizes.

To ensure full reproducibility, all materials have been released, including both the eval-
uation dataset and the LLM prompts.*

The rest of the paper is organised as follows. In Sect. 2, we discuss the relevant literature,
focusing in particular on computational solutions for news analytics and classification ap-
proaches that combine LLMs and KGs. In Sect. 3, we present our methodology. In Sect. 4,
we report the results from our experiments. Finally, in Sect. 5, we comment on the results
presented in this work and discuss future directions of research.

2 Related work

In this section, we review the literature relevant to this paper, with a particular focus on
the primary task of interest (classifying claims based on viewpoints) and the architectural
approach we have adopted (integrating LLMs with KGs).

2.1 Automatic viewpoint capture
As already mentioned, the work presented here builds on an earlier paper of ours [3],
which introduces a semi-automated approach to detecting viewpoints relevant to a topic
and then uses a LLM in a zero-shot setting to classify the claims extracted from a news cor-
pus with respect to the relevant viewpoints. While the obtained results are satisfactory, in
this follow-up paper we show that a performance improvement can be achieved by intro-
ducing LLM fine-tuning and enriching the claim representation through an automatically-
generated semantic description of the associated actors.

Chen et al. [7] address the automatic discovery of diverse perspectives and propose a
framework that has a number of commonalities and differences with the approach taken
by us. In particular, they focus on retrieving perspectives that are relevant to a claim and

Political Viewpoints in News Media repository — https://github.com/massi-fa/Political_Viewpoints_in_News_Media.
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consider a number of tasks: identifying the stance of these perspectives with respect to the
original claim; identifying equivalent perspectives; and, given a claim and a perspective,
identifying evidence for this stance from the associated corpus. They also show that the
RoBERTa Large model can perform reasonably well on these tasks. This approach has a
number of similarities with ours: their identification of equivalent perspectives is analo-
gous to our definition of a viewpoint as a collection of congruent claims. They also identify
perspectives on the basis of a given claim, which is similar to our approach that identifies
the claims relevant to a given topic. That said, we would argue that the conceptual frame-
work underlying our approach provides a more robust basis for the realisation of news
analytics solutions than the one adopted by Chen et al. In particular, in their approach,
there is no explicit characterisation of a topic and the process of identifying relevant per-
spectives is driven by the selection of a particular claim. Here, it could be argued that
it is unclear what is the epistemological basis for distinguishing between a claim and a
perspective. More importantly, while a claim implies a topic, the lack of an explicit char-
acterisation of the current topic makes it difficult to map the space of relevant viewpoints.
Indeed, in contrast with our approach, there is no attempt in [7] at providing such a char-
acterisation of the space of viewpoints. On the contrary, topics, claims and viewpoints
play clearly distinctive roles in our framework, which is grounded on the formal analysis
and ontology presented in [8]. Another difference between our work and that reported by
Chen et al. concerns the architecture of the classifier used for the task of identifying equiv-
alent perspectives — i.e., in our framework, the task of classifying a claim with respect to
the available set of viewpoints. In our approach we combine LLM fine-tuning and a se-
mantic representation of the actors, in contrast with Chen et al., who only consider model
fine-tuning.

The paper by Doan et al. [9] covers a number of text mining tasks, including “politi-
cal viewpoint identification” In particular, they test the performance of encoder-decoder
models specialised for the Norwegian language on this task. Although the results from
their preliminary tests are encouraging, a key difference with our approach is that while
we characterise viewpoints as congruent collections of claims, no such clustering is con-
sidered by them. Hence, their task is more similar to what we would call claim extraction.
Another limitation of their paper is that the structure of claims is not clearly defined — e.g.,
it is not clear whether the association between utterance and actor is captured in their ap-
proach. Hada et al. [10] focus on measuring viewpoint diversity within discussions on the
X social media platform and propose the fragmentation metric [11] to assess users’ ex-
posure to alternative viewpoints. Their analysis of conversations on immigration reveals
that nearly 70% of users have minimal exposure to alternative viewpoints. However, un-
like our research, which aims to model the set of all viewpoints relevant to a topic, their
work focuses solely on quantifying viewpoint diversity. Trabelsi and Zaiane [12] present an
unsupervised generative Topic-Viewpoint model that uses unigram frequencies to prob-
abilistically associate viewpoints to a topic. A key aspect of this approach is that it takes
advantage of interactions between different post creators on social media to identify con-
trastive opinions. While this is of course an interesting and clever heuristic in the context
of social media, it also means that this approach is not directly applicable to our news
scenario, where such explicit interactions are usually not available. In addition, while this
approach offers flexibility by avoiding reliance on predefined topics, it appears limited to
binary classifications, either in favour or against a particular position related to a topic
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(e.g., gun control, gay marriage). This restricts its ability to capture the nuanced range
of viewpoints often present in debates. This limitation can also be found more broadly
in approaches focusing on stance detection [13]. In particular, in contrast with stance de-
tection, the relation between an agent and a topic is in our approach parametrised with
respect to a viewpoint. For instance, while a stance detection approach may detect posi-
tions in favour or against immigration, our approach would aim to identify the range of
possible viewpoints related to this topic and then classify each claim with respect to this
set. In particular, as discussed later, our case study focusing on UK immigration shows
that an immigration-related viewpoint does not necessarily imply a pro/against stance on
immigration — e.g., see viewpoint “Immigration as a Management Issue” in Sect. 3.2.

Finally, Calvo Vilares and He [14] adopt an unsupervised LDA-based approach that at-
tempts to jointly identify topics and viewpoints. They also generate readable summaries
of the main viewpoints, by identifying sentences associated with the most discriminative
words in the relevant topic-viewpoint model. However, they use a rather syntactic (i.e.,
keyword-based) approach to modelling, which appears to be rather noisy. As a result, the
quality of the generated summaries tends to vary significantly, often highlighting sentences
that do not necessarily express a viewpoint, in the sense of providing a contrastive opinion.
In addition, in contrast with both our work and the approach by Doan et al.,, no attempt is
made here to cluster congruent claims.

In addition to computational approaches, the analysis of viewpoints, frames, and per-
spectives in news media has a long tradition in the social sciences, particularly in political
communication and media studies. These studies typically rely on manual content analysis
to examine how issues are framed, how different actors are represented, and how view-
points are distributed across media outlets [15-18]. While these approaches provide rich
and theoretically grounded insights, they are often limited in scale due to the significant
human effort required for annotation. Our work can be seen as complementary to this line
of research. In particular, the proposed framework enables the large-scale identification
and classification of viewpoints, while preserving a level of interpretability through the
explicit modelling of claims, actors, and viewpoints. This opens up new opportunities for
social scientists to analyse media discourse across larger corpora, longer time spans, and
multiple contexts, while maintaining alignment with established analytical concepts such
as framing and viewpoint diversity.

2.2 Integrating LLMs and KGs for text classification

LLMs have shown impressive capabilities in processing and analysing textual data at scale,
allowing for the accurate extraction and synthesis of fine-grained information from a wide
range of sources, including research papers [19], patents [20], medical records [21], sci-
entific references [22], social media posts [23], news articles [3], technical documenta-
tion [24], legal texts [25], knowledge graphs [26], tourism-related materials [27], and fi-
nancial documents [28, 29]. However, they are often criticised for their tendency to hal-
lucinate [30] and fabricate facts [31, 32], and they also struggle to learn long-tail knowl-
edge [33]. To overcome these limitations, researchers are exploring solutions, such as,
retrieval-augmented generation (RAG) [34], which involve providing LLMs with reliable
and verifiable information. To this purpose, numerous approaches have been proposed in
recent years, which integrate LLMs with KGs [6, 35]. These methods typically facilitate the
incorporation of KGs during the fine-tuning or inference phases [36]. In the former case,
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KGs are embedded into the model’s training process, to enhance its ability to acquire and
internalise knowledge [37, 38]. In the latter case, KGs are usually utilised for knowledge
retrieval, enabling improved access to domain-specific information [26, 39]. The approach
presented in this paper uses KG-derived textual actor profiles as additional input features
during both fine-tuning and inference.

Yin et al. [40] propose a novel framework, IKLT (Input Embedding, Knowledge Base
Retrieval, Large Language Model Text Augmentation, and Text Encoding), tailored for
text classification tasks. This framework employs RAG to integrate LLMs with knowledge
bases, thereby enhancing feature representation while maintaining interpretability. Their
evaluation, conducted on four public datasets and one industrial dataset, highlights the ef-
fectiveness of the proposed approach. Similarly to our work, they utilize knowledge bases
to enrich the interpretability of text by augmenting its semantic content. However, their
focus is primarily on short text, whereas our approach is applied to more elaborated news
articles.

Pons et al. [41] propose an entity disambiguation approach framed as a classification
task. In this context, instead of simply relying on the LLM to define the entity type, they
provide the LLM with a curated set of relevant classes from a KG. To an extent, this ap-
proach is similar to ours, as we incorporate author information extracted from Wikidata,
to enhance the classification of claims. However, Pons et al. only employ the KG at infer-
ence time.

In the news domain, Giarelis and his team [42] present a framework for automated fact-
checking within the context of public discourse. Their framework leverages an LLM to
analyse an input text and identify the entities included in it. Then, it extracts relevant
statements from the KG, which are fed back into the LLM through a refined prompt. This
work is relevant to our research, as it employs LLMs in a multi-stage pipeline and inte-
grates a KG for determining the veracity of specific claims.

3 Approach

In this section, we present our approach to identifying claims from a set of news arti-
cles, which pertain to a given topic, and mapping them to a comprehensive set of relevant
viewpoints. The proposed approach facilitates the development of various analytics that
can reveal how specific viewpoints evolve over time, which ideologies or political parties
endorse them, and how these perspectives are represented across different news outlets.
These analytics can be used to provide insights about fairness and bias in the media, e.g.,
by indicating to what extent a particular media outlet, or a media landscape as a whole,
provides a balanced account of the debate around a particular topic.

Our methodology, which extends the one originally presented in [3], is composed of four
main steps —see Fig. 1. First, a set of claims is extracted from news articles, where each
claim consists of an utterance linked to a specific actor. Next, the viewpoints emerging
from these claims are identified. In the third step, the representation of claims is enhanced
by linking the relevant actors to an open KG. For this purpose, we adopted Wikidata, as
it provides extensive coverage of public figures, politicians, and relevant groups, such as
political parties. Finally, the claims are classified according to the viewpoints identified. As
already mentioned, the key extensions to [3] concern the following aspects: i) we enhance
the representation of claims by acquiring information about the associated actors and ii)
we fine-tune the LLM on the claim classification task.



Fadda et al. EPJ Data Science (2026) 15:68

( N\
Input Text ( .(
Viewpoints Enru':hed
1 Claims

[ — il
Do(m_aij Experts KG

Viewpoints Generation of the
Identification Actor Representation
(from Wikidata)

Claims Classification

Claims Extraction

Classification
Output

A\ J

Claims

Figure 1 Methodology for claim extraction, enrichment, and classification

In the following subsections, we first discuss the background data required for this
methodology and then outline the four steps.

3.1 Background data

The proposed framework processes a collection of news articles. Although it does not
strictly depend on additional metadata, we highly recommend associating the articles with
supplementary information to enhance subsequent analysis. The recommended metadata
includes information about the relevant topics, location information, publication dates,
and news outlets. This metadata is particularly valuable during two crucial stages. First,
it aids in defining the scope of analysis, typically centred on topics (e.g., “immigration’,
“Brexit’, “human rights”), publication venues, geographic locations, or time periods. Sec-
ond, it can be used to enrich the analysis once claims have been mapped to viewpoints. For
instance, temporal data can illustrate how the prominence of certain viewpoints changes
over time, while publication venues can reveal whether specific viewpoints are predomi-
nantly endorsed by particular newspapers.

As in our earlier experiments [3], we tested our pipeline on a dataset that includes news
articles about immigration in the UK, published between June 1 and August 31, 2023.
The corpus was constructed using the Aylien News API? and includes articles that were
either pre-tagged with the keyword ‘immigration’ by the Aylien service or contained this
keyword, or closely related terms, such as ‘immigrants; in their title or body.

3.2 Claim extraction and viewpoint identification

The steps of claim extraction and viewpoint identification have already been carried out
in our earlier experiments [3], hence here we will only give a short overview of these tasks
and we refer the reader to our earlier paper for more details.

3.2.1 Claim extraction

The objective of this step is to identify and extract a set of claims made by specific ac-
tors within a news article. A claim is defined as a statement attributed to an individual, as
reported in the article. This can include both direct quotes, typically enclosed in quota-
tion marks, as well as indirect statements, where the journalist paraphrases the original

2 Aylien - https://aylien.com/.
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Table 1 Examples of Claims. The links to the articles are provided in the table

Utterance (URL news) Actor

The Conservative government has ‘failed to get a grip’ on Channel crossings. Yvette Cooper
(https://tinyurl.com/mr2wnbwf)

Levels of migration are ‘too high' and ‘unsustainable’ (https://tinyurl.com/ Tom Hunt
4ykb4tn2)

assertion (e.g., “Labour’s shadow home secretary Yvette Cooper has said the conservative
government has ‘failed to get a grip’ on channel crossings”’). In our implementation a claim
consists of the following components: 1) a portion of text representing the utterance, 2) the
name of the actor who made the statement, and 3) a link to the original article from which
the claim was extracted. The metadata associated with the article then provide the other
key components of a claim, i.e., news source, topic and date. Table 1 shows two claims
extracted from our news corpus.

In [3] we used GPT-40 with a carefully designed prompt® to extract claims and asso-
ciated actors from the news corpus. The result was a set of 766 claims relevant to the
UK immigration debate (plus many others associated with other topics), from which 402
were selected for our classification benchmark [3]. These claims include concise, ‘atomic’
statements, such as “Britain’s asylum system is riddled with abuse” to more complex and
nuanced assertions, such as, “Labour and the SNP repeatedly try to block our measures to
control our borders, but where they’re in power they refuse to accommodate their fair share
of people who come here illegally. Time after time they play to the gallery and bang on about
being ‘nations of sanctuary, but it’s just warm words”.

3.2.2 Viewpoint identification

As discussed in [3], this phase adopts a hybrid human—machine methodology to gener-
ate and refine viewpoints. The process leverages a large language model (GPT-4 Turbo in
the current prototype) guided by carefully designed instructions to analyse a set of utter-
ances and produce viewpoints relevant to the topic under discussion. The process unfolds
in several stages. Initially, the utterances are partitioned into subsets small enough to be
processed as input by the LLM. The model then analyses each subset, extracting a set of
candidate viewpoints for that batch. Finally, a subsequent LLM prompt consolidates and
refines the candidate viewpoints, ensuring coherence and relevance across the entire set.
The resulting viewpoints are then reviewed and refined by human experts, whose primary
role is to ensure that each viewpoint is clearly defined and distinct, and that the resulting
collection of viewpoints is homogenous in terms of granularity and complete with respect
to representing the perspectives relevant to the debate. To this purpose, where necessary,
experts may introduce additional viewpoints that the automated process had not iden-
tified. This human-in-the-loop component is, in our view, essential. Our aim is to sup-
port researchers and practitioners engaged in media analytics for regulatory or research
purposes and to enhance the human ability to analyse news media in a transparent man-
ner, rather than fully automating the process. It is therefore crucial that the resulting set
of viewpoints is both robust and consistent with the criteria that expert analysts, such as

3The prompt is available in the anonymous Github repository at https://anonymous.4open.science/r/Political
Viewpoints_in_News_Media-3BE6/Prompts/Text_prompt_template.txt.
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media and political scientists, would consider valid for analysing and classifying public de-
bates. In particular, the viewpoint identification step produced the following viewpoints
relevant to the immigration news corpus [3]:

1. Immigration as a management issue. This viewpoint is used to classify
utterances that take a ‘neutral’ perspective on the immigration debate, focusing less
on taking a pro- or anti-immigration stance than on discussing the advantages and
disadvantages of specific approaches to managing the issue. This was the only
viewpoint added manually by the domain expert.

2. Immigrants as victims/Humanitarian emphasis. This viewpoint is used to
classify utterances that are sympathetic to the plight of immigrants. For instance,
when a tragedy happens at sea.

3. Immigrants as potential criminals or threat/National security emphasis. This
viewpoint encompasses utterances that portray immigrants as a threat to law and
order or even to national security.

4. Enhancing/Maintaining immigration pathways. This viewpoint includes both
utterances advocating for measures that would facilitate easier entry into the UK
and utterances that argue against imposing new restrictions to immigration.

5. Restricting immigration pathways. This viewpoint encompasses any utterance
advocating for measures that would make it more difficult to enter the UK.

6. Economic benefits of immigration. This viewpoint includes utterances
highlighting the economic benefits that immigrants bring to the UK.

7. Economic cost of immigration. This viewpoint includes utterances that focus on
the economic costs associated with immigration, such as expenses related to
providing accommodation for undocumented migrants.

8. Integration policies/Multiculturalism as a positive force. This viewpoint
includes utterances that suggest practical measures to support migrant integration
or highlight the importance and value of cultural diversity.

9. Anti-integration policies/Cultural identity preservation. This viewpoint
includes utterances that highlight cultural differences between UK citizens and
migrants or advocate for the separation of migrants from the UK population.

3.3 Integrating the semantic representation of actors

Most claims reported in the news are associated with significant figures in the media
sphere, such as politicians, journalists, and other prominent individuals who frequently
appear in the public eye. Information about these actors can often be obtained from var-
ious sources, including open knowledge graphs. In this work, we focused on Wikidata,
as it typically provides extensive details about these individuals, including their political
affiliations, occupations, roles in government, and past activities.

Enhancing claims with a semantic representation of the relevant actors derived from
knowledge graphs serves two critical purposes. First, it allows for the association of spe-
cific claims not only with individual persons, but also with broader categories, including
political parties, governments, or ideologies. This capability is invaluable for identifying
whether certain viewpoints are predominantly associated with specific groups, potentially
uncovering patterns of bias in media coverage — e.g., over-representation of views from
a specific political party in the news. Second, we hypothesise that the contextual infor-
mation provided by a more detailed representation of the actors can improve the perfor-
mance of machine learning classifiers in correctly associating claims to viewpoints. This

Page 8 of 18
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Table 2 Semantic representation of ‘Keir Starmer’ (https://www.wikidata.org/wiki/Q16515053)

Field Value
Name Keir Starmer
Gender Male
Description Prime Minister of the United Kingdom since 2024
Occupations Barrister
Politician
Jurist
Political Party Labour Party
Positions Held Prime Minister of the United Kingdom

Member of the 59th Parliament of the United Kingdom
Leader of the Opposition
Leader of the Labour Party

is because statements are rarely made in isolation. They are often shaped by the speaker’s
history and identity, and interpreting them within this context provides valuable insights.
In Sect. 4, we present evaluation results that strongly support this hypothesis, particularly
when employing the largest models. Nevertheless, it should be noted that incorporating
actor information may also introduce noise, especially when individuals make statements
that deviate significantly from their typical positions. Striking a balance between leverag-
ing an actor’s history and avoiding the introduction of biases is a nuanced challenge, and
we plan to explore it further in future work.

To map actors to their corresponding Wikidata representations, we performed a tar-
geted search using each actor’s name to locate their associated entity on Wikidata. Once
identified, we retrieved key information about each actor. In the current prototype, we
consider the actor’s full name (rdfs:label), description (schema:description),
gender (P21), occupations (P106), positions held (P39), and political affiliations such as
membership of political parties (P102). When available, we also include additional con-
textual attributes that are frequently populated for public figures and useful for interpre-
tation, such as political ideology (P1142) and religious or philosophical views (P140).
These attributes were identified empirically by analysing the most informative Wikidata
properties for the actors in our dataset. Some attributes also support multiple values. For
example, the ‘positions held’ field may contain an extensive list of previous roles.

In the immigration analysis used as our test case, we mapped the 52 actors associated
with the 402 claims under analysis to their corresponding entities in Wikidata. For ex-
ample, Table 2 presents the semantic representation of one such entity, ‘Keir Starmer;, as
extracted from Wikidata.

3.4 Claim classification

Classifying a claim according to the relevant viewpoints is a complex task that requires a
model capable of understanding abstract discourse. We formalise this as a binary classi-
fication problem: given an input claim, a context, and a description of the viewpoint, the
model returns 1 if the claim aligns with the viewpoint and 0 otherwise. The claim includes
both the utterance and the name of the actor. The context may include various types of
information that facilitate the correct interpretation of the utterance. Specifically, we ex-
perimented with three different context settings. The first involves the surrounding text,
including the sentences immediately preceding and following the utterance within the
news article. The second employs text automatically derived from the set of triples from
Wikidata describing the actor. Specifically, the triples are processed to generate a textual


https://www.wikidata.org/wiki/Q16515053

Fadda et al. EPJ Data Science (2026) 15:68 Page 10 of 18

representation for each actor based on a simple template, making it more suitable for in-
gestion by the LLM for claim classification. For instance, the resulting textual description
for Keir Starmer is “Keir Starmer (Prime Minister of the United Kingdom since 2024). He
has worked as a barrister, politician, jurist and has held the position of Prime Minister of the
United Kingdom, member of the 59th Parliament of the United Kingdom, Leader of the Op-
position affiliated with the Labour Party with a religious or philosophical view of atheism
and a political ideology of social democracy.”. The third and most comprehensive config-
uration combines both the surrounding text and the text derived from the triples. This
final approach is currently adopted in our prototype as it delivered the best performance
in our experiments, as detailed in Sect. 4. However, the increased length of this combined
context is more computationally demanding and may also pose challenges, particularly
for smaller models. We conducted the classification task using an LLM fine-tuned on a
manually annotated dataset. Specifically, we utilised the Immigration-3K dataset, as de-
scribed in Sect. 4.1. The prompt includes a task description, the claim to be analysed, the
description of the viewpoint, and the relevant context. We evaluated several alternative
models and configurations, identifying GPT-40 mini with the third type of context as the
best-performing approach. This solution has now been integrated into our prototype.

4 Evaluation

In this section, we present an evaluation of our claim classification approach, described in
Sect. 3.4, which is the key contribution of this paper. In particular, our main objective is
to assess the value derived from i) enhancing claims through a semantic representation of
the actors and ii) fine-tuning the models on high-quality data.

4.1 Dataset: immigration-3K

To set up a benchmark for this task, we reused the dataset originally introduced in Motta
et al. [3]. As already mentioned, this dataset includes 402 claims extracted from a news
corpus covering the UK immigration debate. Five human annotators classified each claim
against the nine relevant viewpoints detailed in Sect. 3.3, thus producing a benchmark
of 10,854 claim-viewpoint data points, each annotated as a positive or negative match.
However, it turned out that certain claims were potentially ambiguous and difficult to
classify even for human experts. As a result, we found that the Cohen’s kappa score on
the full set of annotations was not robust enough, producing a “moderate” (0.42) average
agreement score over the nine viewpoints [43]. Therefore, we removed a set of 310 claim-
viewpoint pairs, where one annotator classified the viewpoint as aligned with the claim,
while the other two did not. This simple rule was sufficient to produce a robust dataset
of 9924 data points, with a substantial average agreement score of 0.66 across the nine
viewpoints. While this filtering strategy improves the reliability of the resulting dataset,
it also introduces a trade-off. By removing instances with high disagreement, the bench-
mark becomes less representative of the full complexity and ambiguity of real-world dis-
course. As a result, the reported performance may be somewhat optimistic, as the models
are evaluated on clearer and more consistently annotated examples. In traditional manual
content analysis, an alternative approach would involve refining the annotation guidelines
and conducting additional annotation rounds to improve agreement. In this work, we pri-
oritised the construction of a high-quality benchmark for evaluating automated methods,
but we acknowledge that further work is needed to align this process more closely with
established practices in the social sciences.
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We then applied majority rule over the three annotators to obtain a final dataset of 3308

instances, named Immigration-3K, which is also available on GitHub.*

Each row in the dataset includes a claim, a viewpoint description, and a boolean value,

which indicates whether the viewpoint matches the claim. Each claim entry is associated

with a unique ID, the utterance, the URL of the source article, the full text of the article,

the name of the actor, and the description of the actor derived from Wikidata. To facilitate

consistent use in future research, the dataset was pre-split into training, validation, and
test sets, adhering to a 70%-10%-20% ratio.

4.2 Experimental setup

We evaluated our methodology on the Immigration-3K benchmark, testing various LLMs

and configurations. In particular, we are interested in evaluating a diverse range of LLMs,

varying in nature and size. The experiments described in the paper employed the following
LLMs:

3

GPT-40 mini: A compact, task-optimised variant of GPT-4, offering a context size of
128k tokens.”

Mistral Nemo 12B: A model collaboratively developed by NVIDIA and Mistral Al It
supports a 128k token context window and excels in reasoning, world knowledge and
coding accuracy, within its size category.®

Gemma2 27B: An open-source model from Google with a context size of 8k tokens.
It has been trained on 13 trillion tokens sourced from diverse domains, including web
documents, to ensure exposure to a wide range of linguistic styles and topics.”
Gemma?2 9B: A smaller version of Gemma2 27B, trained on 8 trillion tokens.® It
shares the same architecture and training data characteristics as its larger counterpart,
making it suitable for deployment in resource-constrained environments. It also uses
a context size of 8k tokens.

Llama 3.1 8B: A model developed by Meta, featuring a 128k-token context window.’
Its architecture leverages cutting-edge advancements in transformer-based design,
allowing it to process extensive contextual information efficiently, while maintaining
high performance.

Llama 3.2 3B: A smaller version of Llama 3, featuring the same 128k token context
size.l

Phi 3.5 mini: A model developed by Microsoft, featuring 3.8 billion parameters.!! It
supports an extended context length of up to 128k tokens. It employs proximal policy
optimisation and direct preference optimisation to ensure precise instruction

adherence.

We utilised the instruct variants of these models, which are specifically optimised using ex-

tensive datasets designed for instruction-based tasks. This pre-training process involved

4Immigration-3k is available in the anonymous GitHub repository at https://anonymous.4open.science/r/Political _
Viewpoints_in_News_Media-3BE6/Immigration-3K/test.csv.

Shttps://platform.openai.com/docs/models#gpt-4o-mini.

®https://huggingface.co/nvidia/Mistral-NeMo-12B-Base.

7https://huggingface.co/google/gemma-2-27b.

8https://huggingface.co/google/gemma-2-9b.

“https://huggingface.co/meta-llama/Llama-3.1-8B.

https://huggingface.co/meta-llama/Llama-3.2-3B.

Uhttps://huggingface.co/microsoft/Phi-3.5-mini-instruct.
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exposing the models to a diverse array of prompts accompanied by explicit instructions
and corresponding outputs, significantly improving their capacity to comprehend and re-
spond effectively to a wide range of instructional queries. We evaluated the model using
two configurations: zero-shot learning (ZSL) and fine-tuning (FT). In the zero-shot set-
ting, we employed a straightforward prompt to instruct the LLM to perform the classi-
fication task. For the fine-tuning approach, we utilised the training and validation splits
of the Immigration-3K dataset. The fine-tuning of GPT-40 mini was conducted using the
API provided by OpenAlL!? while the remaining models were fine-tuned with Unsloth,'?
an open-source library designed to optimise the fine-tuning and training of LLMs.

This design also allows us to examine an important trade-off between performance and
reproducibility. The best-performing configuration in our experiments relies on a fine-
tuned proprietary model, which may offer strong performance but is less transparent and
potentially less stable over time than open-weight alternatives, as access conditions, im-
plementation details, and model versions are controlled by the provider. Although frontier
models have historically tended to improve over time, their exact behaviour may be dif-
ficult to reproduce in the long term. This is one of the reasons why we also evaluated
several open-weight models, which may achieve lower performance but are better suited
to transparent, inspectable, and long-term reproducible research workflows.

While it is expected that fine-tuned models will outperform their zero-shot counter-
parts, including zero-shot evaluations serves two key purposes. First, it allows us to quan-
tify the specific improvements gained from fine-tuning on high-quality, task-specific data.
Second, it provides a baseline for comparison with previous experiments [3], which relied
on off-the-shelf zero-shot methods.

Finally, as outlined in Sect. 3, our approach can adopt three types of context for each
claim: 1) the text surrounding an utterance (labelled 7ext in Table 3 and Table 4), 2) the
representation of the actors from Wikidata (labelled KG), and 3) both of them (labelled
Text+KG). We evaluate the performance of all models using these three contextual con-
figurations.

In conclusion, this experimental setup resulted in testing seven models in both zero-
shot and fine-tuning configurations across three types of context, leading to a total of 42
experiments. Since this is a binary classification task that, given a claim and a viewpoint,
produces 1 if the claim aligns with the viewpoint and 0 otherwise, we evaluate predictive
performance using precision, recall, and F1 score. In addition, given the intended use of
the framework for large-scale media analytics and for supporting political communica-
tion research, we report Cohen’s kappa as a complementary measure of chance-corrected
agreement between model predictions and the gold-standard labels obtained by majority

vote.

4.3 Results
Table 3 and Table 4 report the performance of the zero-shot models and the fine-tuned
models, respectively. As expected, the fine-tuned models significantly outperform the

zero-shot models.

Phttps://platform.openai.com/docs/guides/fine-tuning.

3https://docs.unsloth.ai/.
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Table 3 F1, Precision, and Recall percentages of the seven models across the three context settings
using a ZSL approach. The highest F1 score for each model is shown in bold, while the best overall
result is highlighted in green

Text KG Text+KG

Model F1 Pre. Rec. F1 Pre. Rec. F1 Pre. Rec.

GPT-40 mini 77.80 7341 88.12 80.10 76.50 85.92 80.32 75.98 88.62
Mistral Nemo 12B 73.79 70.18 82.30 7727 7321 85.84 77.10 7361 83.22
Gemma?2 27B 71.13 68.05 8543 73.21 69.52 85.00 72.01 68.57 83.91
Gemma2 9B 68.38 66.17 83.41 69.27 66.53 8197 67.66 65.72 82.99
Llama 3.1 8B 63.51 63.16 79.46 71.50 68.17 81.20 68.04 65.43 7842
Llama 3.2 3B 5797 59.19 71.02 55.29 5532 55.26 63.01 62.04 64.38
Phi 3.5 mini 59.16 60.92 76.01 73.73 70.25 81.28 62.39 62.14 76.84

Table 4 F1, Precision, and Recall percentages of the seven fine-tuned models across the three
context settings. The highest F1 score for each model is shown in bold, while the best overall result is
highlighted in green

Text KG Text+KG

Model F1 Pre. Rec. F1 Pre. Rec. F1 Pre. Rec.

GPT-40 mini 90.30 93.13 87.93 90.33 91.08 89.62 91.74 91.26 92.23
Mistral Nemo 12B 85.21 86.10 84.38 83.84 86.22 81.85 81.46 84.50 79.06
Gemma?2 27B 84.13 89.54 80.32 82.28 90.96 77.20 82.81 85.68 80.50
Gemma?2 98 84.55 88.55 81.51 84.78 91.12 80.49 82.79 89.65 78.38
Llama 3.1 8B 78.62 87.87 73.65 81.65 83.37 80.16 73.31 71.76 75.27
Llama 3.2 3B 62.97 69.25 60.48 48.38 69.53 50.59 53.54 63.54 53.21
Phi 3.5 mini 67.83 70.72 65.89 76.03 86.66 70.95 57.91 85.97 5591

The fine-tuned version of GPT-40 mini achieves the highest performance of all mod-
els (91.74% F1), when utilising both the surrounding text and the actor description from
Wikidata. This is followed by GPT-40 mini using only the actor description, and then by
GPT-40 mini using only the surrounding text. This level of performance clearly improves
on the results reported in [3], which correspond to the experiment where we used GPT-
4o mini in a ZSL setting, with surrounding text as context. This experiment yielded an F1
score of 77.80%.

We also note that several open LLMs perform well, even if they do not match the perfor-
mance of GPT-40 mini. Notably, the fine-tuned versions of Mistral Nemo 12b (85.21%),
Gemma?2 9B (84.78%) and Gemma?2 27B (84.13%) achieved strong results. This demon-
strates that it is possible to tackle this task effectively using open models, demonstrating
that the task can be addressed effectively using open models and parameter-efficient fine-
tuning.

In addition, these results suggest that integrating information from an open KG can en-
hance performance, at least when leveraging an LLM capable of processing substantial
input sizes. However, this improvement is not consistent across all tested LLMs. While
GPT-40 mini achieved the best overall results when using the combined context, the other
six tested LLMs exhibited mixed performance. Specifically, three models performed best
when provided only with the actor description, while the remaining three performed bet-
ter with the surrounding text. Interestingly, combining these two inputs led to a slight
decrease in performance for these models. This could indicate that smaller LLMs strug-
gle with larger inputs or with the differing nature of the two input sources. Indeed, while

many of the tested LLMs feature relatively large context windows, they do not necessarily
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Table 5 Cohen’s kappa scores for the zero-shot and fine-tuned configurations

Model ZSL Text ZSLKG ZSL Text+KG FT Text FTKG FT Text+KG
GPT-40 mini 0.563 0.604 0610 0.806 0.807 0.835
Mistral Nemo 128 0483 0.551 0.545 0.704 0.677 0.630
Gemma2 27B 0444 0477 0455 0.683 0.647 0.657
Gemma2 9B 0.396 0.406 0.385 0.692 0.696 0.657
Llama 3.1 8B 0317 0.441 0378 0.575 0.633 0473
Llama 3.2 3B 0.213 0.106 0.264 0.266 0.021 0.098
Phi 3.5 mini 0.254 0481 0.294 0.358 0.525 0.189

Table 6 F1 scores for the best-performing experiments in relation to the 9 viewpoints. In bold the
best results for each viewpoint. Viewpoints 6 and 8 have limited positive support in the test split,
which makes F1 unstable and sensitive to a small number of predictions

Model 1 2 3 4 5 6 7 8 9

GPT-40 mini (Text+KG) 9217 9097 9228 8966 9241 49.38 49.01 49.68 90.89
Mistral Nemo 12B (Text) 9267  79.02 84.90 100 78.71 49.69 4934 49.68 5844

Gemmaz2 278 (Text) 9052 7052 76.74 100 81.80 49.69 4967 49.68 47.76
Gemmaz2 9B (KG) 87.79 8231 74.70 89.66  84.62 49.69 83.00 49.68 06241
Llama 3.2 3B (Text) 5422 6261 62.05 4933 5481 49.69 4762 49.68 4737
Llama 3.1 8B (KG) 8290 7052 82.66 4933 8483 49.38 68.99 4935 55.60
Phi 3.5 mini (KG) 67.55 6261 54.66 8300 7861 49.69 4967 49.68 6241

have the ability to fully leverage all the relevant information [44]. We plan to investigate
this issue further in future research.

The best zero-shot solution was the version of GPT-40 mini that utilised both the sur-
rounding text and actor descriptions from Wikidata (80.32%). However, this approach was
still outperformed by all fine-tuned models, except for Llama 3.2 3B and Phi 3.5 mini.
Notably, in all ZSL experiments, the solutions incorporating information from Wikidata,
whether used alone or in combination with surrounding text, consistently outperformed
those that relied solely on the surrounding text.

Table 5 reports Cohen’s kappa scores between model predictions and gold-standard
labels for the zero-shot and fine-tuned models. The results are consistent with the pat-
terns discussed above. The highest agreement is achieved by GPT-40 mini with the
Text+KG configuration (k = 0.835). Fine-tuned models generally obtain higher model-
human agreement than their zero-shot counterparts. In addition, several open-weight
models achieve substantial agreement, especially Mistral Nemo 12B and Gemma?2 9B,
confirming that they offer competitive alternatives. Finally, these results further support
the value of KG-based contextualisation, especially in the zero-shot setting, where every
model achieves its highest agreement when KG information is included, either alone or
together with textual context.

Table 6 reports the performance of the best version of each model from Table 4 across
the nine viewpoints outlined in Sect. 3.3. For most viewpoints, the models’ performance
closely aligns with their average performance. However, certain viewpoints present spe-
cific challenges, particularly for the smaller model. For instance, viewpoint 2, “Humani-
tarian emphasis’, is handled reasonably well by GPT-40 mini but shows a marked decline
in performance for the smaller models relative to their average results.

A few viewpoints are significantly more difficult to classify for all models. A manual anal-
ysis suggests that this difficulty arises from the dataset’s inherent imbalance, with some
viewpoints receiving extensive coverage, while others appear only sporadically. This phe-
nomenon, though natural in this domain and potentially indicative of imbalances in news
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coverage or in the discourse around a topic, can also impact the performance of the mod-
els in the claim classification task. This is particularly evident for viewpoints 6 (“Economic
benefits of immigration”) and 8 (“Multiculturalism as a positive force”), which are heavily
under-represented in our benchmark.

5 Conclusions

In this paper, we have presented an approach to the task of classifying claims in news arti-
cles with respect to a given set of viewpoints, which improves over previous work on the
automatic analysis of perspectives in the news. Our approach leverages LLMs fine-tuned
on a high-quality dataset and employs a semantic characterisation of the relevant actors,
namely the individuals who articulate a specific claim within a news piece. Each actor is
mapped to a set of triples extracted from Wikidata, which provide information such as
occupations, ideologies, historical roles, and other relevant attributes. This strategy ex-
tends the analytical capabilities of our method by enabling the association of viewpoints
with specific groups or ideologies, while also providing rich contextual information for
interpreting claims, thereby improving the overall performance of the approach. We eval-
uated our approach on Immigration-3K, a dataset that describes the mapping between
402 claims and 9 viewpoints concerning the immigration debate in the UK. The full ver-
sion of our pipeline achieves excellent results and outperforms alternative solutions, with
an F1 score of 91.74%. The evaluation also suggests that introducing a semantic descrip-
tion of the actors enhances performance, particularly when leveraging an LLM capable of
processing substantial input sizes.

From the perspective of political communication research, a key strength of the ap-
proach is that it preserves interpretable analytical units, namely claims, actors, viewpoints,
sources, and temporal information, while enabling large-scale analyses of framing, view-
point diversity, and media pluralism that would be difficult to achieve through manual
content analysis alone.

While the proposed approach achieves strong performance on the UK immigration
case study, its applicability across different domains and cultural contexts presents sev-
eral challenges. First, the identification of viewpoints is inherently topic-dependent and
may require significant human input to ensure that the resulting set of viewpoints is both
comprehensive and conceptually coherent. As a result, transferring the approach to new
domains (e.g., climate change or health policy) may require additional expert-driven re-
finement of the viewpoint space. Second, viewpoints are often shaped by cultural, political,
and societal factors. The same topic may be framed differently across countries or media
systems, which may limit the direct reuse of viewpoint definitions and annotated datasets
across contexts. This raises challenges for cross-cultural generalisation and suggests the
need for adaptive or locally grounded modelling strategies. Third, the effectiveness of the
approach relies on the availability of high-quality annotated data for fine-tuning. In addi-
tion, the construction of such datasets may involve trade-offs between annotation quality
and representativeness. In our case, we adopted a conservative filtering strategy by re-
moving instances with high annotator disagreement in order to obtain a more reliable
benchmark. While this improves consistency, it may also result in a dataset that is less
representative of the inherent ambiguity of real-world discourse, potentially leading to
optimistic performance estimates. In traditional manual content analysis, an alternative
approach would involve refining the annotation guidelines and conducting additional an-
notation rounds to improve agreement. Exploring such strategies in combination with
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scalable annotation workflows remains an open challenge. In domains where such data
is scarce, performance may degrade, particularly for less-represented viewpoints. Finally,
while the integration of knowledge graphs provides valuable contextual information, it
may also introduce biases linked to the underlying data sources and their coverage. Taken
together, these issues highlight several directions in which the approach can be further
strengthened.

More broadly, our future research will proceed along three main lines. First, we intend to
conduct extensive experiments across multiple topics to evaluate how effectively a system
trained on certain topics (e.g., immigration) can be reused for others (e.g., climate change,
health policy). To this end, we also plan to release a new benchmark covering multiple
topics, which will provide a highly valuable resource for researchers interested in news
analytics. Furthermore, we aim to investigate how to enhance the system’s ability to ad-
dress rarer viewpoints, for which it is harder to identify a sufficient number of examples.
In particular, we will experiment with the generation of synthetic data and assess whether
this solution can help address this issue. We also plan to compare our solution against a
wider range of models and architectures, including decoder-only models, and to consider
complementary analyses of calibration and robustness in fine-tuned LLMs [45]. Finally, we
intend to develop a complete application that can be used by both political scientists and
other user audiences to produce analytics across multiple topics and countries. Indeed,
our ultimate goal is to develop a robust and practical tool capable of assisting a variety of
users in analysing media representations of democratic discourse.
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