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Abstract

Background: Raised intracranial pressure is one of the most severe secondary insults after traumatic brain injury.
Recognising physiological patterns before they progress to dangerous intracranial pressure elevations could enable
preventive rather than reactive interventions. In our previous Uppsala single-centre study, an XGBoost machine
learning model showed high discriminative performance for prediction of imminent intracranial pressure insults. The
model identifies short-term physiological trajectories associated with imminent threshold crossing rather than pre-
dicting independent future clinical events. Whether these results are generalisable across centres is unknown. The aim
was therefore to evaluate whether the XGBoost model trained on an Uppsala dataset maintains similar performance
when applied to a multicentre TBI cohort - The CENTER-TBI High-Resolution ICU cohort.

Methods: The XGBoost model trained on the Uppsala high frequency traumatic brain injury cohort was externally
validated using data from the multicentre CENTER-TBI cohort. Minute-level averages of intracranial pressure and invasive
arterial blood pressure were used to predict the onset of an intracranial pressure insult within 30 min on the basis of a 4h
historical window. A bidirectional validation design was applied and performance was assessed using multiple metrics.

Results: The cohorts comprised 602 patients from Uppsala and 255 patients from the CENTER-TBI database. When
trained on the Uppsala cohort and tested on CENTER-TBI, the model achieved an area under the receiver operat-
ing characteristic curve (AUROC) of 97.4%, sensitivity of 93.8%, and specificity of 98.6%. Training on CENTER-TBI and
testing on the Uppsala dataset yielded an AUROC of 96.1%, sensitivity of 81.2%, and specificity of 98.7%. Balanced
accuracy exceeded 88% in both validation directions.

Conclusions: The XGBoost model retained high performance under external multicentre validation, indicating that
pre-insult physiological patterns preceding increased intracranial pressure are shared across cohorts. Differences in
sensitivity between validation directions were observed and may reflect cohort characteristics or dataset size. These
findings support the need for local evaluation before clinical implementation.
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Introduction

Traumatic brain injury (TBI) still remains one of the
most important causes of death and disability world-
wide [1]. In severe cases, patients require neurointen-
sive care (NIC), where the prevention of secondary
insults and avoiding development of secondary brain
injury is the primary therapeutic goal. Amongst all pos-
sible secondary clinical insults, raised intracranial pres-
sure (ICP) is one of the most severe, as it may lead to
cerebral ischaemia and in worst case total brain infarc-
tion if not treated promptly. Continuous monitoring of
ICP enables early treatment when the values become
increased, but recognising the patterns that precede
dangerous ICP elevations remains challenging. A sys-
tem recognising such patterns could warn before an
ICP insult develops and enable increased surveillance,
further evaluation, and, when appropriate, interven-
tion, potentially preventing the insult from occurring.

Artificial intelligence (AI) is expected to play a sig-
nificant role in medicine and is already being increas-
ingly applied in several clinical fields. Using rich data
sources, machine learning (ML) models have been used
in radiology, pathology and gastroenterology, amongst
others [2]. In neurosurgery and NIC, similar models
have been applied to predicting the risk of vasospasm
in subarachnoid hemorrhage [3], the need for surgical
intervention after admission in severe TBI [4] and for
early prediction of ICP insults in TBI [5, 6].

In our previous study, four different ML models were
trained on the Uppsala High-Frequency TBI (UHE-
TBI) dataset for short-term prediction of imminent ICP
insults within 30 min [7]. Amongst them, the Extreme
Gradient Boosting (XGBoost) model achieved high
discriminative performance (area under the receiver
operating characteristic curve; AUROC 98.7%, sen-
sitivity 93.8% and specificity 94.6%) using ICP and
arterial blood pressure (ABP) data only, with margin-
ally improved performance when demographic data
were added, whilst remaining computationally light-
weight. Its combination of strong accuracy, modest
computational demands and ready availability makes
it an attractive ML model for clinical applications. The
results achieved for ICP insult prediction were promis-
ing but were obtained from a single-centre dataset and
may not be generalisable.

The Collaborative European NeuroTrauma Effective-
ness Research in TBI (CENTER-TBI) project offers an
ideal opportunity for external validation of the results
on a multicentre dataset. The CENTER-TBI initiative
was a European research project, which as one part
collected a cohort of patients with TBI with high-
resolution physiological recordings, defined here as

physiological monitoring data sampled at 100 Hz or
higher, under standardised conditions.

External validation using this dataset would reveal
whether a model trained on the Uppsala data performs
similarly when applied to patients treated at other hospi-
tals. This is a critical step towards understanding model
generalisability and the feasibility of Al-based early warn-
ing systems in real clinical environments.

The aim of this study was therefore to evaluate whether
the XGBoost model trained on the UHEF-TBI data-
set maintains similar performance when applied to the
CENTER-TBI dataset.

Methods

Patients and Management Protocol

The inclusion criteria were age 16 years or older and at
least 10h of high-frequency ICP monitoring data col-
lected. The final UHF-TBI dataset consisted of 602
patients with traumatic brain injury who were treated
at the NIC unit at Uppsala University Hospital between
2008 and 2019 ([7]. Patients were included regard-
less of whether the traumatic brain injury occurred as
an isolated head injury or as part of polytrauma. In the
CENTER-TBI database [8], 274 patients treated between
2014 and 2017 fulfilled the inclusion criteria. Systematic
data integrity review revealed that 2 patients had miss-
ing demographic data and 17 had inconsistent high-
frequency data, for example, detected unclear changes
in sampling frequency, or were marked unreliable in
the supplied CENTER-TBI data quality table. The final
validation cohort, therefore, comprised 255 patients
with complete and valid continuous recordings from 21
centres.

Both Uppsala and the CENTER-TBI centres follow
international NIC guidelines [9], although minor local
differences in treatment routines and monitoring prac-
tices may exist.

Data Collection and Data Management

In Uppsala, high-frequency physiological patient moni-
toring data, such as invasive arterial blood pressure (ABP)
and ICP, are routinely collected from the networked bed-
side monitors by the ODIN system, a data monitoring
and collection system developed in Edinburgh and Upp-
sala by Tim Howells et al. [10]. The data are stored on a
central server at the university hospital.

In CENTER-TBI centres, patient monitoring data was
collection by ICM+and stored in the high-resolution
repository (University of Cambridge, UK) and/or by the
Moberg Neuromonitoring system (Moberg Research
Inc., USA). Data from the CENTER-TBI centres were
then collected through the Quesgen e-CRF (Quesgen



Systems Inc, USA), hosted on the INCF platform and
LUMC Opal platform and extracted via the LUMC Opal
platform (LUMC, NL). Version Opal 3.1 of the CENTER-
TBI dataset was used in this study.

The monitoring data in the UHF-TBI dataset are sam-
pled at 100-200 Hz and at 120-240 Hz in the CENTER-
TBI dataset, depending on monitoring equipment and
centre practices. Data points marked as low quality or
invalid in the source databases were not treated as physi-
ological measurements and were replaced with NaN,
indicating that no reliable value had been produced by
the monitoring system at that timepoint. Minute means
of ICP and ABP were then calculated from valid data
points, and missingness indicators were included where
data were unavailable. Different medical monitoring and
data collection equipment of centres had various clipping
of data in their supplied data, thus ICP and ABP values
outside the range—10 to 300 mm Hg were removed to
reduce the risk of equipment- and centre-specific arte-
facts. Down-sampling to minute means was done as in
previous work [7]; minute means of ICP and ABP were
calculated on the basis of valid data points. Mean ICP
for each minute was considered reliable if it had at least
one data point per second. An indicator was added if data
were missing. The data pipeline was reimplemented from
previous work [7] and applied for both UHF-TBI and
CENTER-TBL This ensured that input features and pre-
processing steps were identical across cohorts, allowing
for a direct and fair comparison of model performance.

Mistral Al (Le Chat, Mistral Al, Paris, France) was used
to create Fig. 1.

Study Design and Statistics

Descriptive and comparison statistics were computed
over both databases. Comparisons of Glasgow Coma
Scale (GCS) score components and total GCS score
between the cohorts were performed using the two-sided
Mann—-Whitney U (Wilcoxon rank-sum). Differences in
anticoagulant use and ICP insults between cohorts were
assessed using the chi-squared test for independence, as
anticoagulant treatment and ICP insults were binary var-
iables compared between two independent cohorts.

Model training, testing and evaluation procedures
followed the same methodological framework and the
same performance metrics were used as in the original
study [7]. The dataset included only features that were
computable from mean ICP and ABP.

The cohorts could differ in patient mix and manage-
ment practises, which can affect model generalizability
negatively. Therefore, emphasis was put on descrip-
tive statistics and two-way evaluation of the models. If
one cohort is “easy” to predict and the other is “hard’,

this should be interpreted in the results. Therefore, the
performance of models is evaluated when trained on
one database and evaluated on the other. This two-way
generalizability design helps to interpret the results in
relation to the modelling strategy in general and the
databases in specific.

Predictive Task and Definition of an ICP Insult

The task was to predict whether an ICP insult would
begin within the next 30 min on the basis of a 4h his-
torical window, together constituting a 4.5h time sec-
tion. An insult start was defined as ICP exceeding
20 mm Hg for five consecutive min. The insult was
considered to have ended when the ICP remained at
or below 20 mm Hg for five consecutive min (Fig. 1A).
This definition reflects clinically accepted thresholds in
NIC, enabling comparison with previous work [7, 11].
Each time section was labelled according to whether an
ICP insult occurred within the 30 min prediction win-
dow (Fig. 1B).

Model Training and Evaluation

The XGBoost model was implemented using the same
configuration and class-balancing strategy as in the pre-
vious UHF-TBI study [7]. Model training was performed
on the complete dataset from one cohort, using five-
fold cross-validation for hyperparameter tuning, where
hyperparameter tuning is the process of selecting param-
eters for the predictive model to yield the best aver-
age balanced accuracy. During hyperparameter tuning,
folds were grouped by year in UHF-TBI and by centre
in CENTER-TBI. The model was then refit on the entire
training data, using the hyperparameters. The optimised
model was then evaluated on the external cohort.

Model performance was summarised using AUROC,
sensitivity, specificity and balanced accuracy; given the
use of a weighted loss function, which may distort pre-
dicted model risk scores, only moderate calibration was
anticipated, consistent with previous work [7].

All analyses were made using Python 3.10 and 3.12
with the XGBoost package (version 1.7 [12]).

Ethics

For this type of study, formal consent is not required. The
study was approved for UHF-TBI data by the local and
the Swedish National Ethical Review Authority. Informed
consent was obtained from patient or from their next of
kin if the patient was unable to provide consent. It was
also approved to include patients treated during the
study period from whom consent not had been possible
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Fig. 1 Schematic illustration of the ICP insult definition and prediction task (the figure is intended to illustrate the study design and does not show
actual physiological data). A ICP insult definition. The start of an insult is defined as ICP exceeding 20 mm Hg for five consecutive min. The insult is
considered to have ended when the ICP remained at or below 20 mm Hg for five consecutive min. B Time section without and with an ICP insult.
Each time section consists of a 4h historical window (blue) and a 30 min prediction window (green)

to obtain, for example, from deceased patients or when
relatives had not been possible to reach.

The CENTER-TBI study (EC grant 602,150) has been
conducted in accordance with all relevant laws of the
EU if directly applicable or of direct effect and all rele-
vant laws of the country where the Recruiting sites were
located, including but not limited to, the relevant pri-
vacy and data protection laws and regulations (the “Pri-
vacy Law”), the relevant laws and regulations on the use
of human materials and all relevant guidance relating to
clinical studies from time to time in force including, but
not limited to, the ICH Harmonised Tripartite Guideline
for Good Clinical Practice (CPMP/ICH/135/95) (“ICH

GCP”) and the World Medical Association Declara-
tion of Helsinki entitled “Ethical Principles for Medical
Research Involving Human Subjects”. Informed Consent
by the patients and/or the legal representative/next of
kin was obtained, accordingly to the local legislations, for
all patients recruited in the Core Dataset of CENTER-
TBI and documented in the e-CRF. Ethical approval was
obtained for each recruiting site. The list of sites, ethical
committees, approval numbers and approval dates can be
found on the website: https://www.center-tbi.eu/project/
ethical-approval.

Both datasets were anonymised before analysis and
handled in accordance with the Declaration of Helsinki.
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Results

Baseline Characteristics of UHF-TBl and CENTER-TBI
Cohorts

The cohorts were similar in age (Fig. 2) and sex distri-
bution, with a clear male predominance, 79% CENTER-
TBI and 78% UHF TBI. The distribution of the GCS
components and the GCS sum score for the cohorts
are presented in Table 1 (for details, see Supplementary
Table 1). The median GCS sum score at admission was
5 (IQR 3-8) in the CENTER-TBI cohort (195 patients
with incomplete/not applicable tests excluded) and 7

(IQR 6-10) in the UHF-TBI cohort (387 patients with
incomplete/not applicable tests excluded) (p<0.001);
eye response 1 vs. 1, verbal response 1 vs.1 and motor
response 4 vs. 5 (Table 1). Neurological assessments
were considered incomplete/not applicable when a
valid component score was unavailable. This termi-
nology was used because unavailable assessments in
UHE-TBI are recorded as missing and CENTER-TBI
explicitly records some assessments as untestable.
Anticoagulants were used in 4% of the patients in the
UHF-TBI cohort and in 16% of the patients in the
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Table 1 Comparison of GCS components between cohorts; data are shown as mean (SD) and median (IQR) and differ-
ences between groups were assessed using the Mann-Whitney U test

GCScomponent CENTER-TBI UHF-TBI p-value¥|
GCS Eye, mean (SD)/median (IQR) 1.5(1.0)/1 (1-1) 1.7 (1.1)/1(1-3) 0.001
GCS Eye recorded, n (%) 181 (71) 553(92)

GCS Verbal, mean (SD)/median (IQR) 14 (1.0/101-1) 19(1.5/1(1-2) 0.07

GCS Verbal recorded, n (%) 62(24) 226 (37)

GCS Motor, mean (SD)/median (IQR) 3.2(1.9)/4 (1-5) 4.7 (1.3)/5 (4-6) <0.001
GCS Motor recorded, n (%) 146 (57) 601 (100)

GCS sum score, mean (SD)/medlan (IQR) 59(3.5)/5(3-8) 8.1(3.5)/7 (6-10) <0.001
GCS Sum score recorded, n (%) 60(24) 222 (37)

“ Mann WhitneyUtest




CENTER-TBI cohort (y>=24.5, p<0.001) (see Supple-
mentary Table 1).

Occurrence of ICP insults
ICP insults, according to the definition, were pre-
sent in 16.8% of the 30 min prediction windows in the
CENTER-TBI dataset and in 6.4% in the UHF-TBI data-
set (\*=783.3, p<0.001).

Table 2 Results from the different models using alterna-
tive evaluation metrics

UHF-TBI CENTERTBI Galos et al. 2025
[1*

CENTERTBI  UHF-TBI
AUROC% 974 96.1 98.7 (0.53)
Sensitivity% 93.8 81.2 93.8 (3.68)
Specificity% 98.6 98.7 94.6 (2.27)
Brier score 0.080 0.037 0.04 (0.01)
Accuracy% 88.9 95.1 94.6 (1.98)
Balanced Accuracy% 909 88.6 94.2 (1.71)
f1% 74.0 68.1 66.8 (5.55)
PPV% 61.1 587 52.0 (5.98)

" Values in parentheses denote Standard Deviations across year-wise cross-
validation folds

Model Performance Metrics
Table 2 and Fig. 3 summarise model performance
across all training—test configurations. When trained
on UHF-TBI and tested on CENTER-TBI, the model
achieved an AUROC of 97.4%, with a sensitivity of
93.8% and specificity of 98.6%. Training on CENTER-
TBI and testing on UHF-TBI yielded an AUROC of
96.1% with a sensitivity of 81.2% and a specificity of
98.7%.

Balanced accuracy was 90.9% for UHF-TBI to
CENTER-TBI and 88.6% for CENTER-TBI to UHF-TBI.

Across both validation directions, accuracy exceeded
88% whilst F1-score was below 0.7 and positive predic-
tive value ranged from 58 to 70%.

Discussion

This study externally validated an XGBoost model that
had been trained on a single-centre cohort for short-
term prediction of imminent ICP insults and was found
to have high performance in that setting [7]. The model
identifies short-term physiological trajectories asso-
ciated with imminent threshold crossing, rather than
predicting independent future clinical events. Overall,
the findings support the external validity of the model,
but also show that performance may differ between
cohorts.

External Validation ROC
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Fig. 3 ROC curves for the model trained on the UHF-TBI cohort and tested on the CENTER-TBI cohort (blue curve) and the model trained on the
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Definition and Occurrence of ICP Insults

ICP insults were defined using a sustained threshold-
based criterion consistent with commonly used clinical
practice [9, 13, 14]. The proportion of the ICP insults
(according to the definition) in the 30-min prediction
windows were higher in the CENTER-TBI dataset (16.8%
vs. 6.4% in the UHF-TBI dataset).

Whilst local thresholds and clinical responses to ICP
elevations may vary between centres to some extent, a
uniform definition was applied for retrospective model
evaluation. Such differences are therefore unlikely to
affect retrospective performance estimates but may influ-
ence model behaviour when used in clinical practice,
showing a need for evaluation and local retraining, when
needed.

External Validation Between Cohorts

Model performance differed depending on the direc-
tion of external validation. Training on UHF-TBI and
testing on CENTER-TBI gave high AUROC, sensitiv-
ity and specificity. Training on CENTER-TBI and test-
ing on UHF-TBI also gave high AUROC and specificity,
but lower sensitivity. The AUROC remained above 96%
in both validation directions supporting overall model
generalisability and suggests that pre-insult physiologi-
cal patterns are, at least partly, shared across cohorts.
However, the lower sensitivity in one validation direc-
tion suggests some domain shift, that is, that the relation
between physiological patterns and upcoming ICP insults
may differ between the cohorts. Thus, external validation
does not guarantee identical clinical performance across
settings.

As presented in Table 1 and in Supplementary Table 1,
admission GCS, type of injury and use of anticoagulants
differed significantly between the cohorts. The compari-
son should be interpreted with some caution because
many neurological assessments were recorded as not
applicable. Furthermore, injury-type comparisons should
be interpreted cautiously because the databases used dif-
ferent registration structures. In UHF-TBI, only the pre-
dominant TBI lesion type was registered for each patient,
whereas CENTER-TBI allowed multiple lesion types to
be registered for the same patient. The overall impression
is, however, that the CENTER-TBI cohort includes more
severe cases.

Differences in admission neurological status, ICP insult
occurrence, distribution of injury type and so on, may
have contributed to the observed difference in sensitivity,
despite similar preprocessing and feature definitions.

Class Imbalance and Prevalence-Dependent Metrics
ICP insults were uncommon, resulting in class imbal-
ance, that is, the model was trained and tested on fewer

time sections with ICP insults than without ICP insults,
especially in the UHF-TBI cohort. This should be con-
sidered when interpreting model performance, as several
performance metrics, such as Positive Predictive Value
(PPV), accuracy and Fl-score, depend strongly on the
class balance: a model that is equally good per prediction
instance over two different cohorts may still look worse if
the class balance changes.

The class imbalance is significantly different across
CENTER-TBI and UHF-TBI and therefore these metrics
must be interpreted with care. The higher insult rate in
CENTER-TBI skews the PPV to a greater number, and
the accuracy may decrease, compared with a model on
UHE-TBI. The Fl-score is a type of average across sen-
sitivity and PPV, and would therefore also be expected
to increase. Conversely, PPV and Fl-score would be
expected to decrease when the model is tested in a cohort
with lower insult prevalence, such as UHF-TBI.

Local Threshold Setting and Clinical Implementation

Local data characteristics may influence clinically rel-
evant trade-offs between sensitivity, specificity, PPV and
alarm burden. Before clinical use, the decision threshold
should be evaluated locally. A threshold with high sen-
sitivity may be useful for early warning, but could also
increase the number of false alarms, whereas a higher
threshold may reduce alarm burden at the cost of missing
more true ICP insults. Local recalibration may therefore
be needed before implementation.

In a future clinical setting, an alarm would trigger a
search for suboptimal physiological conditions which
may lead to an ICP insult, for example, insufficient seda-
tion, hyponatraemia, impaired venous outflow, altered
PaCO,, fever or seizures. However, preventive action may
change the physiological trajectory on which the model
was trained. Real-time deployment studies are therefore
needed to assess clinical utility, alarm burden and user
response.

Methodological Considerations and Future Work

The results highlight a balance between generalisability
and local optimisation. Whilst cross-centre robustness
is desirable, locally trained models may achieve supe-
rior sensitivity in practice. Future work should evaluate
adaptive strategies, including, for example, site-specific
retraining or use of transfer learning [15].

Future studies including treatment variables may
improve prediction performance and contribute to a bet-
ter understanding of the underlying pathophysiology. In
addition, separate analyses of time periods during ongo-
ing ICP insults and periods without active insults may
help clarify the stability of model performance across dif-
ferent physiological states.



Limitations

The feature set was restricted to physiological data and
did not include baseline variables (e.g. sex, age and GCS)
and treatment variables. Regarding baseline variables,
our previous study of the Uppsala cohort including base-
line data showed that the performance was marginally
improved when included [7]. Differences in monitoring
practices and data completeness may have influenced
results. Exclusion of incomplete recordings may have
introduced selection bias. Furthermore, the low preva-
lence of ICP insults at the time-window level limited sta-
tistical power for subgroup analyses.

Conclusions

The XGBoost model, trained on physiological data,
retained strong discrimination for the early prediction
of ICP insults under external validation on a multicentre
dataset.

Model performance remained high across cohorts,
supporting the presence of shared pre-insult physiologi-
cal patterns in NIC, although sensitivity varied depend-
ing on the direction of validation.

The findings underscore the importance of local evalu-
ation before clinical implementation, including assess-
ment of model performance in the intended patient
population, data acquisition pipeline, insult prevalence
and clinical workflow, with local retraining performed
when needed.
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